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EDITORIAL

FEATURES

We have secured a very important cooperation
agreement with the four oldest universities
in Norway, NTNU, UiB, UiO and UiT. Good
cooperation with the universities is vital for the
success of the Norwegian e-infrastructure over
the coming years, and we are off to a good start.
P. 5
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T

his issue of the META magazine has several interesting articles, also highly relevant for the current
debate in the society. Research into personalized cancer treatment is a very promising field that
can totally change the way cancer can be treated and cured. However, there are still many ethical issues
related to the use of genomics and great care (caution) is needed from the technical side not overstepping
the current ethical limits (boundaries)
Another field attracting a lot of attention these days, are the environmental area and in particular in the
polar areas. Norway has a prominent role in this research, but also in terms of apparent conflicting interests.
Making data available for researchers and others is vital in order to increase the knowledge needed to
make wise decisions in many questions related to these areas.
This is the first edition of META after we established the new UNINETT Sigma2 company. It has been
very exciting times so far, where quite a bit of effort in the first months of this year have been spent on
finalizing contracts with our partners. We have secured a very important cooperation agreement with
the four oldest universities in Norway, NTNU, UiB, UiO and UiT. Good cooperation with the universities
is vital for the success of the Norwegian e-infrastructure over the coming years, and we are off to a
good start. The universities are continuing to operate the e-infrastucture and this is secured through a
separate agreement. For the researchers this means you can expect the services to operate very much
the same way as before. Mind you, we are aware of the feedback you have given and will try make the
services even better. Finally, we also have a contract with the Norwegian Research Council carrying
forward the strong support the Research Council has shown for e-infrastructure services.
We have conducted two board meetings so far, and Sigma2 has been very fortunate to have some of the
best people available to serve as board members. In a later issue of META you will have the opportunity
to get to know them better. The same can be said for another important body, the Resource Allocation
Committee, which all of you using our resources, are dependent upon.
A very important objective for the new UNINETT Sigma2 company, is to have a strong focus on procurement
of new HPC and storage equipment. A lot of attention has therefore been given to start the planning of
a new procurement for HPC and storage equipment. A pre-study has been started and a very important
part of this is to interact with the user community in order to get the researcher’s input for requirements
to meet future needs. Many of you have already given your input in the user survey and through direct
interaction with us in user meetings. I would like to thank all of you for your valuable input. The board will
have some important decisions to make in the autumn regarding the new procurement. Now we are all
waiting and wanting to know how much of the 140 MNOK we have applied for in the research infrastructure
fund application, the Research Council will grant us.

As medicine now enters a
new digital age, scientists
from several fields are
joining forces, trying to
analyze the massive, and
often overwhelming, body of
information that is currently
being revealed.

P. 9

The main focus of the
NORMAP infrastructure
is to facilitate easy and
seamless access to remote
sensing products for the
scientific community who
may not be expert satellite
users.
P. 20

REEF3D is an open-source
CFD program developed
at the Department of Civil
and Transport Engineering,
NTNU with special focus
on solving problems in the
field of marine, coastal
and ocean engineering.
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Tons of data are being generated from genome sequencing
projects all over the world, and the opportunities for collecting
relevant information and building a solid knowledge base
are beyond imagination.
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From numbers and sequences to

Personalized
cancer treatment
Challenges and opportunities
as medicine enters the era
of big data

The rapid development of technologies for deep
sequencing of DNA and RNA that emerged during
the past decade has transformed biomedical research
and paved the way for unprecedented opportunities in
genomic medicine. Now, the complete genetic volume
of an individual or an individual’s unhealthy cells or
tissue, can be recorded in a matter of days.

E

very feature that gives rise to some specific traits, and
every mutation that can cause disease at some point
during the lifespan of a human being. Since the completion
of the first draft reference sequence of the human genome
at the turn of the century [1, 2], large efforts have been made
to identify and catalog the large number of possible genetic
alterations that accumulate and may lead to cancer, and to
separate potential cancer-causing mutations from natural
variation across the population [3]. As medicine now enters
a new digital age, scientists from several fields are joining

forces, trying to analyze the massive, and often overwhelming,
body of information that is currently being revealed. With
large progress being made on the technical laboratory side,
the challenge is now how to transform all of the numbers and
genome sequences into improved and more personalized
cancer treatment. Tons of data are being generated from
genome sequencing projects all over the world, and the
opportunities for collecting relevant information and building
a solid knowledge base are beyond imagination. If the information gained from deep sequencing of large patient cohorts
can be turned into biomarkers, new drugs, and a more
customizable treatment framework, recent genomic advances
will ultimately represent a breakthrough in cancer medicine.
However, as big data arrives in the clinic, so do a number of
new challenges, from many different departments.
TAILORED CANCER TREATMENT
No two cancers are the same, and one major weakness
in today’s treatment regime is that patients with cancer in
the same organ in general are offered the same line of
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medication, even though the cancers may be caused
by completely different molecular mechanisms. In fact,
several different cancer types can initiate in the same
organ, so based on the genetic composition of the cancer
cells, patients may respond very differently to the same set
of drugs. One of the big goals in recording and charting all of
the numerous mutations that accumulate in cancer cells,
is improved molecular stratification of different patients
groups, and thus being able to offer each patient a more
precise treatment which is compatible with his or her
cancer’s particular mutation spectrum.
In the Department of Molecular Oncology at Oslo University
Hospital, Radiumhospitalet, tumor biopsies and associated
clinical data from patients with colorectal and prostate cancer
have for years been systematically collected, awaiting future
high-throughput analysis methods. Recently, DNA samples
from 166 colorectal cancers and 150 prostate cancers
have been subject to full exome sequencing, meaning that
all 22,000 protein coding genes have been studied down
to their individual nucleotide sequences. This has in part
become possible through our involvement in the Norwegian Cancer Genomics Consortium (cancergenomics.no),
a national initiative aiming to implement genomics for improved cancer treatment. As of today, only the international
pan-cancer effort of The Cancer Genome Atlas (TCGA) have
produced a larger set of deep sequencing data from patient
material of colorectal and prostate cancers [4]. To increase
our understanding of the complex molecular mechanisms
underlying each cancer, somatic mutations identified from
these projects will be integrated with other levels of data, like
changes in DNA copy-number and gene expression.
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higher resolution. The bottleneck now is rather on the processing side, where all findings need to be properly analyzed,
understood and put into meaningful biological context.
In this new medical science, computing power and capacity
is constantly challenged by increasingly larger data sets.
Having sufficient infrastructure in terms of storage capacity
and computational power is absolutely essential if we are
to utilize the potential that is hidden in the vast amounts of
genetic data that is currently being made accessible.
In 2012, the Abel computer cluster was opened at the
University of Oslo, providing centralized computational
services for the Norwegian research community. Abel is a
shared resource for high-performance research computing,
and is widely used in medical research. We access this
resource in our research through current allocations from
Notur. So far, the Notur infrastructure has been crucial in for
example our fusion gene detection projects where we have
included large and publicly available sets of RNA data.
For genome-scale sequencing data from local patient
cohorts, a similar secure service aiming to protect sensitive
data was established in 2014. Building on experiences from
Abel, the new system not only provides storage space
and computational resources, but also complies with the
national legislations concerning research on sensitive data.
With more research groups and laboratories coming into
the field, it has been crucial to establish a centralized system
for appropriate handling of patient data. These much-awaited
Services for Sensitive Data provided by the Center for
Information Technology (USIT) at the University of Oslo, has
proven to be a decisive part in the cancer research taking
place in our department lately.

The latter has been a focus in our research for a while. We have
since 2009 implemented both wet-lab and computational
protocols for genome-scale analysis of all RNA in cancer
samples. Despite large efforts over many years, there is still
high demand for better biomarkers in almost all cancer types.
One important group of biomarkers can be used to separate
tumor cells from normal healthy tissue. In particular, we have
focused on identification of variants of RNA molecules which
are only produced by cancer cells, and as such can be used
for improved methods to detect cancers, or as cancer-specific
targets for therapy. One such type of RNA is the fusion transcripts, composed of sequences belonging to two individual
genes. We have already used the new genomics tools to reveal
cancer-specific features in colorectal [5, 6] and testicular
cancer [7], and we have similar unpublished results from
prostate cancer.

On the software side, increased informatics competence
is needed to establish analysis pipelines for transforming
digital signals into meaningful information. Medical research
is one of the fastest growing fields of big data science, but
data sharing is still suffering from a lack of common scalable
frameworks and interfaces. While researchers in many other
fields increasingly are turning to cloud computing, the lack
of interoperable methods for representation and exchange
of genomic data in a distributed computing environment
is still a great barrier. Genomic data formats were created
prior to the massive high-throughput revolution and need
to be developed and modified further along with more
comprehensive application programming interfaces (APIs) to
facilitate effective and responsible methods for submitting
and querying genomic data.

COMPUTATIONAL INFRASTRUCTURE
Prior to the development of high-throughput technologies,
genotyping was a tedious process, and detection of DNA
mutations in human cells could only be performed on
individual loci, typically in specific mutation hotspots within
known cancer-critical genes. In the post-genome era,
however, the tables have turned, and what once took years
is possible to accomplish in just a few days, and at much

METHODOLOGY
Analysis of large-scale DNA and RNA sequencing data
represents a rather new and immature field of research, so
best practice workflows and pipelines are still in the process
of being established. For DNA sequencing analyses, software
tools created at the Broad Institute in Boston have become
sort of a gold standard over the past few years. Among the
applications they have developed for exome sequencing
meta #1 |2015
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So far, the Notur infrastructure has been crucial
in for example our fusion gene detection projects
where we have included large and publicly available
sets of RNA data.
TECHNOLOGICAL PROGRESS RAISES ETHICAL QUESTIONS
In addition to pure technical issues, progress in big data science entails
important challenges in many other areas. Ethical, social, and legal
infrastructure needs to be addressed to properly manage the large body
of sensitive patient information that is currently under way. Technological
progress in genomics has brought about important advances in applications that are far beyond the scope of biology and medicine. However,
even though high-throughput genetics has revolutionized industries like
forensics and medical science and the application of DNA technology is
about to be implemented in an increasing number of fields, we need to
give ethical challenges their due consideration, both in research and in
the clinic. Privacy legislation needs to be implemented carefully, and as
sequencing data is still defined as highly sensitive material, extra care
and precaution must be taken upon dealing with such vital information,
avoiding data coming astray. As genomics begins to integrate into healthcare, ethical issues like whether incidental findings should be returned
to the patient will eventually challenge current procedures. Numerous
secrets are hidden in the sequences of DNA, secrets that not everybody
might want to know, and least not share. As big data science is about
to change the way we see the genomic landscape, the opportunities
in implementing routine management of cancer treatment are beyond
imagination. However, several challenges remain to be addressed before
large-scale genomics data can be applied successfully in the clinic.
meta #1 |2015
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analysis is The Genome Analysis Toolkit (GATK) for the first processing of
the raw data from the sequencing instrument, MuTect for calling single
nucleotide variants, including mutations, Oncotator for annotation, and
MutSig for assessing the significance of the detected mutations. The
basic foundation of these programs is a three-way comparison where
the samples from tumor and normal tissue are compared to the human
genome reference sequence. Depending on the type of problem and aim,
however, several other methods and pipelines can be applied. For RNA
sequencing data, the most common approach has been to follow the
Tuxedo protocol, a pipeline specifically designed for transcript analysis,
including for instance TopHat for read alignment and splice site discovery,
and Cufflinks to test for differentially expressed genes. As sequencing
cost has decreased substantially, and more groups are entering the field,
several new software packages and algorithmic approaches have been
developed. Thus, the set of tools that might be applicable for a particular
set of data has increased considerably during the last few years. Nevertheless, creating an optimal algorithmic pipeline that is both sensitive
and specific enough for a particular set of data is still a challenge. Also,
cancers are very much heterogeneous, and different cancer types are in
general driven by different set of mechanisms. Consequently, tools that
perform well when applied to one specific type of cancer do not necessarily
detect common characteristics shown in other cancer types.
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A close linkage with NorStore is of vital importance
for NORMAP to establish a sustainable and cost
effective national infrastructure capable of addressing
the future requirements of the scientific community.

The Norwegian Satellite Earth Observation Database for Marine and Polar
Research (NORMAP) is creating a data
repository for the Nordic Seas and
Arctic Ocean from Earth Observation
data from polar orbiting satellites,
serving research and application in
marine, polar and climate sciences.
The main focus of the NORMAP infrastructure (normap.nersc.no) is to
facilitate easy and seamless access
to remote sensing products for the
scientific community who may not be
expert satellite users.

T

he development project started in 2010
and is currently working to secure sustainability beyond the development period. The
primary area of interest for NORMAP is north
of 55ºN and the product portfolio is not static.
Currently the system contains remote sensing
products for sea ice parameters, surface wind
information, sea surface temperature, absolute
dynamic topography, and ocean colour. This
product portfolio is continuously evolving.
NORMAP is developing a distributed data
management system which integrates
physically separated data repositories. These
data repositories are filled with existing and
new products generated from satellite remote
sensing data. To support the scientists working with remote sensing products, a Python
toolbox, NANSAT, has been developed (github.
com/nansencenter/nansat/wiki).
THE NORMAP SYSTEM
NORMAP is a metadata powered system
meta #1 |2015

relying on standardised metadata. Metadata
are used for two purposes. First for data discovery, i.e. the process of finding the relevant
products for a scientific purpose. Second for
data utilisation, i.e. understanding the data
accessed. Generally these are is is referred
to as discovery (or index) metadata and use
metadata respectively.
For description of scientific parameters in
discovery metadata, Global Change Master
Directory science keywords are used, but
translations of repository specific keywords
are under development using semantic web
technologies. The need for use metadata is
covered by utilisation of the NetCDF (Network
Common Data Form) file format and products
are primarily made available in this format using
the Climate and Forecast (CF) conventions
(cfconventions.org). NetCDF following the
CF conventions are self describing and allow
generic applications to read and understand
the content of a dataset reducing the need
for “man in the loop” efforts. Furthermore,
it allows utilisation of THREDDS (Thematic
Real-time Environmental Distributed Data
Services) Data Servers as application servers,
a solution that reduce the required housekeeping of the system.
The THREDDS data server is an open source
web server that runs under Apache Tomcat. It
provides configurable metadata, catalog and
access services for datasets. depending on
the configuration of the dataset, users can access the data using OPeNDAP, OGC Web Coverage Service (WCS), OGC Web Map Service
(WMS), or simply download data files through
HTTP. For large datasets, the ability to access
subsets of data through OPeNDAP is important.
Another important feature of THREDDS is
the ability to create virtual data-sets through

aggregation of physical files. Typically the
aggregation is done in the temporal dimension of datasets allowing the extension of
timeseries by appending physical files to the
catalogue which is traversed by the application server at specified intervals to update
the virtual dataset representing the temporal
evolution of geophysical phenomena like sea
surface temperature, surface winds, sea ice
concentration etc. This approach is consistent
with the approach used by the Earth System
Grid Federation in support of the World Climate
Research Programme’s (WCRP) Coupled
Model Intercomparison Project (CMIP). CMIP
is supporting the Intergovernmental Panel
on Climate Change (IPCC) activities. Finally,
utilisation of a standardised self explaining file
format like NetCDF/CF simplifies long term
data preservation.
In addition to the discovery and use metadata, configuration metadata are used to
define initial visualisation and transformation
capabilities of datasets in the NORMAP data
portal (Figure 1). Configuration metadata are
e.g. used to define preferred initial views and
parameters for datasets, information that not
always are readily available.
Currently three physically separated NORMAP
data repositories are integrated (Figure 2)
using discovery metadata provided by the
data centres. The data repositories operated at
Nansen Environmental and Remote Sensing
Center (NERSC) and Norwegian Meteorological
Institute (METNO) are fully integrated concerning functionality. The data repository operated
by Kongsberg Satellite Services (KSAT) allows
data search and access of individual products,
but is not included in the higher order services
which strongly relies on the availability of the
OPeNDAP protocol. CERSAT (Centre ERS
9

Figure 1:
Screenshots of the NORMAP data portal showing the
metadata search results and the visualisation pop up
with temporal evolution of sea ice concentration.

d’Archivage et de Traitement) in France is
under integration for dataset search and for
some datasets visualisation and transformation depending on the services available
for the dataset. The metadata received or
harvested from data repositories are made
searchable in a central catalogue index.
Utilisation of the web portal (normap.met.no/
metamod/) allows users to search for relevant
data products and request some actions to be
performed on the data found.
FUNCTIONALITY IN THE NORMAP PORTAL
Following discussions with user communities,
users articulate a clear priority on functionality. Their primary request is to be able to find
and access relevant products. In the process
of determining whether a dataset is relevant
or not for their scientific work, they state that
quick visual inspection of the products is important. Traditionally, users of remote sensing
products have had strong skills in computer
science. These users are capable of tweaking
the remote sensing raw data and products to
the form suitable for their purpose. NORMAP is
trying to extend the user community of remote
sensing products with new scientific users that
are not experts on satellite remote sensing.
In order to achieve this the web portal is offering
functionality that allows users to transform
products prior to downloading them.
Pre-processing of products is offered in the
NORMAP system prior to download and analysis of the products in the tools the scientist
prefer. This process is currently focused on data
reduction (in time and space as well as variable
space) and map re-projection to increase the
ability of the user community to effectively
compare or utilise products.
As mentioned, the metadata received from all
contributing data repositories allows the user
to search relevant products. The metadata,
contains information on responsible institution, principal investigator, use and access
constraints as well as interfaces that are
available for the dataset. The search request is
constructed from a number of constraints that
are inclusive. E.g. a spatio temporal search
for specific parameters can be combined
10

with free/full text search providing a tabular
list (Figure 1) of products fulfilling the requirements. The list contains visual representations
of the data as thumbnails and links directly to
the data. In the tabular results the user can
select the metadata elements to be shown
in the tabular presentation, show detailed
metadata or visualise a product, subscribe
to changes in a dataset through GeoRSS and
add products to a basket. The basket provides
the transition from an open to a closed data
space and through this higher order services
that are more CPU or bandwidth intensive
are offered. In order to access these services,
user registration is required. In the closed data
space, the intention is that share structural
features can be transformed and combined
into a form simplifying the analysis of the data.
Individual products can be visualised one by
one through the tabular search results or in
combination with other products through the
basket. As virtual datasets are created on the
THREDDS servers, the temporal evolution of
the geophysical features these datasets provide are presented using a timeslider in
the map presentation allowing users to
qualitatively compare spatial and temporal
features of products or to combine complementary products (e.g. sea ice and sea surface
temperature) on the same map projection.
As mentioned above, one of the primary priorities of NORMAP is to simplify utilisation of

satellite remote sensing products for nonexpert users. The problem is that frequently
products differ in spatial and temporal resolution, map projection or other features. Figure
3 shows two sea ice concentration products
located in two different data repositories
contributing to NORMAP. As can be readily
seen from the illustration, these products differ
in area covered, map projection and orientation,
and spatial resolution. This complicates utilisation of the data for scientists not experienced
or lacking the proper tools for data transformations. The first implementation of transformation services within NORMAP, allows users
through a dedicated user interface to specify a
transformation to be applied to both products.
The transformation is performed in batch mode
and the user receives an email with information including a link to an archive file when
the transformation is finished. The result of
this transformation is shown in Figure 4. It is
now apparent that the two different products
are available on the same grid with the same
spatial resolution and a one to one comparison
of products is possible and much easier for
a user. Another consequence is that through
the transformation, the amount of data that
are transferred to the user has been reduced,
effectively minimising bandwidth requirements
in user interaction. The user may now proceed
with analyses of the data in their preferred
environment. The present solution is still under
development, but has reached a level where it
meta #1 |2015

is expected to be useful for the user community
and where input from the user community is
useful for further development.
CHALLENGES AND BENEFITS WITH DISTRIBUTED DATA MANAGEMENT
In distributed data management the integrating
entity do not generally have access to the
file systems that are serving data. Instead
the integration of datasets to a unified virtual
data repository is depending standardised
interfaces to data. These interfaces are
established using interoperability protocols
and web services. Many of the protocols
usually used for such purposes are designed
to transfer files. This require a (housekeeping)
system for temporarily tracking and storing
files at the integrating entity. However there
are some protocols that allows remote access
to datasets without transferring files but rather
to connect to data streams. Within NORMAP,
OPeNDAP is used to access remote datasets
and this forms the basis for the transformation
services offered. For visualisation OGC Web
Map Service is used. For this to work seamless
for users, the contributing data centres have to
agree upon a number of features to be shared
among the services and interfaces offered by
each contributing data centre. This can be as

simple as agreeing on the map projections to
support for Web Map Services avoiding fallback to cylindrical projections which are pretty
useless at high latitudes.
NORMAP AND NORSTORE
NORMAP is a research infrastructure with
an open data policy and the targeted users
are primarily Norwegian scientists. A rough
estimate of the total data production within
NORMAP is about 25 terabytes per year.
Hence, the total storage capacity for maintaining a long term archive will be on the order
of one petabyte, when backup of all data is
taken into account. The bandwidth for downloading and dissemination of data is of concern although the distributed repositories and
data reduction services reduce the concern.
When NORMAP started, there was no national
archive with capacity of supporting the requirements of NORMAP. NorStore has since launched
the NorStore Research Data Archive (RDA).
This is a core national e-infrastructure with a
long term commitment that complements
and supports the NORMAP infrastructure well.
In this context NORMAP has started to explore
the possibility to have THREDDS added as
an application server for NorStore RDA. This

will help standardisation of file formats and
procedures when archiving and stewarding
data as well as promote interdisciplinary
usage of data. When the proper application
servers are available in relation to the archive,
NORMAP will integrate the NorStore archive
with the NORMAP system. This will allow for
NORMAP products to be closer integrated with
both NorStore and NOTUR services, promoting
interdisciplinary applications and not least
preparing NORMAP for the increasing data
amounts new satellite sensors are producing
through an integrated interdisciplinary high
performance computing and data storage
environment. Within the scientific environment supported by NOTUR and NorStore,
NORMAP can learn from experiences in other
disciplines (e.g. in work flow management)
in order to further develop NORMAP user
services. It is also beneficial for the scientific
community to have as much data as possible
located close to the computing resources as
the national and European e-infrastructure for
research continues to evolve. In this context, a
close linkage with NorStore is of vital importance for NORMAP to establish a sustainable
and cost effective national infrastructure
capable of addressing the future requirements
of the scientific community.

3

Figure 2:
Present outline of the NORMAP system with
contributing data centres.
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Figure 3:
Sea ice concentration products in original form. Left
panel is EUMETSAT Ocean and Sea Ice SAF and right
panel is NERSC TUD algorithm. Blue is 0% and red is
100% sea ice concentration.
Figure 4:
Sea ice concentration products remapped to the same
map projection and spatial resolution. As before, left
panel is EUMETSAT Ocean and Sea Ice SAF product
and right panel is NERSC TUD product.
meta #1 |2015
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The GPUs are made for processing
graphics for display and hence attack
a very different kind of problem than
what is more commonly solved in science.

Employing accelerators in
High Performance Computing

The introduction of accelerators like graphics card adapters and processors with a large
number of simpler processor cores have broadened the HPC landscape. Accelerators
can now provide a large performance boost to adapted applications. Common for these
devices are that most of the transistors in the processor chip are used for computation,
as opposed to general purpose processors.

T

he theoretical performance of these accelerators are outstanding, and while theoretical
numbers can be deceiving, the top500 test show
that for selected problems numbers quite close
to the theoretical are in fact possible. With this
in mind many users around the world are trying
to exploit these powerful devices. The top 500
performance provide a sensible tuning target.
ACCELERATORS INSTALLED IN ABEL
The system Abel at UiO have installed 32 Graphics
card type accelerators (NVIDIA K20X) and 8 Many
Integrated Cores (MIC) accelerators (Intel Knights
Corner). These ageing (2013) devices still present
a remarkable resource. Each of the Graphical
Processing Units (GPUs) represent a performance
of 1.31 Tflops/s for 64 bit (double) precision and
3.95 Tflops/s for 32 bit (single) precision floating
point numbers (FP), while the MICs show a performance of about 1 Tflops/s for double and about
2 Tflops/s for single precision FP.
GRAPHICAL PROCESSING UNITS (GPU),
NVIDIA KEPLER
The architecture of the GPUs are very different
from that of the common x86-64 processors.
The GPUs are made for processing graphics for
display and hence attack a very different kind of
problems than what is more commonly solved in
science. This is reflected in the architecture and
programming model. The GPU contain a large
meta #2 |2015

number of stream processors. These are scheduled by a chip scheduler. Hence the GPU cannot
be considered a kind of vector processor more
like a large pool of small processor cores. However,
the processor operate with so called warps with
32 threads which is like SIMD (single instruction
multiple data or vector) instructions. It is evident
that one need very powerful tools to convert C,
C++ or Fortran source code to instructions to
utilize this kind of processor chip.
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It’s built around a scalable array of multi threaded
Streaming Multiprocessors (SMXs). Each of these
15 Streaming Multiprocessors are in itself quite
complex containing a large range of small cores
and compute elements (load/store, double
precision and special functions unit). There are
three cores per double precision unit, hence the
1/3 double precision FP performance.
One can easily imaging that programming these
complex processors are impenetrable. The
instruction set at core level is fairly simple, but
contain all the arithmetic instructions you need
including fused multiply add, both 32 and 64 bit.
PROGRAMMING FOR GPUS
There are several paths to take when starting to
program for the GPUs. Some more complex than
other. In this article I’ll only focus on the easy access skipping Compute Unified Device Architecture
13

(CUDA) and Open Computing Language (OpenCL). As the
GPU is an accelerator it can only offload computation from
your application, your application still need to run on
the host processors.

Accelerated F77 code vs plain F77

All approaches become complex when you start digging
into performance tuning. Harvesting the full potential of
a GPU is hard regardless of programming model.
OPENACC
Open Accelerators (OpenACC) represent a simple approach.
It’s a programming standard for parallel computing developed
by Cray, CAPS, Nvidia and PGI. An open standard is designed
to simplify parallel programming of heterogeneous CPU/GPU
systems.

Figure 1: Performance of plain fortran77 code with OpenACC directives vs.
plain f77 code using double precision dgemm reference implementation.

The approach is very similar to OpenMP which is widespread
in the scientific community. The group behind OpenACC
aim for a similar model. As with OpenMP it’s really simple,
to accelerate a loop you just insert directives:

!$acc region
do i = 1,n
r(i) = a(i) ** 4.0
enddo
!$acc end region
The compiler directives instructs the compiler to generate
an executable so called kernel that will execute on the
GPU and perform the computation. As with OpenMP the
complex task of moving data to the GPU device memory,
synchronize, copy data back to main memory and manage
the memory, threads and GPU kernels are all hidden
behind the scenes.
Performance can be outstanding for problems that are
well suited and map well to the GPU architecture of which
Matrix Matrix multiplication is a prime example. Performance evaluation is shown in Figure 1. Far higher performance would be achieved by using the matrix matrix
multiplication library function from NVIDIA. However,
your own code might often be similar to the reference
code. It should be possible for a scientific user to achieve
a 5-7 times speedup using OpenACC. Just like OpenMP
you can come a long way in just an afternoon, but mastering it take somewhat longer.
An example of peak performance achieved when the stakes
are high for both the vendors and the customers (as they are
in the benchmarking). Figure 2 shows single node performance of two different nodes in Abel, one standard compute
node and an accelerated node (the accelerate node has
slightly slower processors 2.4 vs. 2.6 GHz). A speedup from
320 Gflops/s to over 1800 Gflops/s using the accelerators,
a more than fivefold performance gain. It shows that performance is not just a theoretical number but attainable
for well suited applications.
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MANY INTEGRATED CORES (MIC) , INTEL XEON PHI
Intel has for some time been working on a novel architecture
based on an approach with a large battery of relatively simple
cores. Their effort dates back to the Larrabee chip which was
first demonstrated in 2009. Coupled with a very efficient fast
memory it showed record performance. The lessons learned
gave rise to the present day MIC chip, the Intel Xeon Phi
processor. This is the current MIC chip from Intel, but during
2015 the next generation MIC processor will be released,
codenamed Knights Landing (KL). The current Xeon Phi processors installed in Abel are known as Knights Corner (KC).
The rationale behind this kind of processors is to use the
majority of the transistors for computation as opposed to
the Sandy Bridge’s architecture where only a smaller fraction
is used for vector and computation units.
The KC is made up of a rather large number (60) of simple
x86-64 cores. The cores of current Knights Corner are based
on a modified version of P54C design, used in the original
Pentium. The basis of the Intel MIC architecture is to leverage
x86 legacy by creating a x86-compatible multiprocessor
architecture that can utilize existing parallelization software
tools. The Intel Xeon Phi coprocessor supports the same
floating-point data types as the Intel Xeon processor.
Multi threading is a key element to hide latency and used
extensively in the MIC architecture. There are also additional
reasons for using several threads live threads. The vector unit
can only execute a vector instruction from one stream every
second clock cycle, which forces you to run at least two
threads per core.
The vector registers can hold and operate simultaneously
on 8 double or 16 single precision floating point numbers
and provide one result per clock cycle. Given a clock cycle
of 1.06 GHz the maximum theoretical performance of the
meta #1 |2015

HPL/top500 benchmark performance

Matrix matrix multiplication
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Figure 2: Using all resources in the two types of nodes. Accelerated
node using both GPUs and all CPUs versus one compute node using
all CPUs. The CPUs on the compute node are more powerful than
the CPUs in the accelerated node.

Figure 3: Using all resources in the two types of nodes. Both Sandy
Bridge host processors and both attached Xeon Phi accelerators
used to perform matrix matrix multiplication using double
precision numbers.

vector unit is 8 Gflops/s. With 60 such cores
it yield a aggregated combined floating point
performance of 508 Gflops/s. Using Fused
Multiply Add (FMA) twice this performance is
theoretically possible. Bringing the theoretical
performance to over 1 Tflops/s.

instructions, fused multiply add, prefetch and
parallelizing for all 240 threads. Remembering
that you need to scale to at least 120 threads
to be able to schedule a vector instruction
for each clock cycle. Figure 3 show that quite
outstanding performance can be obtained.

PROGRAMMING FOR THE MIC ARCHITECTURE
The programming for the MIC architecture is
very similar for the well known x86-64 architecture. It is essential the same architecture and
programming model. The vector unit is twice as
long, it’s now 512 bits wide, and the fused multiply
add (FMA) instruction is now implemented.

TECHNOLOGY OUTLOOK
Newer accelerators will more than double or
even triple the current numbers. The new Intel
MIC processor that is to be launched later in
2015 will most probably provide over 3 Tflops/s
for 64 bits precision. Similar with newer GPUs.
Compared to the commonly used processors
these numbers are more than 3 times higher.

There are three different paths to utilize the
Xeon Phi processor, I’ll focus on the so called
native mode where you use the Xeon Phi as
a normal compute node skipping offload and
symmetrical mode.
The native mode is using the Xeon Phi based
system as a stand alone compute server.
The executable is run just as if it were a normal
compute node. Logging on to this system you’ll
find 240 processors (4 threads per physical
core), 8 GiB of memory and usually NFS mounted
directories with your files. You can run threaded
OpenMP programs (all memory is cache coherent) with up to 240 threads, you can run MPI
programs with up to 240 ranks or you can run any
combination using hybrid programs. The compiler cannot be run natively so cross compilation
is necessary. Intel libraries like OpenMP, MPI
and MKL are provided. Performance tuning can
be a challenge as the compiler cannot solve all
the problems associated with the long vector
meta #2 |2015

GPUS
Present (spring 2015) GPUs show NVIDIA cards
with slightly faster processors, based on the
GK110 architecture. However, processors, cores
and memory have developed and corresponding performance have increased. The newest
offerings from NVIDIA the K40 and K80 show
theoretical performance of 1.4 and 2.9 Tflops/s
respectively. An improvement from the K20X
installed in Abel which yield 1.3 Tflops/s when
doing double precision FP calculation.
There is however, no change in the way these
devices are programmed. The CUDA and
OpenACC framework is still the base for
programming.
MIC
Intel is offering its new Knights Landing
(KL) processors in second half of 2015. This
is an updated version with a different core

www.theplatform.net/2015/04/09/
future-intel-chips-shine-in-180petaflops-argonne-supercomputer/

architecture. The cores are now based on
the Atom server core Silvermont, which is an
“out-of-order” architecture as opposed to the
older Pentium micro architecture found in the
present Knights Corner (KC). All the present
x86-64 instruction (with minor omissions) will
be available. Exact core count is still unclear,
but numbers from 60 to 72 circulate in the
press. Performance is expected to exceed
3 Tflops/s for double precision floating point
calculations. The KL processor will also be
offered as a stand alone solution, e.g. KL based
compute nodes.
Programming for the new Knights Landing will
be far simpler than today’s Knights Corner as all
the tool will run natively on the system. All legacy
C, C++ and Fortran code will compile and run
directly. The only requirement is scaling and vectorization. Threaded applications need to scale to
at least 120 cores, MPI application to at least 120
ranks if hybrid models are not employed.
If the thought of 60 cores and 120 threads
seems overwhelming remember that the
current Haswell processors from Intel comes
in flavour with up to 18 cores (E5-2699 v3),
36 cores (72 threads) for a dual socket system.
In addition the current Haswell processors also
require vectorization and fused multiple add.
Consequently nothing is really new, just much
more of the same. Due to less core performance with KL the stakes are higher.
Argonne National Laboratory in the US plan
to install a 180 Pflops/s system using Intel
MIC processors in a 2018.
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Efficient dry rot decomposition of a house.
Photo: Mycoteam AS.
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Exploiting non-model organism genomics to understand the domestication
of the destructive dry rot fungus: advances and challenges.

M

any organisms are found in human habitats,
however few of them make an impact as
large as the “dry rot fungus” (Serpula lacrymans).
This fungus is known to break down wood constructions it houses and unlike other house-eating
organisms in can be several meters in size. The
resulting rapid infiltration of buildings can lead to
their complete collapse, if left untreated. Besides
the obvious economical relevance, the transition
of the dry rot fungus from its’ natural habitat in the
forest into houses, also poses interesting evolutionary questions. Unlike its close relatives, the dry
rot fungus is found only in houses and not in the
wild. Using the genome sequences (the complete
DNA sequence of an organism) of the dry rot fungus and its close relatives, we want to contribute to
a more general understanding of how organisms
adapt to new environments.
BACKGROUND
The dry rot fungus has a patchy natural distribution
in Asia and has from there spread to houses in
Europe (Kauserud et al. 2007). From Europe it has
meta #1 |2015

spread further, probably with European migrants,
to the Americas, Australia and New Zealand. There
are tales featuring ships sailing to the Americas
that were rotten on arrival. The wood that seemed
uninfected was used to build houses, and so the
fungi established in houses in the New World.
The fungus breaks down the cellulose and hemicellulose of wood, and leaves a weak skeleton of
lignin behind. This is commonly called brown rot.
In 2011 the genome sequence of the dry rot was
published (Eastwood et al. 2011), and it became
clear that it constitutes an average fungal genome
with a size of (42 Mbp) encoding about 12,000
genes. Only few of the enzymes that are known
to decompose wood were found, and it seems
that Serpula rather uses an iron redox reaction to
destroy the wood structure and get to the more
easily digestible sugars inside. At that time, this
was surprising, as it was believed that enzymes
were the main mechanism of effective wood
decomposition. These last years however, it has
become clear that loss of decomposition enzymes

Above: The dry rot fungus
even eats the furniture.
Photo: Mycoteam AS.
Below: Researcher finding wild
dry rot fungus under a falling log.
Photo: Håvard Kauserud
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The availability of affordable
genome sequencing has transformed
the ability of small research groups
to conduct genetic analyses on
ecologically and evolutionarily
interesting organisms.

is a common characteristic of brown rot species compared
to other decomposing fungal species.
UNDERSTANDING BIOLOGY THROUGH COMPARATIVE
GENOMIC ANALYSES
For model study organisms such as yeasts, mice and fruit
flies many genetic tools have been developed that can
be used to directly examine the functions of genes and
how they might shape the species’ biology. However, for
non-model organisms such as the dry rot fungus the genetic
tools available are very limited. The availability of affordable
genome sequencing has transformed the ability of small
research groups to conduct genetic analyses on ecologically
and evolutionarily interesting organisms that do not benefit
from the focus of a large research community. We take
advantage of this and sequence the entire genome
sequence of our strains of interest. By comparing the
genomes of different species as well as genomes of the
same species across their natural range, we can uncover
the genomic features and evolutionary history of brown rot
and the dry rot fungus’ domestication in Europe and Japan.
We also sequence the genes that are expressed under different
conditions; for example while the fungus is decomposing
wood or while it is transporting nutrients across patchy
habitats, like it would in a house. By profiling the different
species and their sets of expressed genes (also referred to as
the transcriptome) we are able to address specific functional
questions. This allows us to identify the genes important in
a particular biological context, for example which genes are
involved in wood decomposition?
COMPUTATIONAL CHALLENGES
We use High Throughput Sequencing (HTS) in our genome
and transcriptome analyses. These DNA sequencing methods
may produce as many as 400 million short DNA reads (usually
in the range of 100 bases of DNA) in a typical sequencing run.
Given that the average fungal genome size of the dry rot fungi
18

is around 40 million bases, this already hints at the computational complexity of piecing these fragments back together
into a coherent sequence. The analyses are complicated
by the fact that the genomes are not made up of unique
100 bp DNA sequences, but are rather full of shorter and
longer stretches of repetitive DNA. For example microsatellites,
which are short repeats of 2 to 6 base pairs that expand and
contract as the genome is replicated. Another common type
of repeated sequence are transposable elements, mobile
DNA sequences that act much like a virus and can carry the
information to move themselves around to generate many
nearly identical copies. Transposable elements can be as
long as 10,000 base pairs, and can be present in hundreds of
copies across the genome.
To bridge these repetitive regions we can produce different
types of sequence information (see Figure). The short reads
that are produced by HTS are often produced in pairs including
information about the distances between the two reads. It is
possible to make several types of input libraries, ones where
the pairs are close to each other (e.g. Illumina paired end) to
provide deep coverage and high accuracy, and others where
they are longer apart (e.g. Illumina mate pairs) to produce
additional spatial information. This can help to resolve long
repetitive regions by anchoring them within a unique
genomic context. It is also possible to complement with
lower throughput but longer length information (e.g. SMRT
sequencing technology provided by Pacific Biosystems).
In order to assemble a genome it is advantageous to have
information from multiple sequencing libraries.
As the number of sequencing libraries grows, so do the
possible ways of combining them into a genome sequence.
Currently, there are at least 44 published assembly softwares (http://en.wikipedia.org/wiki/Sequence_assembly#Available_assemblers). To decide which assembler that is
best for your data can often only be determined by running
many different programs and comparing the results. The
bioinformatics approaches for analyzing the transcriptome
sequences demand yet another full repertoire of software
and tools.
COMPUTATIONAL RESOURCES AVAILABLE AT ABEL
Our research depends highly on the computational cluster
facility Abel at the University of Oslo. One run of a genome
assembler can take between a few hours, and up to a few
days on a 32-core machine, routinely consuming hundreds
of gigabytes of RAM. In addition to that, the available assembly programs differ widely in their implementation, some
use MPI for parallelization, others are optimized for multi-core
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machines and for some it is a hybrid approach. Access to the high performance computing infrastructure
on Abel has hence been instrumental to be able to do this work. Support and assistance in using the
resources by the helpful technical team at Abel has also been very important.
CONCLUSIONS
In summary we hope to sequence 50 genomes of dry rot fungus from different species and populations,
five of which are sequenced deeply by using multiple types of evidence. This means that, combined
with our gene expression data, at the end of this project we will have generated 120 libraries in total, 20
sequencing runs and over 1 TB of raw data, at least 6 assembled genomes, and hopefully a wealth
of knowledge surrounding the evolutionary histories of different dry rot fungi.
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Figure 1: Example of a typical segment of a genome with difficult to assemble areas. Genic regions (light green) tend to have a
high proportion of unique sequence while repetitive regions populated by transposable elements or microsatellites (hatched and
grey areas, respectively) may be largely composed of redundant sequence. This is indicated by the proportion of unique 100-mers,
the typical length of a sequencing read generated on the Illumina platform. Tracks below show the different types of sequencing
libraries that can be generated. Solid black lines indicate actually sequenced information, while the dashed lines represent known
distances between sequenced fragments.
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INTRODUCTION

In the case of highly complex problems in the field of marine, coastal
and ocean engineering involving the free surface, such as breaking
wave kinematics or flow around slender structures, a detailed
solution is required in order to capture the relevant flow physics.
Then the solution of the three-dimensional Navier-Stokes equations
is necessary to obtain a good representation of the fluid dynamics.
Here the approach is to solve for the basic underlying flow variables,
such as the velocities, the pressure and turbulence. Together with
the appropriate algorithms for the interface capturing, the free
surface and the resulting water wave dynamics can be calculated
based on the three-dimensional flow field. REEF3D is an open-source
CFD program developed at the Department of Civil and Transport
Engineering with special focus on solving problems in the field
of marine, coastal and ocean engineering.
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T

he accurate modeling of waves requires high order
discretization schemes and a sharp representation of
the free surface. REEF3D accomplishes this with the fifthorder WENO scheme for convection discretization and the
level set method for obtaining a sharp representation of the
free surface. The code is fully parallelized using the MPI library
and testing up to 1024 processors on NOTUR’s system Vilje
has provided very good scalability of the program. In this
paper several applications of REEF3D using computational
resources provided by NOTUR are illustrated.
OCEAN WAVE ENERGY: OWC
An Oscillating Water Column (OWC) device is a renewable
energy device that is used to capture ocean wave energy and
convert it to electrical energy. An OWC device consists of a
chamber that is partially submerged in water and has an air
column trapped above the water column. The water column
in the chamber is excited by the incoming waves and the
motion of the water column is transferred to the air column
which is forced through a vent at the roof of the chamber.
The pressurized air flows through the vent and drives a

turbine to generate electrical energy. A good understanding
of the hydrodynamics around an OWC device is essential
in order to efficiently harness wave energy and to develop
stable and economical OWC devices.
An innovative application of near-shore OWC devices is using
them in combination with breakwaters and obtain combined
coastal protection and energy. The basic hydrodynamics
of an OWC device can be studied using two-dimensional
simulations, quantifying the energy production. In order to
quantify the coastal protection aspects of the device, wave
interaction with the device including wave diffraction around
the device and wave transmission across the device has to
be studied and this requires three-dimensional wave basin
simulations. The free surface elevations around an OWC
device placed in REEF3D’s numerical wave basin is presented
in Fig. (1) showing the wave diffraction around the device
over one wave period. The wave diffraction around the device
around the device effects not only the wave transmission
across the device but also the wave forces experienced by
the device.

Figure 1:
Free surface
elevation around
the OWC

(a) OWC device in a 3D numerical wave tank
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(b) Diffraction around an OWC device in a 3D wave basin
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Figure 2:
Evolution of a
spilling breaker on a
sloping bottom with
velocity magnitude
contours

(a)

(b)

(c)

(d)

SIMULATION OF WAVE BREAKING
BREAKING WAVE KINEMATICS AND GEOMETRIC
PROPERTIES
Breaking waves exert high impact forces of very short duration
on the substructures of marine and offshore constructions
such as offshore wind turbines and offshore platforms, and
their analysis is extremely difficult. During the wave breaking
process, the energy of the wave system is focused close to
the crest of the wave and a spatial spread of wave energy
occurs. Breaking waves are classified as spilling, plunging,
surging and collapsing, depending on the geometric
characteristics of the breaking wave. The type of wave
breaking also affects the wave impact forces on a structure,
necessitating thorough investigation of the breaking process
using accurate simulations.

FOCUS

The MPI library is used
for parallelization, making
REEF3D the perfect tool
forhigh performance
CFD calculations.
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The evolution of a spilling breaker on a sloping bottom
simulated in REEF3D is presented in Fig. (2) with velocity
magnitude and vectors. The change in the free surface
features and the velocity distribution in the water mass
during the breaking process evolution depicting the mixing
of air and water and the return velocity from the slope can
be seen in the figure. The small water jet at the wave crest
associated with spilling breakers at the onset of wave breaking is also well represented in the simulation.
CALCULATING BREAKING WAVE FORCES
The hydrodynamics related to the wave impact force due to
breaking waves involve complex non-linear wave-structure
interactions. The shape of the water surface at the instant of
the wave impact plays a significant role in estimating the wave
impact force. It is important that the breaker location with
respect to the location of a structure is identified accurately.
Further investigations are carried out to study the effect of the
distance of the breaking location from the structure on the
wave impact forces.
Wave impact forces on a slender vertical cylinder due to
plunging breaking waves are calculated using REEF3D, with
the axis of the cylinder placed at the breaking point. The
evolution of the wave breaker due to the interaction with the
cylinder is presented in Fig. (3). The vertical breaking wave
crest is incident on the cylinder and the overturning of the
wave crest is seen as it passes the cylinder.
MULTIPHASE SLOSHING
The violent motion of liquids in a container is major issue in the
safety of transport vessels. In the case of marine vessels, the
sloshing of oil and gas bearing tanker ships involves external
forcing from waves and the dynamics of the multiple phases of
fluids in the container. In the presence of multiple immiscible
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fluids, the computation of sloshing loads should take into account the
interface between the different fluids and the interaction of the free
surface with the lightest fluid occupying the top layer in the scenario.
The accurate calculation of sloshing dynamics is important to determine
the local loads on the container walls and also for the overturning
moments exerted by the sloshing liquids which can capsize a vessel.
The sloshing of water and oil in a rectangular tank under the influence

of a sloshing frequency of 1 Hz along with the free surface is illustrated
in Fig. (4). Two level set functions are used in the sloshing tank to
obtain a sharp description of the interface between the liquids and
of the free surface. This concept can be extended to multiple phases
in REEF3D to simulate the sloshing motion of multiple immiscible
fluids under any external sloshing moment.

(a) t/T =3.100

(b) t/T =3.175

(c) t/T =3.250

(d) t/T =3.300

(a) t/T =0.05

(b) t/T =0.25

(c) t/T =0.75

(d) t/T =1.00
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Figure 3 (over):
Interaction of a
breaking wave with
a vertical cylinder
shown with velocity
contours

Figure 4:
Free surface
elevations for
multiple immiscible
fluids in the sloshing
tank over one period
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(a) t/T =0.05

(b) t/T =0.25

(c) t/T =0.75

(c) t/T =0.75

FLOATING BODIES
Complex floating body systems are often encountered in
coastal, ocean and arctic engineering problems. These
systems further interact with fixed or floating structures,
such as ships or oil platforms. In previous numerical studies
the approach has been with a moving mesh that follows
the moving solid or through body-fitted overset grids. These
methods require constant re-meshing or complex operations
to maintain the connection between the overset mesh and
the underlying grid, which can be numerically quite expensive
and unstable. REEF3D implements the 6DOF algorithm with
the use of a surface mesh and the level set function to

define the fluid-solid interface. The motion of the solid is
represented by convecting the level set function, providing
an efficient and stable solution to floating body problems.
An application-oriented test case is the roll motion of a
rectangular barge shown in Fig.(5). In this test case, the
rectangular barge is fixed so as to allow only roll motion
under the influence of the incident waves. The barge made
of material with density 1048 kg/m3 is exposed to waves of
height 0.06 m and period 1.2s in a water depth of 0.9 m.
The barge rotates about 10° on either side from its mean
position under the action of the incident waves.

Figure 5:
Roll motion of a
rectangular barge
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∂t
Where
4.

qb

is bed load,

τc

∂x

∂z

is critical shear stress, n is porosity,

zb

is local bed surface elevation.

EXPERIMENTAL SETUP AND NUMERICAL WAVE TANK

The experiments were carried out in a rectangular basin (12.5 m x 23.5 m) with guiding walls to generate transverse
waves at the Department of Hydrodynamics and Water Resources (ISVA), Technical University of Denmark [Sumer and
Fredsøe (2001)]. A vertical cylinder of diameter D = 1 m was put at the center in the basin filled with the fine sand (d50 =
0.2 mm and
density
= 2650 kg/m3). The waves with the wave length = 6.79 m and the wave height H = 0.120 m were
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Figure 6:
Local wave scour
around a large
vertical cylinder.

RESULTS

Figure 2 shows the simulated case for KC 1.1. Here the wave conditions are similar to the experimental data. Contours of
maximum scour and deposition after 8 hours simulation run are plotted. It results in the formation of scour hole at the
upstream side. There is no scour directly upstream of the cylinder, which indicates, that no horseshoe vortex is present.
As shown Sumer and Fredsøe (1997) the phase-resolved velocities induced by the waves near the cylinder can be quite
large (a factor of 2 of the maximum undisturbed wave velocity). This implies that the bed shear stress increases
0
0
immensely in presence of the streaming effect. It seems that the streaming effect is predominant at 45 or 135 from the
direction of wave attack, which results in larger scour depth as shown in Fig. 2.
In addition, it seems that the streaming effect at the downstream region (location, 1350 from the direction of wave attack)
is subsidiary. All the sand from scour region is deposited to the streaming subsidiary region, which leads to deposition at
the downstream as can be seen in Fig. 2. No deposition is observed close to the downstream (location, 1800 from
attacking side) of the pier. Therefore, the numerical observations for KC 1.1 show erosion at the upstream and deposition
around the cylinder. This happens due to the variable streaming effects. The sand is transported from high to low
streaming effects zone. There is no scour at the direct upstream or downstream of the cylinder. This means that the effect
of horseshoe and wake vortex shedding around the cylinder is negligible. The final scour contours after 8 hour run is
shown is fig. 2.

Figure 1. 3D view of numerical wave tank with Cnoidal waves crest, contour shows free surface elevation

The numerical wave tank is used to for the simulation of scenarios with three different KC numbers. Each case is run for 8
hours and scour around the cylinder is plotted. The results from KC number 1.1 are compared with the experimental data.
After a satisfactory results match, the validated model is used to simulate two more KC number. The test conditions for run
simulation are depicted in table 1.

3

(b) Erosion and deposition around the base of the cylinder

Figure 2. REEF3D Simulated scour contours for KC 1.1

The simulated results for KC 1.1 are compared with the experimental data done by Sumer and Fredsøe (2001). These
experiments were carried out at the Department of Hydrodynamics and Water Resources (ISVA), Technical University of
Denmark, Sumer and Fredsøe (2001). The maximum scour depth and its location are examined in order to check the
consistency of simulated results. It is observed that the simulated maximum scour depth at the end of the simulation is 5.2
cm. This is in relatively good agreement with the experimental observation, which shows a maximum scour depth of 4.7
cm. The location for the maximum scour depth is well predicted (see Fig. 2 and 3). There is no scouring at the upstream
side of the cylinder. This happens because no horseshoe vortices exist for lower KC number (KC<6.0) [Sumer and
Fredsøe (1992)]. The deposition pattern is also analogous to experimental contours and location of maximum deposition
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2nd NorStore Research Data
Management training seminar

O

n 26 May UNINETT Sigma2
arranged the second NorStore
Research Data Management training
seminar at NTNU in Trondheim. The aim
of the training seminar was to provide
researchers with information on the
available set of NorStore services for
managing research data.
The training seminar covered the challenges researchers face related to data
management and provided an overview
of the NorStore data services that are
available to researchers, how to access
the infrastructure and what services
are planned in the near future.
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Public access to data, including research
data, is a national strategic ambition in
Norway, and amongst the speakers were
also the Norwegian Research Council
presenting their policy on open access
to research data.
All presentations from the training
seminar were recorded and are available with the slides at www.sigma2.no
The first NorStore Research Data
Management training seminar was
arranged at the University of Oslo in
January 2015.

The ‘NorStore research data archive’ provides
long-term archiving, meta-data provisioning,
data sharing, content integrity and a framework for curation of legacy research data.
Search and retrieval of the published data
is available to anyone. Ingestion of data is
available to users who register and authenticate themselves using the national federated
credentials (Feide) or OpenID. Published
datasets are registered with a dedicated data
object identifier (DOI). This DataCite service is
currently provided by DTU in Denmark, but will
soon be offered nationally (Norway recently
became a member of DataCite). Currently,
two (similar) type of licenses are offered,
Norwegian License for Open Government
Data (NLOD) and Creative Commons version
4 (CC BY 4.0).
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International e-infrastructure collaboration
UNINETT Sigma2 participates in several international initiatives and collaborations
in the field of High Performance Computing, distributed computing and data infrastructure. The mission is to expand Norway’s national e-infrastructure service offering
through European cooperation, resulting in Norwegian research teams gaining benefits
from the international cooperation. Some examples are listed below.

PRACE

EUDAT

The Partnership for Advanced Computing in Europe (PRACE)
Research Infrastructure provides a persistent world-class high
performance computing service for scientists and researchers
from academia and industry in Europe.

Many research communities face a “rising tide of data”.
They are aware that they will need new approaches to data
management and that data preservation, access and sharing
should be supported in a much better way than done today.

The mission of PRACE is to enable high impact scientific discovery
and engineering research and development across all disciplines
to enhance European competitiveness for the benefit of society.
PRACE seeks to realize this mission by offering world class
computing and data management resources and services
through a peer review process.

The vision of EUDAT is to support a Collaborative Data Infrastructure which will allow researchers to share data within and
between communities and enable them to carry out their
research effectively. EUDAT aims to provide solutions that will
be affordable, trustworthy, robust, persistent and easy to use.

Supported by The Norwegian Research Council, UNINETT Sigma2
is the Norwegian partner in this collaboration. Third party for
UNINETT Sigma2 in PRACE is the University of Oslo and the
Norwegian University for Technology and Science.
The PRACE infrastructure is open to European researchers.
Scientists and researchers from around the world can apply
for access to PRACE resources.
Visit the PRACE website for further information www.prace-ri.eu

The first EUDAT project received FP7-funding under grant
agreement no. 283304. EUDAT started October 2011 and finished
February 2015. The project covers both access and deposit, from
informal data sharing to long-term archiving and and addressed
the identification, discoverability, and computability of both longtail an big data.
EUDAT2020 is a European project funded in the H2020 programme.
The project started March 2015 with a duration of three years.
The project has 33 partners and a total budget of nearly 20 million
Euro. Third Party for UNINETT Sigma2 in EUDAT2020 is The University of Oslo. One of the main ambitions of EUDAT2020 is
to bridge the gaps between research infrastructures and e-infrastructures through an active engagement strategy, using the
communities that are already in the consortium and integrating
others through new partnerships.
Visit the EUDAT website for further information www.eudat.eu
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NHPC - NORDIC HIGH PERFORMANCE COMPUTING

NEIC - NORDIC EINFRASTRUCTURE COLLABORATION

The national High Performance Computing research infrastructures of Norway (UNINETT Sigma2), Denmark (DEIC)
and Sweden (SNIC) placed a joint supercomputer “Gardar”
in Iceland. Gardar was inaugurated April 2012.

The Nordic e-Infrastructure Collaboration (NeIC) is an organisation that facilitates the development of e-Infrastructure solutions in areas of joint Nordic interest. The NeIC is a distributed
organisation consisting of technical experts from academic
high-performance computing centres across the Nordic countries.

The corresponding project NHPC is a pilot initiative between the
Nordic countries to understand the organizational and technical
challenges of joint procurement, administration and operation of
computational infrastructure for science.
Further information about the NHPC project at www.nhpc.hi.is

NeIC coordinates the Nordic Tier-1 centre in the WLCG collaboration.
NeiC also pursues projects in biomedical sciences, environmental
sciences and general-purpose e-infrastructure.
The NeIC was established as an organisational unit under
NordForsk on 1 January 2012.
The original collaboration was launched in 2003 in response
to a decision by the research funding agencies in the Nordic
countries to contribute to the distributed computing infrastructure
(WLCG) for analysing and storing the data generated by experiments at the Large Hadron Collider (LHC) at CERN. The first
concrete collaboration between the Nordic countries was formed
by the Nordic Data Grid Facility (2006-2011), a project hosted by
NORDUnet.
Read more about NeIC at www.neic.nordforsk.org

FOCUS

The primary motivation to participate in international
activities is that Norway in isolation does not have
sufficient critical mass and funding to develop and
maintain e-infrastructure services that at any time
cover all the needs of Norwegian researchers and that
is state-of-the-art concerning hardware, software,
standards and policies.
28
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Replacement of
e-infrastructure facilities
One of the important objectives for the new UNINETT Sigma2 company is to have
a strong focus on procurement of new HPC and storage equipment. All the current Notur
HPC facilities were procured during 2012 and are expected to reach the end of their
lifetime during 2017 and 2018. The NorStore scientific storage equipment will also
need replacements in the following years.

Sigma2 has therefore prioritized to start a pre-study for a procurement project of new HPC and storage equipment. This pre-study has
amongst other, the following objectives:
collect user requirements
propose suitable technologies
consider pros and cons of various installation structures
evaluate if external (of universities) housing facilities can be beneficial
propose future operation model(s) for e-infrastructure
During the autumn of 2015 the UNINETT Sigma2 board will make
decisions relating to an investment and development strategy, an
operation model and the strategy and plan for the procurement project.
This will hopefully pave the way for a procurement project that can
start in the late part of the autumn 2015, with a goal of having the first
upgrade towards a new e-infrastructure in production in early 2017.
The pre-study is organized with several technical working groups
consisting of experts in various technical fields and a reference group
looking after the researchers and universities interests.
A survey has been sent to all current Notur and NorStore projects, and
also to potential new user communities, asking them for their requirements to a future e-infrastructure and services. Meetings also have
been, and are being, conducted with research communities to inform
about the plans end elicit more information from the user communities.
Since the storage procurement is planned to start later than the HPCpart, the first vendor meeting will be for computational resources. The
first vendor meeting will be for computational resources. The main goal
of the vendor meetings is to establish what types of technologies can
be expected to be available for production early 2017.
The current Notur Norwegian academic HPC infrastructure consists of
four systems, located in Tromsø, Trondheim, Bergen and Oslo. In aggregate, the current infrastructure provides approximately 375M core hours
per year for national research computations within universities, colleges
and to publicly funded research at research institutes. Yearly growth
depends heavily on the support services provided, in particular advanced
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user support, but will most probably be in the range 10-25 % per year.
The usage is spread across approximately 190 scientific projects, where
the three largest projects consumed 30M, 25M and 14.5M core hours in
2014. The infrastructure services 200 applications, from sequential to
distributed memory parallel applications using 5000 cores.
Currently, Notur has 16 nodes with 2 NVIDIA K20x GPUs each and 4 nodes
with 2 Xeon Phi 5110P each in the Abel system in Oslo. Accelerator load is at
present negligible, however. Our next generation must provide some
accelerator nodes initially, and we will need flexibility in expanding with
more nodes, depending on software accelerator uptake. Our current view is
that Intel KNL nodes will be the most appropriate accelerator technology for
our application portfolio.
At present, we have 8 nodes with 1 TiB shared memory. Fewer but
larger nodes is more important, thus vendors must provide a road map
for possible memory sizes. The default parallel production CPU node
should have around 40 cores and 3 GiB/core main memory.
Storage for HPC local to the compute system will be addressed. A global
parallel file system is expected, both Lustre and BeeGFS are in use
today. Metadata operations are an issue with parallel file systems
and should be addressed. Today, systems have 100-300 TiB home file
systems (with backup) and 300-1500 TiB higher performing scratch/
work file systems (w/o backup) to serve compute jobs. We will prefer
solutions where the storage is directly connected to the interconnect
fabric, using native interconnect with RDMA or similar, and not to
employ a secondary interconnect like SAN.
Of the top ten applications, two are codes developed and maintained
within the two largest projects (stellar astrophysics (Bifrost) and chemistry (Dalton)), and two are commercial (ADF and Gaussian). The most
used application is the TU Vienna VASP. Other important high volume
applications are NorESM (derivative from UCAR CCSM), LAMMPS, CERN
ATLAS, NAMD and Harmonie.
Separate vendor meetings are also planned for storage resources.
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The deadline for
applying for applications
for period 2015.2 is

21 August !

The deadline for applying
for applications for period
2015.2 is 21 August.
Earliest project start is
1 October 2015.

The current allocations by UNINETT
Sigma2 of the High-Performance
and Storage facilities of the Notur
and NorStore projects expire
30 September 2015.

Projects who want to continue
using the facilities after this
date, must apply to this call.
Applicants that already applied
for access for the period 2015.2
in a previous call do not need
to apply.

For more information,
please visit www.sigma2.no

Call for
e-infrastructure
resources
ONLINE APPLICATIONS
An on-line application tool is used for the national e-infrastructure resources
in Notur and NorStore. UNINETT Sigma2 has recently developed a new application
service for researchers. Old applications submitted in previous periods will be
available directly from the new application tool. The application tool is available
on www.metacenter.no/mas/application/project
WHO CAN APPLY
Individuals and groups from the following Norwegian organizations can apply
for access to the resources in the national e-infrastructure:
Norwegian universities and university colleges
Meteorological Institute
Research centers
Entities or projects financed by the Ministry of Education and Research
or the Research Council of Norway
Industrial parties who contribute to the funding of the e-infrastructure
The applicant must hold a permanent position at his/her organization. Master
students, PhD students, postdoctoral students, and guest researchers cannot
apply directly, but must do this via a colleague (e.g., supervisor) that holds
a permanent position at the organization.
The resources in the national e-infrastructure are available for research and
education, but written agreements may be established with UNINETT Sigma2
for other usage of the resources.
APPLICATION EVALUATION
The applicant must hold a permanent position at his/her organization. Master
students, PhD students, postdoctoral students, and guest researchers cannot
apply directly, but must do this via a colleague (e.g., supervisor) that holds a
permanent position at the organization.
The resources in the national e-infrastructure are available for research and
education, but written agreements may be established with UNINETT Sigma2
for other usage of the resources.
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Quality and completeness of the application
Quality and state-of-the-art of the solution methods and software
Scientific value and impact, e.g., internationally competitive research
Expected measurable output in number of publications and students
(master and PhD).
meta #1 |2015

ADVANCED USER SUPPORT
It is also possible to apply for advanced user support. For this call the administration will accept applications for well-defined and time limited project-based
advanced user support proposals for Notur and NorStore.

Graphical user
interface for
project leaders
Photo: Thinkstock

Demonstrated need for access to leading-edge compute or storage facilities
New user groups and disciplines are given higher priority
The request for resources (type and amount) must be reasonable. E.g., projects
that repeatedly overestimate their needs (i.e., use considerably less resources
than they applied for) in successive allocation periods will be reduced in size.

Project-based AUS can be the sole initiative of a researcher or a science area.
It will be granted through RFK with 2-3 PMs spent over a maximum of 6 months.
The expected results should preferably have value and benefits beyond the
project itself. The exception is for new science areas that need help to start using
e-infrastructure. In general, project-based AUS are carried out by staff within the
Metacentre.

REORGANIZATION OF ADVANCED USER SUPPORT
There is an ongoing discussion about the advanced user support arrangement with the intention to revise the framework and conditions to ensure
effective and efficient use of the resource and funding. The feedback given
at the Metacenter-seminar in October last year was important information
in this context.

Project leaders in Notur and NorStore may
now administrate their national e-infrastructure projects from UNINETT Sigma2s project
leader - GUI: www.metacenter.no

The intention is to encourage a better utilization of the advanced user
support resources by connecting them to user communities instead of
single projects, when possible.

A

Discipline specific advanced user support can be initiated, in cooperation
between UNINETT Sigma2 and the universities, with a science discipline
focusing on the need for more long-term support.
Science communities interested in discipline specific AUS are encouraged
to contact UNINETT Sigma2 for more information. For more information,
please visit www.sigma2.no

Replacing the Research Council of Norway as the formal owner of the resource
allocation process of national e-infrastructure resources, the board of UNINETT
Sigma2 AS appointed a new Resource Allocation Committee in February 2015.
MEMBERS OF THE CURRENT RESOURCE ALLOCATION COMMITTEE:
Professor Knut Børve – Department of Chemistry, UiB (chair)
Senior Researcher Øystein Godøy– Norwegian Meteorological Institute
Senior Engineer Anders Nøklestad – Department of Linguistics
and Scandinavian Studies, UiO
Professor Noel Keenlyside– Geophysical Institute, UiB
Senior Engineer Dag Endresen – Natural History Museum
Senior Researcher Ole Anders Nøst– Akvaplan-Niva
Senior Engineer Alexander Nederbragt– CEES, UiO
Professor Ingve Simonsen– Department of Physics, NTNU
Duration: 01.01.2015 - 31.12.2018
UNINETT SIGMA2 CARRIES OUT THE ADMINISTRATION
FOR THE RESOURCE ALLOCATION COMMITTEE. SECRETERIAT:
Notur project leader Jørn Amundsen – UNINETT Sigma2
NorStore Project leader Andreas O. Jaunsen – UNINETT Sigma2
Senior Advisor Vigdis Guldseth – UNINETT Sigma2

s a Notur or Norstore project leader you are
the responsible for administrating your Notur
and/or Norstore-projects. This involves:
being the overall responsible for the project
applying for (extra) resources
signing user applications
extend user access
add users and administrate user lists.
The project leader graphical user interface allows you
to administrate all these tasks. Project leaders may
also download the grant letter for their project(s).
USAGE STATISTICS FOR NOTUR PROJECTS
In addition to the available services in the project
leader graphical interface, UNINETT Sigma2 has also
recently developed and made available detailed usage
statistics for Notur projects.

Project leaders and their assistants may view detailed
breakdowns of the resource usage within their
respective Notur-projects. In order to view the usage
statistics, follow the detailed statistics-link from the
project home page at www.metacenter.no. From this
entry page, you may filter on computational resource,
allocation period or user.
NorStore usage statistics will soon become available
through the project leader graphical interface.
In order to log on to the project leader-GUI it is
necessary with a FeideID or OpdenIdP. For any
questions about using the project leader-GUI,
please contact sigma@uninett.no
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Upcoming events
JUNE

30
JULY

12

OCT

20

EMIT 2015
Emerging Technology Conference
30 June – 1 July, Manchester, UK
emit.manchester.ac.uk

ISC HIGH PERFORMANCE
High Performance Computing,
Networking and Storage
12 – 16 July, Frankfurt, Germany
www.isc-hpc.com

ICT 2015
Innovate, Connect, Transform
20–22 October 2015, Lisbon, Portugal

JULY

12

OCT

5

NOV

15

CSE 2015
18th IEEE International Conference on
Computational Science and Engineering
21 – 23 October, Porto, Portugal

LINUXCON EUROPE
5–7 October 2015, Dublin, Ireland
events.linuxfoundation.org/events/
linuxcon-europe

SC15
High Performance Computing,
Networking, Storage and Analysis
15 – 20 November, Austin, Texas
sc15.supercomputing.org

