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EDITORIAL

The additional funding that was decided by the Research Council of Norway for 
the Notur II project late 2011 enables the replacement in 2012 of the present High 
Performance Computing facilities that have reached the end of their life time. The 
facilities were put in operation in 2006-2008 and are used by more than 120 research 
projects that carry out computationally demanding simulations in a wide variety 
of scientific domains, including weather and climate research, computational 
chemistry, material science, bioinformatics, medicine, physics, fluid dynamics, 
petroleum and linguistics. Computer simulation is a core component of the activity 
in these research projects. The replacement of the facilities represents a significant 
increase in computational power and this will give a boost to the research activity in 
these areas in the coming years.

The previous issue of META included examples of research projects that will be 
carried out on the new supercomputer 'vilje', a new SGI Altix ICE X, that will be 
installed at NTNU in April.  This issue of META includes examples of projects 
in climate modeling, ocean modeling and computational physics that will be 
carried out on the Cray supercomputer 'hexagon' at the University of Bergen 
that was upgraded mid March. The upgrade to a Cray XE6m-200 increases the 
computational peak performance of the system (205 Teraflops/s) roughly by a 
factor of four compared to the original XT4 system (51 Teraflops/s) that was put in 
operation four years ago.

Simply stated, the four-fold increase in the capacity of hexagon is achieved by a 
quadrupling of the number of processor cores in the system (from 5552 to 22272). 
Increasing compute power by putting more processor cores together in a single 
system is a trend that will continue in the coming years. The largest supercomputers 
in Europe, that are made available through the Partnership for Advanced Computing 
in Europe (PRACE), are in the 1-3 Petaflop range and include 100,000 processor 
cores or more. And the trend suggests that the next generation compute systems 
that will be bought for Norwegian research (after 2014) will also include a number 
of processor cores that are in that range. To be able to use the upgraded Cray 
XE6 for substantially larger simulations than on the XT4, the application software 
must be able to use (substantially) more processor cores simultaneously in an 
efficient manner. This is not always straightforward. The increase in processor 
core count in HPC systems poses serious challenges to the development of new 
application software, as well as to the maintenance of existing (legacy) software. 
These scalability challenges need to be given considerable attention in the national 
infrastructure for high-performance computing in the coming years.

Jacko Koster 
Managing Director 
UNINETT Sigma AS
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Sufficient HPC resources  
will make it possible to perform  

micro-climate simulations 
with some sort of turbulence-resolving 

models. Such simulations would resolve 

many of the most challenging 
problems.

We use the ECOSMO to  

investigate long-term ecosystem 
dynamics and to identify under-

lying processes responsible for 

regime shifts and long- 
term changes.

Since its invention in 1960  

the laser has proven 
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in science, technology  

and in our daily life.
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HExAgoN

A u t H o r 
Eirik Thorsnes

Group Leader at Parallab,  
Uni Computing

Hexagon, a Cray XT4 machine, was installed at the University of Bergen in 
January 2008. The system has been very popular in the national HPC user 
community – for its high performance, ease-of-use, and reliability. The time 
has now come for what could be called a “brain upgrade”: the Cray XT4 
system  has been upgraded in-place to a Cray XE6m-200 in March 2012.

The goal when Hexagon was procured in 
2008 was to introduce to the national HPC 
landscape a system that would enable 
users to scale their applications to much 
higher number of CPU cores than before, 
and thus enable science that previously 
was not possible. Nathalie Reuter, a 
bio-informatics researcher at UiB, 
commented shortly after the installation 
of the Cray that she now could use time-
scales in her simulations that enabled 
her to see results that previously would 
be out-of-reach. The focus on scalability 
and a balanced design in the Cray XT4 was 
particularly beneficial for big MPI based 
applications that required a lot of network 
and memory bandwidth. The research 
groups traditionally using HPC facilities at 
the University of Bergen to a large extent –  
the climate, ocean and other geophysical 
sciences – have applications that fit into 
this category.

The challenge ever since we hit the 
“power wall”, the point when CPU chips 
could not have ever increasing operating 
frequency due to excessive power and 
heat, has been one of parallelism in both 
hardware and software. The advent of 
multi-core CPU chips helped this in one 
respect though with the cost of decreased 
memory bandwidth per computing core. 

The CPU in the Cray XT4, the quad-core 
AMD Opteron “Barcelona”, has the benefit 
of an integrated memory controller 
giving it an advantage over its peers at 
the time it was introduced. Processors 
and systems that have been released 
since then have had a negative trend in 
terms of bandwidth-per-core. This has 
led to the fact that some applications that 
rely on a high degree of communication 
(to memory and/or the interconnect)  
leave the CPU more idle. Recent HPC 
systems and CPUs have fortunately 
helped to close this gap somewhat. The 
introduction of AMD's “Interlagos” and 
Intel's “Sandy Bridge” CPUs see multiple 
memory controllers per chip. The CPU 
in the upgraded Hexagon (see info box) 
increases the memory bandwidth relative 
to the compute performance from the 
“Barcelona” chip's 288.0 MB/s per Gflops 
to the “Interlagos” chip's 347.8 MB/s per 
Gflops (in comparison the CPU from Intel 
in the recently introduced SGI system at 
NTNU, Vilje, has 308.4 MB/s per Gflops). 

In a simplified manner one can say that the 
quest for low latency and high bandwidth 
cost both money and increased electricity 
usage. This is due to the increased 
amount of memory and network chips 
and the necessary high communication ©
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The procedure of just replacing the blades led to a very 
short downtime, from when the old machine was turned 
off, till the release of an upgraded system to the users.
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frequencies, both of which can increase 
the cost and power consumption of the 
solution. In the procurement and upgrade 
of HPC systems, there will always be a 
need to balance price performance and 
performance-per-watt, while still trying 
to push the real application performance 
as high as possible.

goal of the upgrade
The high operational cost of super-
computers makes it just a matter of time 
before it will be cost efficient to upgrade or 
replace the system to one that can use less 
electricity per compute power. At the same 
time we know that changing HPC systems 
can lead to a load on the researchers (as 
well as system administrators) to get up-
to-speed with the new machine and be 
fully productive again. Experience has 
shown that it will take some time (usually 
several months) after a new big system 
is introduced before the applications 
are ported to the machine and it is used 
fully and efficiently. The upgrade of the 
Hexagon system in Bergen represents 

what we consider to be a good solution for 
both of these issues. By being an upgrade 
instead of a full replacement, it leads 
to a cost effective option. Furthermore, 
since the upgraded system uses the same 
software stack (with just newer versions) 
the user experience is near identical and 
the applications will normally just require 
a simple recompile to be run immediately 
after the upgrade –  leading to a very short 
time to reach full production of the system.

upgrade procedure
The Cray XE6m-200 is a special product 
from Cray that re-uses the infrastructure 
(racks, power supplies, cabling and 
chassis backplane) from the Cray XT4.  
All the XT4 compute blades are 
replaced with XE6 versions, likewise 
the service nodes (I/O and login nodes) 
are replaced with the newly designed 
“XIO” blades. Since the network chips in 
the interconnect lie inside the compute 
(and XIO) blades, the replacement of 
the blades therefore upgrades the 
interconnect as well. Naturally, the 

specifications of the upgraded Hexagon

Model: Cray XE6m-200
Peak performance: 204.9 Tflops
CPU-cores: 22272
CPU: AMD Opteron 6276 (“Interlagos”, 2.3 GHz)
CPU sockets: 1392
Nodes: 696
CPU-cores per node: 32
Memory per node: 32 GB

Interconnect: Cray Gemini
Interconnect topology: 2.5D Torus
XIO-blade CPUs: 144 cores AMD Opteron “Istanbul”
Disk system: NetApp E5400 + DDN S2A9550
Disk space: 280 TB + 260 TB
Global file system: Lustre
Operating system: Cray Linux Environment, CLE 4.0  

(Based on Novell Linux SLES11sp1)



By upgrading rather than replacing it was possible to 
reuse the infrastructure (such as racks, power supplies, 
cabling and chassis backpanel). Note for instance the 
original cray Xt4 label of the cabinet doors, showing the 
reuse of the cabinet infrastructure.
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older rack infrastructure of the XT4 is 
designed for lower kilowatts per rack, 
this leads to the need for a half-density 
solution of the XE6m-200 compared to 
the XE6 model. Thus, in the XE6m-200 
half of the slots available for blades will 
have filler modules and the cabling of the 
racks restructured somewhat to fit the 
new configuration. To clarify, note that 
Cray also has a XE6m model that has 
lower performing interconnect than the 
special XE6m-200 as well as a limitation 
on number of cores.

The disk system of the XT4 (DDN 
S2A9550) is re-used in the upgrade and 
comes in addition to the new NetApp 
E5400 disk system that is installed. After 
a time with both file systems mounted the 
old disk system will be taken offline and 
reformatted to a newer Lustre version. 
Both the new and the old file system will 
continue to use the high-performance 
Lustre parallel file system. 

The procedure of just replacing the 
blades leads to a very short time 

between the shutdown of the old 
machine and the release of the upgraded 
system to the users. A process that took 
approximately one week. The user can 
then login to the system, re-compile the 
applications (needed due to the use of 
static binaries) and submit them to the 
same queue system as was used before 
the upgrade.

Characteristics of the new system
The most significant changes in the upgrade 
come from the Cray Gemini network chips 
and the AMD Opteron “Interlagos” CPUs. 
The Gemini chip has several new features 
compared to the previous generation Cray 
SeaStar2 chips. Both the SeaStar2 and 
the Gemini connect directly to the CPUs 
through the Hypertransport protocol – 
avoiding the potential bottleneck of PCIe 
bandwidth and latency. The new Gemini 
chip is capable of a much larger throughput 
of MPI messages, which is in the range of 
tens of millions of messages per second. 
Such a large capability for the number of 
messages processed –  in addition to more 
than 20 GB/s of injection bandwidth per 



NetApp disk system
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node and a sub-microsecond latency – will 
be a great benefit for the large core-counts 
of today's compute nodes that will have 
many MPI processes doing communication 
at the same time. The higher-level 
stateless protocols of the Gemini together 
with link-level re-transmit and CRC checks 
give the network a highly scalable and 
resilient design. 

The scalability of the system is also 
to a large extent possible through the 
specialized Linux kernel and minimal 
Linux environment on the nodes. This gives 
a very minimal impact of the kernel and 
OS on the running application – increasing 
the available memory to the application 

as well as reducing so-called OS jitter 
to a minimum. OS jitter is the term for 
interruptions of the application caused by 
the OS. These interruptions will have an 
increasingly negative effect with higher 
core-counts of parallel applications. In the 
new release of the CLE software (see info 
box) this effect can be further minimized 
by reserving one or more cores per node 
for OS tasks – something that actually 
may lead to a higher performance by using 
fewer CPU cores for the calculations.

The recently released AMD Opteron 
“Interlagos” 6200-series processors 
give high flexibility on how to use the 
available CPU power. A new concept in 
this CPU is the introduction of “compute 
units” or so-called “Bulldozer modules”. 
Each compute unit has two integer cores 
and share the floating point unit and the 
L2-cache which place them somewhere 
between two “full” cores and a single 
core (and more or less close to two cores 
depending on who you ask). Each compute 
unit can operate as either two cores with 
4 floating point results per clock, or one 
core with 8 floating point results per clock 
(or somewhere in-between depending on 
the integer versus floating point need). 
Each processor has 16 cores (8 compute 
units) and each node has 2 processors – 
giving a total of 32 SMP capable cores per 
node. The “Interlagos” CPU has the new 
AVX instructions as well as FMA (Fused 
Multiply Add), and can issue a 256-bit AVX 
or FMA instruction per compute unit (or 
alternatively 2 times128 bit).

About Parallab
The Parallab group has operated and carried out research and development on 
supercomputers and e-infrastructures since the mid 80's. Originally a part of 
the Department of Informatics at the University of Bergen, it is now part of UiB's 
research company, Uni Research AS, as a group in the Uni Computing department.
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introduction
Bjerknes and Bayes did not disagree across 
one and a half century, but rather held com-
plementary pieces of the forecasting puzzle . 
Bjerknes knew that sufficient observations  
and a forward model were necessary and 
proposed a deterministic initial -value 
problem  that has later shaped the weather  
forecast community around the “perfect 
model” assumption. The concepts for hand-
ling uncertainties, formulated 150 years 
before  by Bayes, had to wait for another  
century  before they became common 
practice  in ocean and weather forecasting. 

The glue, sticking observations and models  
together, is called “data assimilation”. It 
aims at providing the optimal forecast based 
on a regular flow of observations (from 
remote  sensing, fixed or drifting measure-
ment platforms) and a forward numerical 
model. Optimal is meant here as minimizing 
the forecast errors. 

If both the numerical model and the 
observations  operator were linear, then the 
Kalman  Filter would have provided an opti-
mal solution, although in principle only, as in 

Advanced  
dAtA AssiMilAtioN 
in oCEANogrAPHy 

Vilhelm bjerknes and thomas bayes (hypothetically ) meet1 
and talk about weather forecasts: 

Bjerknes: Rational weather forecasting requires only two pieces of in-
formation 1) a sufficiently accurate knowledge of the present 
atmos pheric state and 2) a sufficiently accurate knowledge of 
the equations that govern the development of the atmosphere 
from one day to another [1].

Bayes: What if the forecast turns out to be insufficiently accurate?

Bjerknes: Then the observation may have been  corrupted, or the equations 
erroneous. 

Bayes: And if both are uncertain to some degree? Could you still find 
some valuable inform ation in the forecast? 

Bjerknes:  Probably. Could you calculate the probability of the forecast 
being  right, then? 

Bayes:  Well, in principle you can - under some simpli fying conditions - 
but you may need a considerable number of assistants for the 
calculations …

Kalman:  Did someone call me here?  
I don’t think I am part of this discussion … or, should I?

1 Vilhelm K. Bjerknes (1862-1951) and Thomas Bayes (c. 1701 – 1761) did not have this discussion for obvious reasons.
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at a given time. This hybrid  type of coordi-
nates has been used in the HYCOM model 
for a little  more than 10 years [5]. An exam-
ple of model output in the Norwegian  Sea 
is given  in Figure 2, showing how an ocean 
eddy shapes the distribution of nutrients 
along its deep isopycnals and at the surface 
within the mixed layer. 

the art of coupling 
The most rudimentary climate models are 
coupled atmosphere-ocean models, but they 
include more than that nowadays. In Polar 
Regions, the ocean and the sea ice interact 
tightly by exchanging momentum, heat and 
salt, so that ocean models are traditionally 
coupled to a dynamical and thermo dynamic 
sea ice model. The same sea ice models are 
used both for short-term forecasting and cli-
mate projections. The mechani cal proper-
ties of sea ice are however very simpli-
fied in these models, assuming an (elastic-) 
viscous- plastic rheolo gy that has good com-
putational properties, but are poor at repre-
senting the statistics of ice deformations. In 
addition, they ignore the Marginal Ice Zone 
(MIZ), a band as wide as a few hundreds of 
kilometres in which the ocean waves and the 
sea ice interact: the irregularities of sea ice 
attenuating the waves coming from the open 
ocean and the waves bending and breaking 
the sea ice into smaller floes [6]. 

The ocean physical properties are also a ma-
jor driving force for marine ecosystems, as 
the currents transport nutrients and small 
organisms both horizontally and vertical ly. A 
marine ecosystem model would be incred-
ibly complicated if the whole food web were 
repre sented. It is therefore common practice  
to restrict coupled 3D marine ecosystem 
models to the first trophic levels, phytoplank-
ton and zooplankton, that control the ocean 
prim ary production. Reversely, the marine 
ecosystem can have a feedback on the ocean 
physics by controlling the optical properties 
of the water in the euphotic zone. The algal 
blooms of the ocean are also inducing vari-
ations of the ocean carbon and are a vital part 
of the “biological carbon pump”. 

A u t H o r s
Laurent Bertino 

Research Director
Nansen Environmental and  

Remote Sensing Center 
BCCS, Bergen, Norway 

Annette Samuelsen 
Scientist 

Nansen Environmental and  
Remote Sensing Center 
BCCS, Bergen, Norway 

François Counillon 
Scientist

Nansen Environmental and  
Remote Sensing Center 
BCCS, Bergen, Norway 

Ehouarn Simon 
Scientist 

Nansen Environmental and  
Remote Sensing Center 
BCCS, Bergen, Norway 

Pavel Sakov
Scientist 

Nansen Environmental and  
Remote Sensing Center 
BCCS, Bergen, Norway 

Now at the Bureau Of Meteorology, 
Melbourne, Australia

practice, the covariance matrices are awfully  
large in high-dimensional geophysical sys-
tems. Rudolf Kalman originally  proposed his 
filter in 1960 for automatic control of rock-
ets and aircrafts, which constituted linear 
and low-dimensional systems. It is only in 
the early  90’s that the Kalman Filter stirred 
interest in the data assimilation community, 
in its extended and ensemble versions. Since 
the last decade, the Ensemble Kalman Filter  
(EnKF, [2]) has become more widespread 
and is now used for operation al forecasts 
of the Arctic Ocean, for weather forecast by 
Canadian  and U.S. national  forecast centers  
and under testing for the weather model 
HIRLAM at met.no. 

ocean models 
Previous issues of META have already dis-
cussed the issues related to ocean model-
ling for climate [3] and operational ocean 
forecasting [4]. Ocean models used in the 
two applications have originated from the 
same communities, but have then developed 
several specificities, an important one being 
the choice of the vertical coordinate system.
 
The deep oceans are self-organized in layers 
of similar density, so that choosing the water  
density as vertical coordinate is a natural  
way to avoid artificial diffusion across iso
pycnals and preserve the water  mass prop-
erties over long simulation times. But the 
isopycnal coordinates also have their limita-
tions, one of them being the poor represen-
tation of the unstratified mixed layer  at the 
surface, which is better simulated in Carte-
sian coordinates (note the large variability of 
the mixed layer in Figure 1). In coastal mod-
els the terrain-following coordinates are of-
ten chosen because they offer the highest 
vertical resolution in shallow waters, and 
also because they represent the topograph-
ic effects on the currents well. These three 
vertical coordinate systems define the main 
categories of ocean models used in the cli-
mate and operational communities. In order 
to take the best out of these, ocean mod-
els should be able to switch to the coordi-
nate that is best suited to a given location 



Figure 1. Mixed layer depths 
in the North Atlantic and 
Arctic Oceans from the TO-
PAZ4 Pilot reanalysis. The 
plot is generated online us-
ing the THREDDS server. 
Unit: meters. 

Figure 2. A section of nitrate concentrations across an 
ocean eddy (as seen by deepening of isopycnals), simu-
lated by the coupled HYCOM-NORWECOM model at 
NERSC. Lines indicate the model coordinates surfaces: 
isopycnal in the interior of the ocean and reverting to z-
levels in the mixed layer. 
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observations for initialization  
So the models may represent many physical 
processes in the ocean realistically, and ap-
proximate others by simplifying parameteri-
zations, but they will not provide a forecast 
without being initialized by observations, as 
stated by Bjerknes. 

Most of the elements of the above coupled 
system are observed to a certain degree: 
in the heroic days of Nansen and Helland-
Hansen, research expeditions were provid-
ing insights of a vastly unexplored ocean, 
deducing the dynamical features of the cur-
rents in the Nordic Seas from temperature 
and salinity profiles. Research cruises re-
mained the primary source of measure-
ments until the late 70’s when satellites 
started providing a regular flow of obser-
vations of sea surface temperatures and 
sea ice coverage. Satellite altimeters were 
launched later, capable of detecting anoma-
lies of the sea level with a precision as high 
as 1 cm, showing the circular signatures of 
mesoscale eddies in the global oceans. Op-
tical sensors on satellites also observe the 
colour of the ocean surface, an indication 
of the phytoplankton chrolophyll content. 
Still, none of these satellites can sense the 
depths of the oceans nor see through the 
sea ice and deep profiles remain necessary. 

So in the last decade, the international Argo 
programme has deployed autonomous pro-
filers - there are more than 3.000 of them 
drifting in the global oceans - that sample 
temperature and salinity (and occasion-
ally biological indicators like oxygen) down 
to 2000 m depths every ten days and trans-
mit the data to communication satellites in 
near real-time. Since the International Po-
lar Year (2007-2009), Ice-Tethered Profilers, 
although less numerous, have even been 
able to take similar profiles below the Arc-
tic sea ice. 

These satellites, autonomous measure-
ment stations and research cruises provide 
about a million of observations of the global 
oceans every day. But even then, the typical 
scales of motion in the oceans are so small 
that large areas remain too poorly observed. 
For example when the AF447 Rio-Paris 
flight crashed in the tropical Atlantic, there 
was no observation of surface currents that 
could help back-tracking the debris to the 
position of the crash (see www.bea.aero). 

So here is a first crack in Bjerknes’ vision: 
the observations do not provide a complete 
picture of the initial state without some in-
terpolation between observations and ex-
trapolation to unobserved areas. A second 

one is that some important variables are 
only observed indirectly: the satellite al-
timeters only observe the geostrophic com-
ponent of the ocean currents and the radi-
ances need to be converted to temperature 
profiles in the atmosphere. This is when 
things get complicated: the interpolation/
extrapolation of observations need to re-
spect the physical properties of the field (the 
length scales, effects of the coastline and 
water bottom) and the multivariate prop-
erties between observed and unobserved 
variables, which often depend on the condi-
tions at time and location of the measure-
ments (like the stratification and direction of 
the flow). Where can we find the necessary 
information about the physics and the flow 
properties? In the numerical model …

the Ensemble Kalman Filter 
The previous paragraphs have shown that 
one needs observations to initiate a model  
forecast, and a model to complete the 
observations . In this type of chicken-and-
egg problems, recursive algorithms are 
often  helpful. 

A famous such algorithm is the Kalman Fil-
ter, which provides an opti mal solution for 
linear models and linear  observations: it 
works as a sequence of linear  propagation 
(the model predicts one step ahead) and 
linear analysis steps (the observ ations are 



Figure 3. TOPAZ4 North Atlantic and Arctic model do-
main bathymetry and division of MPI tiles used for best 
performance on Hexagon. Each tile is processed on a 
different node and can be combined with OpenMP paral-
lelization. Tiles on land are taken out. 

Figure 4. Simulated iceberg trajectories in the Barents 
Sea using reanalyzed winds, ocean and sea ice data in 
the year 1990. Each colour indicates a different source 
glacier (Courtesy, I. Keghouche).
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updating the model by a least square min-
imization) where both the mean state and 
its error estimate are carried forward in the 
shape of a state vector and a covariance ma-
trix. The error  estimates  from the model 
propagation step are re-used in the analysis 
and so on, recursively . In this manner, the 
model provides flowdependent covariances 
to inter polate the observations and the ob-
servations are used to initialize the model. 

The linear assumptions provide a comfort-
ing theoretical framework in which the con-
vergence is well known, but they are un-
fortunately not valid in nature where many 
physical and biological interactions are 
non-linear. The first attempt of the data as-
similation community was to linearize the 
model  equations around a central forecast, 
an “Extended  Kalman Filter”2 which proved 
unstable when the non-linearity gets strong. 

It has been superseded by the Ensemble 
Kalman Filter, which replaced the lineari-
zation with an ensemble integration à la 
Monte  Carlo, still using a linear analysis like 
the Kalman Filter. The EnKF is more stable 
in strongly non-linear conditions and works 
with a square root of the covariance matrix 
of workable size. In practical applications, 
an ensemble of less than 100 members can 
be used successfully [2]. One advantage of 
running a Kalman Filter or its derivations is 
that the error statistics are multivariate and 
depending on the flow: they can therefore 
handle complex dynamical interactions, in-
direct observations and moving targets like 
the sea ice edge. 

Computational aspects 
The HYCOM model and the EnKF are the 
main components of the TOPAZ system 
 (topaz.nersc.no), which covers the North 
Atlantic and the Arctic Oceans with a hori-
zontal resolution of about 15 km and 28 hy-
brid layers. The total size of the state vec-
tor (all the model variables in all the grid 
cells) is about 100 million, TOPAZ ingests 
about half a million observations of all types 
in a weekly cycle. A forward integration of 
100 members  takes 2,500 CPU hours on 

Hexagon , but it is highly parallelized: each 
member can run independently from its fel-
lows and it is itself parallelized using MPI 
on 133 CPUs (the tiling of the TOPAZ grid 
is shown in Figure 3). The EnKF analysis 
step is much less demanding with only 20 
CPU hours and is also embarrassingly MPI- 
parallel in local assimilation. The HYCOM  
and EnKF codes have been optimized on 
the NOTUR systems thanks to successive 
Advanced User Support projects. TOPAZ 

has used 2 million CPU hours to produce 
a 10-years reanalysis, generating about 10 
Tb of compressed output per year in check-
point files and diagnostics. Output files fol-
lowing international standards (NetCDF 
format) are served publicly on a THREDDS 
server. The system has been dimensioned 
to fit on the existing infrastructure, but is 
not yet running in its target specifications. 
First the model resolution is still not “eddy 
resolving” [4] and would require double 
horizontal resolution to be so, which would 
multiply by 4 the memory requirements 
and by a factor of 8 the runtime (the time 
step depends on the horizontal resolution in 
ocean models). 

When the HYCOM model is coupled to 
the NORwegian ECOsystem Model (NOR-
WECOM, [7]), the CPU costs are doubled to 
advect the additional biological tracers.

Last, regional models of the ocean have 
unrealistic lateral boundaries and the only 
way to remove these boundaries is to run 
a global model of the oceans, this would 
again multiply the requirements by a fac-
tor of 5. So we are confident that the up-
coming upgrades of NOTUR systems will 
be useful to bring us closer to the target 
specifications. 

who ever needs this? 
The TOPAZ system is used both for short-
term forecasts out to 10 days ahead (ex-
ploited in met.no’s operational suite) and 
in reanalysis to reconstruct a history of 
the past ocean and sea ice conditions (a 10 
years reanalysis is available and 10 more 
years are currently being processed). Most 
of us spend our lifetime on dry land and 
only limited time on the ocean. Still, many 
people work offshore, occasionally fly over 
the seas, or simply eat fish. Both the fore-
casts and reconstructions provide useful 
information to a broad spectrum of appli-
cations: there are regular users, like the 
weather and wave forecasts communities 

2 The variational assimilation technique 4D-VAR used in meteorology is in principle equivalent to an Extended Kalman Filter. 



Figure 5. Concept of 
a data assimilation 
infrastructure in the 
coupled Norwegian 
Climate Prediction 
Model. 

12

who use the ocean and sea ice as a bounda-
ry condition. The ECMWF operational wave 
forecasts service is using TOPAZ data for 
positioning the ice edge for example.  There 
are also professionals of the sea (the off-
shore industry, the navy, the shipping in 
ice-infested waters), heavy users for which 
the currents are part of their work environ-
ment and then the exceptional circum-
stances like the aforementioned AF447 
crash, where search operations have to 
start immediately and the adequate prod-
ucts need to be on the table. In all these 
cases, forecasts and reanalysis are needed 
jointly: before assessing a current forecast, 
it is always useful to know how this forecast 
compares to previous or normal conditions. 
Figure 4 for example shows the simul ated 
motions of icebergs in the Barents  and Kara 
Seas in the year 1990: the southernmost 

boundary of icebergs can vary by several 
hundreds of kilometres from one year to 
the other depending  on winds, currents and 
sea ice conditions [8] and repre sents an im-
portant parameter for dimensioning future 
offshore installations. 

Monitoring and forecasting the ocean 
plankton  production is also relevant to fish-
eries, as the plankton are at the base of the 
food web. 

other applications beyond oceanography 
and weather 
The data assimilation problem, as formu-
lated in the introduction, is quite general , 
and the concepts and methods are by no 
means restricted to ocean and weather  
forecasts. The EnKF is also used for oil 
reservoir “history matching” at Stat oil and 

CIPR. It is used at NHH for bio-economic  
management of fish stocks and data 
assimi lation with a Particle Filter has also 
been used for forecasting the influenza 
epidemic state in the city of Singapore.

Reconstructions of the past ocean and 
sea ice conditions area open the doors to 
climate  seasonal to decadal predictions (by 
opposition to scenarios which indicate long 
term tendencies over the next century) as 
the memory of the climate and the poten-
tial for predictability lies in the ocean. The 
concept of a Norwegian Climate Prediction  
System is illustrated in Figure 5, with 
the elements from the Norwegian Earth 
System  Model [3] to the right and the data 
assimi lation system to the left. 
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Micro-climate on 
mEGA-computers
earth’s climate is shaped by phenomena on a very broad range of temporal and spatial scales. 

small scale phenomena (such as local atmospheric circulations, clouds, and turbulence) require 

enorm ous computational resources to be resolved explicitly. We need a better understanding in or-

der to have breakthroughs in climate projection and knowledge-based management of our environ-

ment. turbulence- resolving and regional meteorological models, used at the Nansen environmental 

and remote sensing center (Nersc), are on the forefront of environmental modeling on the high- 

performance parallel machine heXAGoN.
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Environmental phenomena occur on and 
interact across a very broad range of 
scales. Our ability to resolve this multi-
tude of scales is limited even on the best 
available high-performance computers 
(HPCs). Hence, researchers have to se-
lectively limit the number of resolved 
scales in (or dimensionality of) the mod-
el, setting aside important phenomena for 
simplified parameterization routines and 
restricting interactions between compo-
nents of the natural system. These re-
strictions and the reduction of dimen-
sionality deteriorate the model’s physical 
approximation, and therefore the quali-
ty and reliability of simulations. In an at-
tempt to overcome these limitations, the 
models of weather and climate have al-
ways utilized the best available comput-
ers, frequently driving their upgrade and 
further development. 

As soon as the first multipurpose elec-
tronic digital computer (the Electronic  
Numerical Integrator and Computer – 
ENIAC) was installed at the U.S. Army’s  
Ballistics Research Laboratories at 

Aberdeen, Maryland in 1945, it was used 
to attempt numerical weather forecasts 
(Lynch, 2008). Jule Charney developed 
the first limited area GCM for ENIAC. The 
GCM had 19 x 16 grid points on one 500 
hPa surface (about 5 km above sea level). 
Hence, the model dimensionality, N, was 
of the order of 102 or N = O(102). The model 
resolved horizontal scales in the range of 
500 km and 5000 km. The first numerical 
weather forecast was completed in 1950 
and took about 24 hours to compute for 
a 24-hour forecast, despite the fact that 
all meteorological processes as we know 
them today were absent from the model.

Simultaneously, John von Neuman (the 
famous mathematician and the leader of 
the ENIAC project) developed an interest  
in numerical modeling of turbulence. 
Turbulence is the phenomenon of non- 
linear interactions between fluid  motions 
over different scales that require  explicit  
simulations of much smaller scales of 
environ mental motions. One difficulty 
of turbulence modeling is that they 
involve interactions with results on 
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to validate reliability of cheaper medium-
resolution runs. 

Continuing the tradition, the G.C. Rieber 
Climate  Institute at NERSC contributes to 
the advancement of climate and environ-
mental research by exploiting the potential 
of modern HPCs. We approach the impor-
tant goal of developing improved climate 
models by increasing the resolution of the 
regional Weather Research and Forecast 
(WRF) model, which is presently run at 1 
km resolution, and through better physi-
cal parameterizations and larger domains 
of the turbulence-resolving Parallelized 
Atmospheric Large-eddy Model (PALM). 
Both models are parallelized using Mes-
sage Passing Interface (MPI) and run on 
the CRAY system Hexagon.  

turbulence-resolving simulations    
At present, the turbulence-resolving 
models  and the regional climate model  are 
among the most computationally demand-
ing applications running on Hexagon. The 
computational resources  are spent to inves-
tigate the turbu lence structural self-organ-
ization and details of the strongly non-line-
ar process of the air-sea/land inter actions, 
which are challenging problems of modern 
environmental fluid dynamics. 

The self-organized turbulent motions 
are ubiquitously observed in the atmos-
phere and the ocean. For instance, Figure 
1 shows self-organization of the turbulent 
atmospheric convection in so called “cloud 
streets”. Despite their ubiquity, the self-
organization is still poorly understood and 
omitted from meteorological models and 
satellite data retrieval algorithms. This is 
not surprising since studies of the self-
organization require simulations of very 
large dimensionality to cover the range of 
scales from the Kolmogorov inertial inter-
val of scales (about 101 m in the atmos-
phere) to the beta meso-scales (about 105 
m in the atmosphere). Thus, the minimal 
dimension ality of the discrete turbulence-
resolving model in the case of a prob-
lem with one axis of symmetry should be 
as large as N = 101 x 104 x102 = 107, which 
requires  serious computational efforts 
even on a parallel HPC system. 

To calculate the self-organization in the 
atmos pheric turbulence in the truly neutral 
PBL, we applied the PALM code ported  to 
Hexagon. PALM is a parallelized computer 
model with excellent (linear) scaling up to 
32000 CPUs (http://palm.muk.uni-hanno-
ver.de/). In this study, the model was config-
ured to run on 256 CPUs. The simulations 
were run in the domain of 1.5 km (in the lon-
gitudinal direction) by 72 km (in the cross-
stream direction) by 3 km (in the vertical di-
rection) with a grid of 63 x 4096 x 128 points. 
The large dimensionality of the PALM runs 
is used to resolve interactions between the 
small-scale turbulent eddies  that result in 
inverse energy  cascade toward  the large-
scales, and therefore, to resolve the turbu-
lence self-organization  explicitly. About 100 
runs were performed to investigate different 
aspects of the problem (Esau, 2012). Figure 
2 shows the averaged  cross-flow sections in 
four model runs. At high latitudes, the hor-
izontal projection of Earth’s angular veloc-
ity is small and does not have any signifi-
cant impact on the flow structure (fig. 2a). 
In contrast, the large horizontal projection 
of the Earth angular velocity at tropical lati-
tudes leads to turbulence self- organization 
for certain directions of the driving flow (fig. 
2b). These simulations have a potential to 
resolve more than 40 years of controversy 
and debates about the effect of Earth’s rota-
tion on the planetary boundary layer and the 
origin of the boundary layer rolls.  

Figure 1 Challenge 
for simulations on the 
state-of-the-art HPCs: 
Self-organized structures of 
the stratified environmental 
turbulence in the rotating 
frame of reference . Parallel 
turbulent convective rolls, 
known as “cloud streets”, 
exemplify the turbulence 
self-organization. Photo 
is taken at the western 
Swedish  coast by Igor Esau.

much larger or much smaller scales than 
those resolved by the model. It raises the 
formidable problem  of turbulence closure, 
which is required by climate and numerical 
weather prediction (NWP) models. Another 
diffi culty of modeling turbulence is that 
the turbulence is generated by hydro-
dynamical  instability of the fluid flow. 
This instability develops only in flows 
with sufficiently large Reynolds number, 
Re, representing the ratio of inertial and 
viscous forces in the model. 

The model Re is intrinsically linked with 
the number of model dimensions, N, ap-
proximately as N ~ Re13/7 in three dimen-
sions (Choi and Moin, 2011).  The kind of 
turbulence observed in natural flows is 
found at Re > O(103), which requires N ~ 
106 or a horizontal  grid of 100 x 100 with 
100 vertical  layers. Given the computation-
al require ments, it is not surprising that 
the develop ment of the first turbulence- 
resolving numerical model was delayed un-
til the mid-1960s (Hess and Smith, 1967). 
At present, the typical turbulence- resolving 
simu lations only marginally exceed this 
critical Re stability criterion. Therefore, 
computationally expensive HPC simula-
tions serve not only to provide new infor-
mation about turbulent processes but also 
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regional climate simulations    
Earth’s climate is arguably the global  
scale phenomenon. However, many 
important  features of the regional climate  
are shaped by small-scale dynamics and 
inter actions. While still keeping para-
meterizations of the turbulence process-
es and micro-physics, the regional climate 
models (e.g. WRF) are able to explicitly re-
solve many important details of air-sea/
land inter action in the presence of land 
use heterogeneity and realistic relief. At 
resolutions of a few kilometers, models 
cross into a gray zone of meteorological 
simulations where many previously para-
meterized processes become partially 
resolved  in the model. 

The CRAY machine, Hexagon, allows simu-
lations with the regional WRF model at 
resolutions of about 1 km. Hence, for the 
first time, we are able to resolve the ir-
regular details of the very complicated  
relief  of the Norwegian western coast. We 
apply  the WRF model to simulate land- 
atmosphere inter actions in the Hordaland 
district in connection  with extreme wind 
events both observed and projected by the 
global  climate simulations. The statistical 

distribution for extreme winds can be de-
scribed by the Weibull distribution. This 
function is characterized by two param-
eters (scale and shape). Figure 3 shows 
the parameters of the Weibull distribu-
tion as simulated for the present and pro-
jected climate  in the European region. The 
projected wind climatology revealed in-
creased probability of strong wind events 
in the future. Since the extreme events 
are in the tail of the Weibull distribution, 
where it changes exponentially with re-
spect to the wind speed, even a small shift 
of the distribution in this range will result 
in a large relative change of the probabil-
ity of such extreme events. The ana lysis 
shown in Figure 3 is based on the model 
runs from the ENSEMBLES project where 
the model resolution was too coarse to re-
solve the specific channeling properties of 
the Norwegian  western coast relief. At pre-
sent, WRF is run at 1 km resolution to re-
fine these results  accounting for the wind 
channeling by the Norwegian western 
coast relief. These efforts require about 
1,000,000 CPU hours to be completed . 
However, this use of computer resources 
does not look excessive when we take into 
account that even a 1 m s-1 increase of the 

expected maximum wind speed over 50 
years returning period would add 18 mil-
lion NOK to the cost of bridge construction 
in the area.   

Micro-climate simulations:  
A challenging goal
To improve the realism of our model simu-
lations, we are seeking to investigate large-
scale interactions while maintaining the 
turbulence-resolving capabilities of the 
model. In contrast,  climate model devel-
opers are seeking to improve the realism 
of their model simulations through refine-
ment of the model resolution while keep-
ing the model domain size as large as pos-
sible. Sufficient HPC resources will make it 
possible to perform micro-climate simula-
tions with some sort of turbulence-resolv-
ing models. Such simulations would resolve 
many of the most challenging problems, in-
cluding the treatment of energy carrying 
turbulence and air-sea/land interactions 
over realistic landscapes. This would dra-
matically improve the accuracy and relia-
bility of climate simulations that are used 
to address important, practical questions. 
This challenging goal is still currently out of 
reach, but there is active development in the 
field of urban-scale micro-climate studies.

The G.C. Rieber Climate Institute is using  
Hexagon to look at the regular and per-
sistent features of urban micro- climate 
in Paris and Bergen. Figure 4 shows the 
simu lated wind field at the roof-top level in 
the central Paris districts. The simulations 
were run with 20 m reso lution whereas the 
available satellite surface morphology data 
used to set up the surface boundary con-
ditions have 10 m resolution (Esau, 2011; 
Tack et al., 2012). The domain size was 12 
km by 12 km. This run has N = O(107) and 
required about 1000 CPU hours to complete 
one hour of model time. The simulated 
wind field is in good correspondence with 
expectations, showing stronger winds over 
the higher ele vations. It also reveals signs 
of topographical channel ing with stronger 
wind speed in narrow passages such as the 
street canyons with West-to-East orien-
tation. Street- level in the domain is char-
acterized by weaker wind speeds than the 
higher places and hill tops. Wind shad-
ows from the obstacles oriented  across the 
wind are clearly recognizable as well. 

Figure 2  Structures of the vertical component of the wind velocity in the cross-flow section of four PALM runs. The 
structures were averaged in the streamwise flow direction. (a) Two runs at the pole (90N): the top panel presents the 
PBL structure of the East-to-West (E-W) flow (easterlies); the bottom panel – the structure of the West-to-East (W-E) 
flow (westerlies). (b) Two runs at the equator (5N). The panels are as for (a).



 

Figure 3 The scale (left 
column) and shape (right 
column) parameters of the 
Weibull distribution for the 
European region as down-
scaling by the regional cli-
mate models in frameworks 
of the ENSEMBLES project. 
The upper row gives the 
present climate values of 
the parameters; the bottom 
row – their future values. 
Inserted plot shows the 
present and future climate 
Weibull distribution for the 
wind speed for the grid 
cells nearest to Bergen.
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Encouraged by the PALM runs for Paris, 
we have performed a series of PALM runs 
to understand the extent and origins of 
the high level of air pollution in Bergen 
during 23 November 2010. The runs were 
performed with resolution of 30 m in 16 km 
by 16 km domain. Accumulation of pollution 
between 3 a.m. and noon was simulated 
for various weather conditions. The run 
has N = O(107) and required 700 CPU hours 
to complete one hour of model time. The 
relatively short time needed to complete 
a run opens the prospect of operational 
urban air pollution warning and forecast. 
The results of the PALM run under observed 
environ mental conditions are shown in 
Figure 5. Several zones of higher pollution 
linked to the major transport arteries of 
the city are clearly distinguishable as the 
red spots on the map. The wind vectors 
show that they are not necessarily located 
in particularly calm zones, but that the high 
levels of pollution is related to air-blocking 
and recirculation phenomena. These 
simulations show the untapped potential of 
the turbulent-resolving model applications 
to aid with urban management. However, 
considerable efforts are needed to 
transfer the model from research to the 

Figure 4 The averaged wind speed in the urban canopy layer (at the top of the roofs) 
in the PALM simulations with the morphology database as boundary conditions. The 
wind speed scale in ms-1 is given as color bar at the right. The black contours show 
the smoothed domain topography.

Figure 5 Simulation results for the near surface relative concentration (red shading) 
and the air flow (vectors). Blue vectors correspond to dranaige flow, dark vectors – to 
geostrophically driven flow. The maximum concentration accumulated around Dan-
marksplass has been scaled to unity. The coast line is shown as a bold black contour 
and the elevations are shown as contours at every 100 m. Observe that the elevations 
from ASTER database do not exactly correspond to the topographical map. Smaller 
water bodies are typically missed.
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Figure s1 Number of publications in the areas of envi-
ronmental and engineering turbulence, geophysical fluid 
mechanics, meteorology, oceanography, and climate 
reported by ISI Web of Knowledge in February 2011 for the 
key words: numerical modeling (blue); theory (red); experi-
ments (cyan); and analytical model and parameterization 
(magenta). Data may include multiple counting.
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operational meteorology domain. One of 
the most important tasks to be done is to 
develop data assimilation and ensemble 
run routines, which would initiate the 
PALM runs from frequently sparse and 
incomplete observations.  

The quest for better operational air quality  
monitoring, assimilation and warning 
systems, as well as for more accurate and 
physically rich micro-climate projections to 
be used in the climate adaptation planning, 
manifests the needs for even more powerful 
HPC. At present, the runs are routinely 
using hundreds of CPUs. To achieve these 
challenging goals, the next generation HPC 
systems must be able to allocate thousands 

of CPUs to the task, while minimizing 
job queuing delays. One of the particular 
challenges ahead for both PALM and WRF 
model studies, is to implement an ensemble 
data assimilation procedure based on EnKF 
algorithms, which are already effectively 
used for the operational oceanography at 
NERSC.
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Since the 1970s, the number of publications dealing with turbulent flows has 
grown exponentially, currently constituting around 90 % of the body of literature 
(see figure S1). Similar trends are observed in geo-sciences, in particular in 
meteorology and climatology, where the model-based information is the only 
source of insights into the future climate change. The rapid expansion of 
computational  capabilities has enabled the development of more sophisticated 
numerical models . The simulations with the largest ever number of model 
dimensions  were performed using the Japanese Earth Simulator machine 
(Kaneda and Ishihara, 2006). The global Earth climate was computed on the 
resolution of 2.5 km (about O(107) grid points) and the turbulence at effective 
Re ~ 104 (about O(109) grid points). Recently, Sullivan and Patton (2011) 
published turbulence-resolving simulations of the atmospheric convective 
boundary layer resolved with O(109) grid points. Even larger simulations (N = 
O(1010) grid points) have been completed by S. Raasch using the HPC (an SGI-
ICE machine with 12000 cores) in the North German Supercomputing Center. 
The simulations reached dimensionality N = O(5.0 x 1010). The capability of 
the modern HPCs to simulate climate, meteoro logy and turbulence (with the 
associated scale interaction processes) opens the possibility of breakthroughs 
in our understanding of, and ability to predict, these complex natural processes.
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Exploring atoms in superintense laser fields
Since its invention in 1960 the laser has proven extremely 

important in science, technology and in our daily life. In 

dedicated laboratories worldwide, research laser systems are 

developed to produce ever shorter and more intense pulses 

focused on smaller spots. In the focus spot the electric fields 

might be so strong that they tear apart any atomic system. 

The behavior of atoms and molecules in extremely intense 

laser fields is an exciting research field offering surprising 

experimental results as well as theoretical challenges. 

Solving the time-dependent Schrödinger equation numerically 

on the Cray XT4 (Hexagon) supercomputer in Bergen, we 

are simulating the dynamics of hydrogen and helium atoms 

interacting with such superintense fields.
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Modern physics and the schrödinger 
equation
In many respects modern physics started 
in the year of 1900 when Max Planck dis-
covered the famous formula for blackbody 
radiation, introducing for the first time the 
concept of quantization of energy. Pho-
toionization usually refers to the process 
in nature where electromagnetic radia-
tion interacts with matter, with the result 
that one or more electrons are knocked 
free from it. The best known example of 
such a process is the photoelectric effect, 
which occurs when light shines on a met-
al surface, causing the ejection of photo-
electrons. The effect was first discovered 
in 1887 by the German physicist Heinrich 
Rudolf Hertz and explained by Albert Ein-
stein in one of his famous papers of 1905, 
where he postulated the fundamental par-
ticle of light, the photon. In 1921 he was 
awarded the Nobel Prize in Physics for this 
achievement. With this identification, Ein-
stein also became an important contribu-
tor to the foundation of modern physics – 
the quantum mechanics. Further work by 
Bohr, Sommerfelt, de Broglie, Heisenberg, 
Schrödinger, Born and others, ultimately 
led to the fundamental equation of atomic 
physics - the Schrödinger equation of 1926. 

the laser
Einstein postulated already in 1916 the 
phenomenon of stimulated emission which 
is one of the main features of the Light 
Amplification  by Stimulated Emissio n 
of Radiation, better known as  the laser 
[1]. The laser is today one of the princi-
pal tools of atomic physics. But it is also 
import ant in other fields, like for instance 
femto chemistry – the experimental study 
of chemical reactions in real time - a field 
that has arisen in the wake of the advances 
in laser technology. Ahmed Hassan Zewail  
won the 1999 Nobel Prize in Chemistry for 
his work in this field. Even the fastest mole-
cular motions appear almost completely 
still when probed with pulses lasting only 
a few femtoseconds (1 femto second is 10-

15 seconds). Considering that a fast flash 

Exploring atoms in superintense laser fields
lamp enables freezing the image of a bullet 
in flight, it is of no surprise that laser sci-
entists are pushing for ever shorter puls-
es in order to investigate and control ever 
faster processes in nature. Based on high-
order harmonic generation, femto second 
laser pulses are now used to produce co-
herent extreme-ultraviolet pulses of atto-
second duration (1 attosecond is 10-18  
seconds). The advances towards making 
measurements with attosecond time reso-
lution have caused much excitement in 
recent  years, and may eventually open the 
door for real-time observation of electronic  
motion in atoms and molecules. 

Photoionization
Photoionization due to absorption of a sin-
gle photon has been one of the corner-
stones in the making of quantum me-
chanics. For the simplest atomic system 
in nature, the hydrogen atom, with a bind-
ing energy of 13.6 eV, absorption of a pho-
ton with an energy exceeding this value will 
lead to the ejection of an electron - con-
cordant with the photoelectric effect. Ac-
cording to theory, an increase in the inten-
sity of the imposed radiation will in general 
lead to a corresponding increase in the pho-
toionization yield. It therefore came as a 
big surprise to many when, more than 20 
years ago, theoretical studies of atomic hy-
drogen in ultraintense laser fields showed 
some evidence of the complete opposite 

scenario. When increasing the intensity of 
the laser field to a level where the applied 
forces start dominating over the forces 
holding the electron and nucleus together, 
the ionization rate does not necessarily in-
crease accordingly but rather stabilizes or 
starts subsiding. This rather counterintui-
tive phenomenon was then dubbed atomic 
stabilization [2].

superintense laser fields
Quite interestingly, stabilization was dis-
covered in numerical experiments. As a 
matter of fact, despite all the efforts that 
have been put into the development of new 
laser technology over the last 10-20 years, 
enabling the production of laser pulses 
with unprecedented brilliance, up to pre-
sent times, experimental confirmation of 
the stabilizing effect has been obstruct-
ed. With new laser projects being launched 
targeting the x-ray regime, for instance the 
European XFEL in Hamburg and the LCLS 
at SLAC (Stanford, USA), based on the so-
called free-electron laser (FEL) technolo-
gy, the phenomenon might eventually be-
come subject to experimental verification 
in the future. 

The strength of the electromagnetic fields 
in the laser pulse is given by the pow-
er density. It means that the total energy 
in the pulse combined with how short and 
well focused it is determine its strength. 

Figure 1.  Sketch of 
photoionization in 
strong laser pulses. 
The strong electro-
magnetic pulse is 
represented by a 
schematic sketch 
of its instantaneous 
space variation. The 
atomic nucleus and 
two electrons are 
shown.
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There is no principal upper limit on how 
many energetic  sources that can be com-
bined into one, how short the pulses can 
be, and how well they can be focused. 
Therefore, it is only a question of resourc-
es how powerful pulses can be produced 
from future generations of laser ma-
chines, and one may only speculate what 
physics  will be discovered from new ex-
treme light sources . One guiding inspira-
tion for develop ing systems capable of pro-
ducing extremely short and powerful laser 
pulses is to reach fields so strong that they 
would "ionize the vacuum". It means pro-
ducing the electron- positron pairs from 
ener gy instead of ion pairs from atom-
ic systems. However, to reach this ex-
otic regime , the laser will have to deliv-
er intensi ties of about 1030 W/cm2, known 
as the Schwinger  limit, i.e., more than 
one billion times more intense  than to-
days fastest and most power ful lasers . 
Electron-positron pairs are routinely pro-
duced in various particle  collision process-
es where the needed high energy density 
is reached by particle accele ration. Reach-
ing the Schwinger  limit  with laser pulses, 
an entirely new phenomenon  is involved, 
as the intense light is expect ed to inter-
act with the "empty  space" in unusual  and 
perhaps  unpredictable manners. 

With the extremely high peak intensity 
expect ed to be delivered from novel light 
sources, the role of theory as a prerequi-
site to outline and understand new experi-
ments will be stronger than ever before. 
In this context, the steady and world-
wide develop ment of powerful computer  
facilities  superi or to already existing plat-
forms both in performance, cost and 
design , is essential. A parallel development 
of numeri cally exact methods, cap able of 
tackling complex  quantum mechanics  at 
the most detailed level, has been pursued 
over the last 10-20 year. This opens nov-
el opportunities for gaining further insight 
into the complex behavior of the material 
constituents. 

Quantum modeling of light matter 
interactions
When modeling a quantum process like 
photoionization, several challenges must 
be addressed in order to get an accu-
rate numerical description of the prob-
lem. First, one has to face the fact that the 

released electrons have a continuum of 
possible trajec tories to follow on their way 
to infinity, all of which must be explored in 
the model ing of the system. To cope with 
such an enormous amount of information 
is a nontrivial task in itself, in particular 
when the laser-atom interaction is strong, 
and even for a system with only one inter-
acting electron – like the hydrogen atom. 
The proper way to describe such process is 
to solve the corresponding time-dependent 
Schrödinger  equation for the field- atom 
system. 

For a one-electron system, this involves 
solving a four-dimensional quantum prob-
lem, counting the three spatial dimen-
sions as well as the time. Turning to a two- 
electron system - like helium - might at 
first sight seem straightforward. But re-
membering that one is to keep track of all 
possible scenarios for both electrons at the 
same time, and that the destiny of each 
electron is intimately related to the behav-
ior of the other, one can simply imagine 
that the complexity of the problem scales 
terribly with the number of particles in-
volved. In order to capture the detailed be-
havior of the electrons, high precision is 
needed, and as such, the full solution to the 
time-dependent Schrödinger equation for 
an atom with three interacting electrons, 
like lithium, exposed to superintense la-
ser fields is far beyond reach, even with the 
most power ful computers in the world. 

From a computationally point of view
Although the equations describing three 
interacting particles are fairly simple, 
the calculations are very demanding. In 
the case of helium, this involves solving a 
system  of two electrons interacting with 
the nucleus, with the laser field, and not at 
least, with each other.

The transition from one to two elec-
trons may not appear to be much, but 
as mention ed, the electron-electron 
inter action makes a two-electron atom 
substanti ally tougher. Besides setting 
guidelines on how the code is parallel-
ized, the electron-electron interaction also 
makes the problem much more greedy in 
terms of memory requirements. 

In our case, a matrix in a typical two- 
electron simulation may contain as many 
as 25 thousand billion non-zero elements, 
consuming up to one terabyte of memory. 
With a matrix of such caliber, the computing 
time needed for simulating the system for 
only one femtosecond (0.000000000000001 s)  
can very well reach 50 thousand core 
hours on the supercomputer. Luckily, we 
are studying very fast processes in nature , 
typically occurring on the atto- and femto-
second time scale. One attosecond, being  
0.000000000000000001 seconds, is the time 
scale of the electronic  motion in atoms. To 
put it in perspective – there are about as 
many attoseconds in one second as there 
have been seconds since dawn of time. As 
such, in the electrons' world, a second lasts 
the age of the universe.  

With a few exceptions, all of our calcu-
lations are executed on the Cray super-
computer (Hexagon) in Bergen. Our work-
horse is Pyprop, a C++/Python framework 
[3] written to numerically solve the time-
dependent Schrödinger equation, for 
one or two electrons in three dimension-
al space. All computationally heavy parts 
are written in C++ whereas the interface 
as well as the parallelization is handled in 
Python. 

ionization dynamics
The ionization of atoms and molecules ex-
posed to intense laser fields has been one 
of our main branches of research for some 
years now. In essence, it means that we 
are studying the probability for the atom 

Figure 2.  Probability of ionization by a strong laser 
pulse as a function of intensity. Simple approximative 
theories suggest that the probability increases with 
the strength of the pulse. The figure shows that it is in-
deed the case, up to a certain point. From there on, the 
probability decreases when more powerful pulses are 
applied. This feature is referred to as stabilization for 
historical reasons.



21

(or molecule) to ionize as function of the 
laser intensity, and, as mentioned earlier, 
we observe that cranking up the intensity 
does not necessarily mean that the ioniza-
tion yield will respond accordingly.

Why is it that the ionization probabili-
ty is leveling out or even starts decreas-
ing? The phenomenon is not fully under-
stood, never theless we will try to give 
some clues. When the intensity is suf-
ficiently strong, the motion of the elec-
trons is mainly govern ed by the laser field. 
The laser field is nothing but an electric 
field oscillating in time and space, and the 
electrons will oscil late accordingly. If the 
field is linearly polarized, the electrons 
will swing back and forth with respect to 
the nucleus just like a pendulum about its 
equilibrium. Let us look at the simplest 
possible case - an atom with one electron. 
The probability for the electron to ionize 
will strongly depend on its likelihood to 
interact with the nucle us. As the electric 
field strength grows stronger, the electron 
will be pulled farther away from the atom-
ic core and the ideal conditions for ioniza-
tion to take place will occur more rarely. 
Hence, this effect is a plausible explana-
tion as to why the ioni zation rate (beyond 
some point) does not increase with the in-
creased pulse intensity. 

So what happens if a second electron 
comes into play? Still the electrons are 

less prone to the effect of the nucleus as 
the laser field gets stronger, but on the 
other hand, the interplay between the 
electrons becomes more important [4,5]. 
As the electrons are of the same charge, 
they repel each other. This is especially 
im portant in the strong field limit, where 
the electrons are pulled far away from 
the nucleus . The mechanism may work 
against the stabilization effect and lead 
to enhanced ionization, which is observed 
when comparing our results to model 
calcu lations where the electron-electron 
interaction is neglected. 

Stabilization of helium, with its two tight-
ly bound electrons, is our most challeng-
ing problem this far, but also the one that 
is farthest away from being experimental-
ly realized, merely due to the lack of laser 
technology required to produce the neces-
sary conditions. The possibility of observ-
ing the phenomenon in more exotic atom-
ic systems has therefore been explored. 
We have especially considered so-called 
Rydberg circular hydrogen states, where 
the electron can be imagined to orbit the 
nucleus in either a clockwise or counter-
clockwise fashion [6]. Such exotic quantum  
states are among the most classical states 
in nature, which for instance means that 
their interaction with a laser pulse can, 
to some approximation, be described by 
means of Newton's equations of motion, 
instead of the Schrödinger equation. 

Figure 3.  Visuali-
zation of electron 
probability density in 
elliptic nearly circu-
lar Rydberg states. 
The most classical 
state has one ring, 
two other states 
start showing some 
more quantum fea-
tures, manifested by 
the presence of two 
rings. Plotted are so-
called isosurfaces, 
i.e., surfaces connect-
ing equal values of 
densities. The figures 
here are made for the 
value of the princi-
pal quantum  number  
n=12. These are the 
stationary states 
prepared before the 
impact  of the pulse. 

If the laser field is circularly polarized, we 
may study how the revolution direction of 
the electric field compared to the direction 
of the electron motion, affect the ioni zation 
of such states. We observe the electron to 
be more likely to become ionized when 
the field and electron are co-rotating. The 
mechanism behind bears close resem-
blance to what happens when a spacecraft 
is launched into space. It orbits a planet , 
and fires the rockets in precisely  the 
right moment. In this analogy the space-
craft is the electron, the core attraction  is 
the planet's gravity and the electric field 
acts as the rockets. This merely demon-
strates that the laws of ordinary Newto-
nian mechanics  sometimes also apply to 
the quantum world, simply illustrating the 
importance  of them both.
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MODELLING MAriNE ECosystEMs 
IN A CHANGING CLIMATE

Marginal Seas constitute the inter face between landmasses and open 
oceans and hence are especi ally exposed to a number of anthro pogenic 
impacts like e.g. fisheries, pollutants and shipping traffic. They usually 
exhibit complex and in some cases, like e.g. the Baltic  Sea, also very 
specific eco systems which can be very vulnerable to anthropogenic but 
also to natural changes. Observational  based studies indicated that both 
the North Sea and the Baltic Sea under went major changes during the 
last decades, with shifts from one regime  to another which can occur 
within very short time periods  (regime shifts). However, due to the 
complex, non-linear structure of ecosystem dynamics, observational  
studies can hardly identify underlying processes. 
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Useful tools to investigate ecosystem 
changes and identify the underlying pro-
cesses and process interactions are cou-
pled bio-physical models. They consider 
biological, physical and climatic impacts 
simultaneously but allow also for their 
separate treatment and hence disentan-
gling of processes. We employed such a 
model system, namely the ECOSMO (ECO-
System MOdel, Schrum et al 2006). 

The core of ECOSMO is a 3d hydro-
dynamic-sea ice model with implemented 
modules  for lower trophic (phytoplankton , 
zooplankton) ecosystem dynamics and 
carbon chemistry. In addition, ECOSMO 
incorporates various modules that es-
timate larvae  fish growth and survival 
as a function of available food and envi-
ronmental conditions. We use the model 
system to investigate long-term ecosys-
tem dynamics  and to identify underlying 
proces ses responsible for regime shifts 
and long-term changes. Moreover, the 
model system is used to identify the eco-
system sensi tivity to climate change and 
direct anthropo genic drivers. Such simu-
lations require a high resolution in time 
and space and are computationally very 
demanding. Hence, efficient parallel mod-
el codes and access  to high performance 
computational  resources  are mandatory 
for this type of modelling. 

ECosMo Model
ECOSMO is a fully 3d coupled bio- physical 
model. It comprises a hydrodynamic, a 
dynamic-thermodynamic sea ice and a 
Nutrient-Phytoplankton-Zooplankton- 
Detritus module and was first presented  
by (Schrum et al., 2006). The model is 
comple mented by a number of higher 
trophic level  (fish, crustaceans) modules 

(e.g. Daewel et al 2011; Daewel et al 2008; 
Daewel et al 2011) which are used to sim-
ulate the potential survival and distribu-
tion during early  life stages. 

The underlying hydrodynamic mod-
ule goes back to the non-linear primi-
tive equation model HAM(burg)S(chelf)
O(cean)M(odel) (Schrum, Backhaus 1999). 
The model equations are solved on a grid 
with a horizontal resolution of 6 nm (1 
nm=1852 m) and 20 vertical levels. The 
model requires atmospheric forcing at 
the ocean surface, freshwater discharge 
from land and basic hydrographical con-
ditions (salinity, temperature, surface ele-
vation & tides) at the open boundaries and 
provides the relevant physical parameters 
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MODELLING MAriNE ECosystEMs 
IN A CHANGING CLIMATE

Figure 1. Schematic diagram of 
biological  interactions in ECOSMO 
II.

(temperature, salinity, current veloci-
ty, turbulence, light extinction) which are 
needed to model the biogeochemistry and 
to characterise the environmental state 
for the fish larvae modelling.

Recently, ECOSMO has been expanded to 
make it more applicable to a wider range 
of ecosystems. A number of additional 
processes were incorporated, emphasiz-
ing especi ally sediment processes and a 
third phytoplankton group to account for 
cyano bacteria. The actual model formu-
lation solves 16 state variables that are 
divid ed into 3 phytoplankton, 2 zooplank-
ton, 3 detritus, 3 sediment and 4 nutrient 
groups plus oxygen (Fig. 1). Primary  pro-
duction in ECOSMO  is limited by either 
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Figure 2. Phytoplankton production (in red) and wind speed (blue bars) in the Central Baltic Sea (left) and Northern 
North Sea (right), 5-year moving averages

biogeochemical environment of North 
Sea and Baltic Sea for a 60 years period 
(1948-2008). The aim of this computa-
tional deman ding simulation is twofold: 
We will present a new, consistent and im-
proved multi-decadal reconstruction of 
the ecosystem dynamics in North Sea and 
Baltic Sea and thereby provide the long-
est consistent hindcast reconstruction for 
the combined North Sea and Baltic Sea 
region. Our secondary aim is to identi-
fy changes which have taken place in the 
North Sea and Baltic Sea regime during 
the past 60 years. We would like to quan-
tify the multi-decadal changes and an-
swer the following questions: (i) Has the 
current regime undergone changes in the 
past 60 years? (ii) What changes occurred, 
and (iii) Can we attribute the identi fied 
changes to distinct changes in the forcing  
fields?

Primary production (PP) is the produc-
tion of organic compounds from ocean-
ic carbon  dioxide. Primary producers like 
phytoplankton require nutrients and light 
(solar radiation) for this process. The 
availability of those is rather limited due 

to light extinction and thermal stratifi-
cation in summer, both strongly vary-
ing and thus potentially basically impact-
ing the spatial and temporal variability of 
primary production. Especially nutrient 
availability is tightly coupled to environ-
mental conditions like e.g. advection and 
mixed layer depth, and hence, to atmos-
pheric forcing. 

From the reconstruction, it is possible 
to assess and compare the past climate 
states of primary production for the rate 
two seas for two complete climate peri-
ods of 30 years. We could identify domi-
nant long-term changes in the productivity 
in both seas with significantly higher pro-
duction in the recent 30 years compared 
to the earlier 30 years (Fig. 2). The time 
series clearly show that the model is able 
to reproduce regime shifts which earli-
er have been observed in the late 80’s as 
report ed e.g. by (Alheit, Möllmann, Dutz, 
Kornilovs, Loewe, Mohrholz, Wasmund). 
In the central Baltic Sea and the Northern 
North Sea, we simulated a pronounced in-
crease in PP. It was possible to attribute 
these changes to the strength of the wind 

nutrients or light and the three major nu-
trient cycles (nitrogen, phosphorus and 
silicate), important for simulating nu-
trient limitation processes in the Nordic 
marine ecosystems, are solved. In addi-
tion, a module for carbon chemistry has 
been implemented as earlier proposed by 
(Blackford, Gilbert 2007) which allows to 
simulate and project ocean acidification 
in a high CO2 world. To solve the model 
properly, boundary conditions at the open 
boundaries as well as land- and air-borne 
nutrient supplies need to be considered.

Lower trophic level production forms the 
basis of the food web in a specific ecosys-
tem and hence dominantly impacts fish 
population dynamics by bottom up pro-
cesses. Thus, the zooplankton serves as 
a catalyser for environmental impacts on 
e.g. fish survival rates and thus amplifies 
environmental impacts to higher trophics. 
Here we employed a model for Atlantic cod 
early life stages, where the zooplankton 
estimates from ECOSMO serves directly 
as prey for feeding larvae. The model has 
been structured as an Individual Based 
Model (Daewel, Peck, Kühn, St John, Alek-
seeva, Schrum;Schrum, St.John, Aleksee-
va). In this type of models, each individual 
is treated as an explicit entity to which sev-
eral attributes (e.g. developmental stage, 
fitness, feeding abilities) are assigned. 
These individuals are so called Lagrangi-
an drifters which are moving through the 
model grid based on estimated current 
velocities  and turbulence.

The simulated Atlantic cod individu-
als pass through life stages of egg, yolk-
sac and feeding larvae. The develop-
ment of the non-feeding life stages (eggs 
and yolk-sac larvae) was parameterised 
based on empirical (laboratory-derived) 
relationships, while the formulation for 
feeding larvae was based on a balanced 
bioenergetics approach, hence energy 
(food) intake, energy use (e.g. metabo-
lism, growth) and energy loss (excretion) 
need to be balanced. 

regime shifts
We have used the model to create a re-
construction of the hydrodynamic and 
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Figure 3. Cod reproductive volume (lower panel) & hypoxic area (upper panel) as calculated from ECOSMO model 
results.

forcing. In general, we found the PP cor-
related to both solar radiation and atmos-
pheric parameters and we identified this 
being the major driving factors rather than 
the direct nutrient supply from rivers.

From Environment to Fish
The annual survival of the offspring of 
a fish population in a specific region 
depends on a number of different 
conditions. Before recruiting into the 
exploitable fish stock, the individuals have 
to survive their early life stages (egg, yolk-
sac larvae and feeding larvae). During that 
stage, they are on the one hand strongly 
exposed to predation, but they additionally 
need supportive environmental conditions 
in terms of temperature, oxygen, drift 
pattern and, of course, prey. ECOSMO 
provides such spatially and temporally 
varying information from which we 
can derive potential survival areas for 
fish early life stages. For example, cod 
needs specific conditions in terms of 
temperature, salinity and oxygen to 
reproduce successfully in the Baltic Sea. 
In Fig. 3, the so-called cod reproductive 
volume  (CRV) is shown as estimated 
from model results. CRV is the primary 
parameter for success of reproduction 
and recruitment of the Baltic Cod. The 
results indicate a strong inter annual 
variability and a dramatic decrease in 
the mid 70’s with unfavourable conditions 
until 90’s. This unfavourable condition is 
governed by regime shift in the Baltic Sea, 
i.e. decrease of salinity in the deep basins 
and water exchange with North Sea. 
Additionally, we added a time series of the 
hypoxic area (HA) that is very important 
for the Baltic Sea ecosystem and which is 
negatively correlated to the CRV.

Fish larvae survival is strongly impacted 
by the variations in environmental con-
ditions. Larvae distribution is patchy in 
space and the potential larvae surviv-
al varies significantly between the years. 
Results from a larvae fish IBM for cod, is 
able to illustrate this quite well (Fig. 4).

Modelled larvae concentrations peak in 
specific regions of the southern North 
Sea, mostly related to fronts. These fronts 

are very specific not only in a hydro-
graphical (since they mark the interface 
between  different water masses) but also 

in an ecological way. Observations (Munk 
et al 1987) indicate that these areas are 
also highly productive and are favour able 

Figure 4. Upper panel: simulated average larval cod concentration in the North Sea in April, May and June 1997. 
Lower panel: simulated inter annual variability in potential larval cod survival in the North Sea (in percent). 
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Figure 6. Projected future changes of sea surface temperature (upper panels) and changes in phytoplankton pro-
duction (2070-2100)-(1970-2000 (lower panels)). The simulations were forced by two different GCMs from AR4 IPCC 
global climate projections for scenario A1B (IPCC, 2007),  results were obtained from Bergen Climate Model (BCM, 
left) and the French climate model IPSL (right) .

Figure 5. Model esti mated seasonal cycle of dissolved inorganic carbon (DIC; upper panels) and pH (mid panels) at 
a location in the central North Sea and in the Bornholm Basin (central Baltic Sea). Lower panels: differences in pH 
between simulati ons with a low atmos pheric CO2 (280 µatm) and a high atmos pheric CO2 (700 µatm).
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Central North Sea Bornholm Basin feeding  areas  for fish. Using the coupled 
model system, we are able to resemble  
the observed distributions and could 
project environ mental effects on larvae 
survival. 

ocean Acidification
CO2 increase in the atmosphere does 
not only potentially change the overall 
climate , but also increase the inorgan-
ic carbon content in the ocean by ocean- 
atmosphere gas exchange, leading to a 
decrease in ocean pH (Fig. 5). The acidifi-
cation of the ocean might have a number 
of implications on the marine ecosystem 
like e.g. changes in primary production 
and planktonic calcification (Blackford 
2010). Besides, it also has been shown 
that acidification has the potential to ef-
fect higher trophic organisms (Pörtner et 
al., 2004). But on the other hand, climate 
induced changes in primary production 
and coastal eutrophication would likewise 
impact the carbon content of the ocean 
and hence could alter the ongoing ocean 
acidification. We used the model to dis-
entangle the different effects and could 
separate the decrease in pH caused by in-
creasing atmospheric CO2 concentrations 
from other effects (Fig. 5). Specifically, 
the North Sea is impacted strongly by in-
creasing atmospheric CO2 concentrations 
and the effect  extends over the entire wa-
ter column, from surface to bottom.

Climate Change
Regional ecosystem modelling is more-
over used to downscale global climate 
change to the regional scale. High per-
formance computational resources and 
optimised and parallelized model codes 
allow thereby for so-called ensemble 
simulations with utilize forcing from dif-
ferent Global Climate  Models (GCMs) and 
hence, for assessment of uncertainties in 
projections. Such an exercise which uti-
lizes GCMs from AR4 model simulations 
(IPCC, 2007) has been performed with 
ECOSMO (Fig. 6 shows a sub-set of pro-
jections for illustrative purposes). The 
future simulations show an increasing 
temperature trend, which is consistent 
among the models, although varying in 
magnitude for different GCMs. However, 
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primary production trends are less con-
sistent. Modelled and projected changes 
in the North Sea show both, increas ing 
and decreasing trends and uncertainty in 
projections remains large.

Future Computational Challenges and 
demands 
The model data from these simulations 
will be made available to a wider research 
community (using the ICES framework, 
i.e. the Working Group for Operational 
Products www.wgoofe.org  or personal 
contacts) and products such as aggregat-
ed time series, index time series  like cod-
reproductive-volume (Fig. 3) or calculated 
potential larvae survival and distribution 

Figure 7. Modelling area for future applications .  2011 Dec 09 10:01:43      
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(Fig. 4), will be developed to address the 
needs of fisheries and environ mental sci-
entists (Berx et al 2011). To ensure effec-
tive distribution and to guarantee long 
term data availability, permanent and reli-
able data storage resources are required. 

Future simulation projects encompass 
the entire Nordic Seas together with the 
shelf seas and the Norwegian coastal 
region (Fig. 7). For applications like these,  
a significant increase in computational 
resources is required. The number of 
model grid points will increase by a factor 
of 10, and massively parallel computing is 
needed in the near future to address state 
of the art research and modelling tasks.
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the NotUr conference NOTUR 2012 Empowering Science is the eleventh annual 
gathering on high performance computing  and infrastructure for computational 
science in Norway, which this year is hosted by the University of tromsø (Uit) on 
June 14 – 15, 2012.

The conference is intended for everyone that works with 
compute- and data-intensive applications, or would like 
to know more about this field.

The NOTUR Gathering will this year focus on how we can 
translate the increase in compute capacity into more 
scientific production. Furthermore it will contain updates 
on the progress of the new grid and storage projects. 
A list of (international) speakers will present best 
practices and state-of-art approaches.  NOTUR2012 is 
an excellent arena to view and express new ideas and to  
   discuss opinions and share 

experiences with colleagues within the Norwegian HPC 
and storage community.

This year's conference is held in Tromsø, which gives 
the participants a unique opportunity to visit one of the 
most spectacular areas of Norway. Tromsø is located 
well above the Arctic Circle, with the midnight sun as 
one of the more spectacular features to experience 
during the conference.

The conference is free of charge. Note that the participants 
must cover travel and hotel expenses on their own.

more information about the conference  
and registration can be found at  
www.notur.no/notur2012

NOTUR2012 – Empowering science
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For more information 
about NotUr2012, go to  

www.notur.no/notur2012

NOTUR2012 -  
poster presentationNOTUR2012 – Empowering science
the organization committee of NotUr2012 
invites master- and doctoral students who 
are using computation ally and data intensive 
applications to present a poster at the 
NotUr2012 conference.

Students who would like to present a poster must submit an 
abstract in PDF-format by e-mail to notur2012@uninett.no

The abstract should include title, author(s), affiliation(s), and 
a description (at most two pages A4) of the work that will be 
presented. The description should summarize the objective 
of the work, the problem definition, the scientific approach 
(or solution method), results, and indicate the use of compu-
tational and/or data infrastructure for tackling the problem. 
The abstract and poster must be in English. 

Submission deadline for the poster abstract is May 25, 2012. 

People that have submitted an abstract will be notified about 
acceptance  by email no later than May 30. 

For a limited number of students that will present a post-
er at the conference , the organization will cover travel 
expenses  (Economy Class round-trip ticket from your home 
city in Norway , and hotel accommo dation in Tromsø). If you 
would like to apply for this, please specify this in the email 
together with the a bstract. 

A prize of 5000 NOK (Norwegian kroner ) will be awarded to 
the best poster. The winner will be announced on the closing 
day of the meeting. 

In addition to the conference, there 
will be a set of hands-on workshops 
covering the following topics: 
Schrödinger tutorial, performance 
analysis and tuning and debugging 
parallel applications. A more detailed 
description of each workshop can be 
found on the conference webpages. 
The workshops will take place in the 
days leading up to the conference (June 
11-13).
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PRACE Call for Proposals
The Partnership for Advanced Computing in 
Europe (PRACE) provides a persistent world-class 
High Performance Computing (HPC) research 
infrastructure for scientists and researchers from 
academia and industry. PRACE allows researchers 
to apply for access to high-end HPC resources from 
a series of hosting nations via a central peer review 
process. The fifth call for Project Access is now open, 
inviting applications for access to PRACE compute 
resources to carry out research that has high scientific 
quality and impact. Allocations will be for one year 
starting from November 1, 2012.

This call is also open to applications for projects 
lasting up to two years. The call also invites proposals 

for project access to national HPC (Tier-1) resources, 
via the Distributed European Computing Initiative 
(DECI).

The deadline for submission of proposals both for 
Tier-0 and Tier-1 is May 30, 2012.

There are six Tier-0 machines available for this 
call. Tier-1 machines that are available include IBM 
Blue Gene/Q and Blue Gene/P, Cray XT and XE, IBM 
Power 6, a range of large clusters including GPU 
resources, made available from Bulgaria, Czech 
Republic, Finland, France, Germany, Ireland, Italy, The 
Netherlands, Norway, Poland, Sweden, Serbia, Spain, 
Switzerland, Turkey and United Kingdom.

For more information about prAce calls for Access, visit http://prace-ri.eu
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The eInfrastructure Scientific Opportu-
nities Panel, appointed by the Research 
Council of Norway, is responsible for 
monitoring the development of scien-
tific use of eInfrastructure. 
In 2010, the panel produced a re-
port describing the Scientific Case 
for the eInfrastructure that can best 
serve Norwegian research groups and 
operational  forecasting from 2015. 
That docu ment was a prelude to the 
second (and final) report that now 
has been produced by the panel: the 
Norwegian  eInfrastructure Roadmap. 
The roadmap document covers current 

trends and new scientific  areas for eIn-
frastructure use, thereby taking into 
account  the opportunities  offered by ex-
isting and emerging large-scale inter-
national initia tives. The roadmap also 
makes some international compari-
sons and matches users  and applica-
tion areas  against services. The docu-
ment is intend ed for all stakeholders 
in Norwegian  eInfrastructure, includ-
ing users and support staff, while the 
recommendations are intended for 
decision  makers at universities, the 
Research Council, and the Ministry of 
Education and Research.

Norwegian einfrastructure roadmap 

the report can be downloaded at www.forskningsradet.no/evita

The EU-funded project HPC-Europa2 calls for proposals from 
researchers working in Europe to visit one of the seven HPC 
centres in its Transnational Access programme. The programme 
offers visiting researchers access to some of the most powerful 
HPC facilities in Europe, consultancy from experienced staff, and 
opportunities to collaborate with scientists working in related 
fields at a relevant local research institute. The programme 
covers travel costs, subsistence expenses and accommodation. 
Visits can last between 3 weeks and 3 months. The next closing 
date for proposals is May 15, 2012.

more information at www.hpc-europa.org

HPC-Europa2: 
call for research visits
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the Notur ii project provides the national einfrastructure for computational science in Norway

The infrastructure serves individuals  and 
groups involved in education and research 
at Norwegian universities , colleges  and 
research institutes, operational  forecast-
ing and research at the Meteoro logical 
Institute, and other groups who contri bute 

to the funding of the project. Consortium  
partners are UNINETT  Sigma AS, the 
Norwegian  University  of Science and 
Technology  (NTNU), the University of 
Bergen  (UiB), the University of Oslo (UiO) 
and the University of Tromsø (UiT). The 

project is funded in part by the Research 
Council of Norway and in part by the 
consortium  partners.
The Notur project is complemented by  
NorStore, a national infrastructure for 
scientific  data.

tNC2012 - tErENA Networking Conference 2012
21-24 may 2012, reykjavik, iceland
tnc2012.terena.org

NotUr2012
11-15 June 2012, tromsø
www.notur.no/notur2012

isc'12 - international supercomputing conference
17-21 June 2012, hamburg, Germany
www.isc-events.com/isc12

NorDUnet conference 2012
UNiNett conference 2012
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www.uninett.no/NorDUnet2012

eGi technical Forum
17-21 september 2012, prague, czech republic
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1st eUDAt conference
2nd eUDAt User Forum
5-8 November 2012, Barcelona
www.eudat.eu

sc 2012
10-16 November, 2012, salt Lake city, UsA
sc12.supercomputing.org
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