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E DITORIAL

As a result of the system upgrades implemented in 2012, Notur could
offer the scientific research community in Norway a substantial increase
in computing power starting from last October (allocation period 2012.2).
The use of this additional computing power is continuously increasing
and new scientific challenges are likely to be tackled with this availability.
From experience, adjustments to new resource capacities are rapidly
made in the community. However, the Abel (University of Oslo) and Vilje
(NTNU) resources still have a surplus of available computing capacity
and we therefore encourage users to apply for extra allocations if they
see a need for this. The Stallo resource (University of Tromsø), which
is approximately 91% allocated in the current period, will be further
upgraded this autumn.
A replacement of the NorStore data (hardware) infrastructure is well
underway. The new HDS system is installed and provides a more scalable
and energy efficient solution (a small upgrade has already taken place).
The total capacity of NorStore will increase by at least a factor of five in
2013, and later in the year a new additional national service for archiving
research data will be launched. The new storage resource, hosted by
our partner UiO, was officially inaugurated on 16 April by the Minister of
Education and Research, Kristin Halvorsen. The event marks the beginning
of what will hopefully become the start of a significant expansion of
resources and services for dealing with research data in the years to
come. In this respect, the new resource in NorStore is just the first step
in a series of anticipated additions in storage resources in Norway. You
will find more details about the upgrade in this edition of META.
Computing is entering more and more fields of science. At the same
time, the demand for entry level skills is growing due to the increased
complexity of the computational tasks and resources. This creates a
challenge for the dissemination of computing. The use of community
portals for task support and resource access may offer substantial
better user friendliness and contribute to the dissemination. However,
as computation portal is a service with internal mechanisms for access
and use of resources, there are some challenges to integrate portal
accounting with ordinary Notur accounting. These challenges are being
addressed, and our prediction is that we will see an increasing
number of communities using portals in the years to come. At the NeIC
conference in Trondheim 13-16 May there will be a specific workshop
dedicated to portals or science gateways.
An important part of a META edition is articles showing the scientific
usage of our installations. In this edition we have several contributions
from chemistry, life sciences and bioscience. Such articles are always
appreciated because they are examples of the real objective of the work
we are doing together. Thanks to all contributors!

F EAT U R ES

NorStore
has a great potential to grow
with the increasing demands for data
storage in the years to come.
With this procurement
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WHITE MATTER
White matter (WM) is the myelinated nerve fibers that connects and
carry nerve impulses between cortical areas in the brain. Understanding
the microstructure of WM is of vital importance in order to understand
normal WM development and aging, and WM diseases. One of the best
noninvasive methods to study WM is by using diffusion tensor magnetic
resonance imaging (DTI).
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DTI is a magnetic resonance imaging
(MRI) technique that is superior to
conventional MRI methods in detecting
WM abnormalities due to its ability to
assess the micro-structural organization
of WM (Basser and Pierpaoli, 1996). DTI
measures the Brownian motion of water
molecules in 20-30 directions throughout
the brain. The preferential direction of
water diffusion within cerebral WM
occurs along the major axis of a WM
fiber bundle. By identifying the main
direction of the diffusion in WM, DTI
can thus identify the direction of the
WM tracts (Basser and Pierpaoli, 1996;
Beaulieu, 2002) and make visual representations of the WM structures in the
brain called tractography maps (Figure 1).

Figure 1: Colour coded fractional anisotropy (FA)
map (A) and tractography maps of corpus callosum
on underlying structural MRI image (B and C).
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By using a diffusion tensor, we can also
calculate a diffusion parameter called
fractional anisotropy (FA) (Figure 1),
which represents the degree of directionality of diffusion in the fibers (Basser
and Pierpaoli, 1996). During brain maturation, aging or following injury, the
structural arrangement, quantity, and

permeability of the diffusion barriers
in WM change. These changes are
related to myelination, diameter, organization and packing of the axons (Neil
et al., 1998). FA can therefore serve as
indicators of brain maturation, aging or
injury, and can be used to predict neurological outcome (Hüppi et al., 1998).
Due to its noninvasive nature, DTI has
become the method of choice for many
scientists when studying either healthy
or diseased WM. However, when using
MRI and DTI, large amounts of data
are acquired. Furthermore, an increased
amount of studies include large cohorts
of participants to be able to find statistically significant differences between
healthy and diseased populations. Thus,
the number of images becomes large,
and there is a need for high performance cluster machines like the Notur/
stallo clusters to be able to perform the
analysis.
Our group (Trondheim fMRI group) has
used Notur/stallo to study WM in three

MATTERS

AUTHOR
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PRETERM BIRTH WITH VERY LOW BIRTH
WEIGHT (VLBW)
In Norway, approximately 900 preterm
children with VLBW are born every year.
This constitutes about 1.5% of all live
births, a proportion that has increased
gradually over the past decade. Most of
these tiny neonates (50-70%) now survive. Preterm birth with VLBW does however have an increased risk of WM injury
that are correlated to motor, sensory
and neuropsychological impairments
(Counsell et al., 2007; Inder et al., 1999;
Inder et al., 2005). The underlying biological mechanisms connected to the
neurodevelopmental deficits remains
unclear, but it is crucial to understand
these mechanisms for early diagnosis,
intervention and treatment for the VLBW
individuals.
The results from previous research from
the NTNU/St.Olav VLBW cohort and
from other international groups working
with preterm VLBW has demonstrated
reduced WM integrity compared to controls at term equivalent age, in childhood,
and adolescence (Vangberg et al ,. 2006).
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different cohorts: A longitudinal NTNU/
St.Olav study of preterm born very low
birth weight (VLBW) (birth weight ≤ 1500 g)
individuals and small for gestational age
(SGA) individuals, both at age 20, and
the health survey of northern Norway
(HUNT 3), where we have imaged 1006
healthy individuals aged 50-65 years with
MRI.

By following the NTNU/St.Olav VLBW
cohort into early adulthood, DTI analysis
on the stallo cluster demonstrated
significantly reduced FA in all major
central and posterior WM tracts compared with controls, indicating permanent damages in WM (Figure 2) (Eikenes
et al., 2011). Furthermore, the changes in
WM microstructure were also found to
correlate to IQ in the young preterm
adults, indicating also neuropsychological
impairments. Studies of normal WM
development has demonstrated that the
FA values increases rapidly in the first
few years after birth, followed by a more
slowly increase through childhood and
adolescence until it reaches its peak at
~30 years, and then declines through the
aging process (Lebel et al., 2012). This
natural FA development appears to be
disturbed by preterm VLBW.

Based on our results, we hypothesize
that the cerebral abnormalities seen in
VLBW infants are irreversible, and that
the neurologic sequelae of preterm birth
with VLBW is a lifelong condition inducing
structural and functional impairments
that will give rise to neuropsychological
problems in adulthood in VLBW survivors. We are at the moment conducting
further analysis on this cohort with
DTI-data from age 23, and will further
study WM deficits in the NTNU/St.Olav
cohort at age 27, to confirm or reject our
hypothesis of persistent damage.
SMALL FOR GESTATIONAL AGE (SGA)
Being born SGA (birth weight<10 th percentile) is also connected to decreased
WM integrity in newborns, and increased
increased risk for cognitive, motor, behavioral and psychiatric problems in
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Figure 2: DTI analysis demonstrated significantly decreased FA (in red) in several major WM tracts in the VLBW group
compared to the control group (Eikenes et al, 2011). Underlying image is the mean FA image of all the individuals in the
study.

childhood, adolescence and young adulthood (Evensen et al., 2007; Indredavik et
al., 2005; Lund et al., 2011). Although 10%
of all newborns fall into the SGA group,
this group has received limited attention
and the biological mechanisms connected
to the neurodevelopmental deficits remain unclear.
We therefore wanted to investigate
whether being born SGA at term affected
WM integrity in young adulthood (age 20).
By using DTI, we found that SGAs had
reduced FA in ventral association tracts
and internal/external capsules (Figure 3) (Eikenes et al., 2012). The results
show that being born SGA also leads to
definite WM microstructural changes in
adulthood, probably caused by reduced
number of axons and myelination present from birth and differences in WM
development. We also investigated the
relationships between FA and perinatal and prenatal factors, and found that
different factors modulate WM development in SGA and control groups. Intrauterine growth during the last trimester
and intrauterine exposure to smoking
had no measurable effect on WM integrity
in adulthood in SGAs in contrast to the
controls. Furthermore, alterations in WM
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structure had functional consequences
for the SGAs as FA values correlated
negatively with IQ, but a similar pattern
was not found in the controls.
Taken together, our results imply that
different factors modulate WM development in SGA and control groups, leading
to differences in WM microstructure
and intrinsic wiring properties between
the groups. Given the nature of the SGA
definition, marked differences in WM
in the 10% lowest BW cohort represents a substantial number of affected
individuals.

Figure 3: DTI analysis demonstrated decreased FA in the
SGA group compared to the control group in the right
(green) and left (light-blue) uncinate fasciculus/inferior
fronto-occipital fasciculus/inferior longitudinal fasciculus,
right external capsule (blue) and right anterior limb of
the internal capsule (Eikenes et al, 2012). Underlying
image is the mean FA image of all individuals in the study.

THE HEALTH SURVEY OF NOTHERN
NORWAY (HUNT)
Investigating the aging process and
gender differences of normal WM is
also important in order to understand
WM diseases. WM microstructure has
to a large extent remained unmapped in
general human populations, and the
results from existing DTI studies are
inconsistent. Thus, the need for further
investigations of WM in the healthy populations is high. The HUNT MRI study has
given us an unprecedented opportunity to
explore WM structure and connectivity
in a large, well described population,
enabling us to contribute important new
information in the area of brain anatomy,
and thus brain function, as structure and
function are closely connected.
The primary aim of this study is to investigate WM microstructure at the population level in a cohort of 1006 participants
between 50 and 65 years participating in
the MRI substudy of the Health Survey of
Northern Norway 3 (HUNT MRI), mainly
by making tractorgraphy maps of WM.
Tractography is normally conducted
manually based on a priori knowledge of
the WM tracts and their anatomy. However, performing manually tractography on 1006 individuals would be an extremely time consuming affair. We are
therefore currently working on a new
automated tractography method for
automatically segmenting the various
WM tracts (Visser et al, 2011). For the
analysis to be consistent across all the
individuals in the study, the analysis has
to be performed on the merged dataset
from all 1006 HUNT MRI subjects. This is
an enormous dataset, and we would not
be able to do this type of analysis without
the access to the Stallo machine. Figure 4
shows 8 different WM tracts from 5 individuals that were automatically clustered
in 100 HUNT MRI individuals analysed
at the same time, demonstrating promising result. We are currently working on

improving the analysis to be able to include all 1006 individuals at the same time.
Further, we will examine the effects of
sex and age on FA and WM volume in the
segmented fiber pathways. We will also
investigate the impact of risk factors for
and presence of cardiovascular disease,
and finally we will use imaging genetics
principles and explore the association
between candidate genes and WM structure at the population level.
FUTURE PERSPECTIVES
WM has an important role in many different
diseases. It is therefore important to study
WM in healthy individuals in order to understand how the WM microstructure
differs through development and aging,
and to be able to compare healthy individuals to diseased groups. Furthermore,
the use of MRI in large cohorts acquires
enormous amounts of data, and the need
for cluster machines like the Notur/stallo
facilities will increase in the future.
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Figure 4: Tractography results showing the following 8
white matter structures in 5 of 100 HUNT MRI individuals
that were automatically clustered at the same time:
corpus callosum, cingulum, superior longitudinal
fasciculus, inferior longitudinal fasciculus, inferior
fronto-occipital fasciculus, corticospinal tract and
optical radiation.
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NORSTORE
upgrade 2013
The national e-infrastructure project for research data,
NorStore, started operations in 2008 following the procurement
of two Sun StorageTek systems. Located at NTNU and UiO,
the system offered a total of 1.2 PB data storage capacity, of
which 800TB is accessible to national communities through
NorStore. This system has proven to be a very reliable facility
that has served the community well for five years. No loss of
data has been recorded during its lifetime, something which
is partly attributed to the fact that it has been a professionally
operated Enterprise-level system. While durable, it is time to
replace the NorStore hardware with a system which is more
energy efficient, scalable and better tuned to the strategic
vision of NorStore and community requirements – two of
which are archival functions and a much needed increase of
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capacity.
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THE BEGINNING OF A NEW ERA
The NorStore investment covers three
basic components; i) disk-storage, ii) tapestorage and iii) dedicated equipment and
tools for sensitive data services. The diskstorage is powered by two Hitachi Unified
Storage VM (HUS-VM) controllers, providing both block- and file-based storage
(serving both local and national infrastructure). The initial NorStore capacity
is 1 PB, but will be increased to 1.5 PB
before the summer. The tape-storage
is provided by a T-Finity Enterprise tape
library system from Spectra Logic. The
tape-robot system consists of three racks,
four TS1140 tape drive units, nearly a
thousand tape units and a QStar Archive
Manager to enable virtualized tape
libraries. The initial NorStore tape capacity is 3 PB. The storage system was
inaugurated by the Norwegian Minister
of Eduacation and Research, Kristin
Halvorsen, on 16 April 2013.
Some readers may find it odd that the new
system does not represent a significant
increase in disk capacity. This is a result
of the fact that NorStore has prioritized
the acquisition of a new tape-robot
system for the long-term archiving of
research data. Such systems have a

ta
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Figure 1. The NorStore
data life cycle plan,
illustrating the applicability
on the two major services
to be provided.

relatively high entry cost, while expansion
will be significantly less per storage
capacity unit than its counter part, the
spinning disks. The NorStore budgeted
acquisition of new hardware for the project
period (2010-2013) was 12 MNOK. The
T-Finity tape-system is scalable to a
formidable 1.2 Exabyte (uncompressed)
storage capacity in a multi-frame configuration with the current drive technology (TS1140). With this procurement
NorStore has a great potential to grow
with the increasing demands for data
storage in the years to come.
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UNINETT Sigma AS leads the national
e-Infrastructure consortium with the four
major universities participating as partners. The University of Oslo (UiO) and its
IT department (USIT) play a principal role
in the NorStore project and conducted
the specifications and procurement process for the new storage system. A call for
tenders was prepared during the first half
of the year and closed on 5 Sep. 2012. By
the closing date, offers from six vendors
had been received. As none of the bids
complied with the full set of requirements
in the call, all bidders were subsequently
invited to negotiations which led to the
pre-selection of three vendors. In early
December, following a thorough and
detailed evaluation of all revised bids,
UiO announced that Hitachi Data Systems
(HDS) won the call. Although the call also
included local storage requirements at
UiO, the dominant component was the
large capacity storage requirements of
NorStore and the WLCG (Tier-1) projects.

ces

project area

data creation

NATIONAL DATA INFRASTRUCTURE
NorStore seeks to provide the necessary
tools and resources to enable researchers
to perform their tasks as efficiently as
possible, while also securing the data
for future re-use. The acquisition or production of research data may represent a
very significant cost and can occasionally
form the basis for important political or
nationally strategic decisions. It is therefore a requirement, from user communities and policy makers alike, that research
data be archived in a secure and reliable
manner. These aspects and more are all
considered in the NorStore data life cycle
plan, (Figure 1) which forms the basis for
two primary services; the project data
work area and the national research
data archive (these services are further
detailed in META nr. 3/2012, pages 4-8).

pro
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The new storage system was inaugurated by the
Norwegian Minister of Eduacation and Research,
Kristin Halvorsen, on 16 April 2013.
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The technological developments of the last
century can to a large extent be ascribed
to advances in the field of materials
science. This is particularly evident in the
development of renewable energy technologies such as fuel cells, gas separation
membranes, photovoltaics and batteries,
which all have the potential of reducing
greenhouse gas emissions. Such technologies rely on developing materials with
very specific functional properties that
can be tailored and optimised to meet the
requirements of the different applications.
Optimisation of these functional properties again requires a fundamental understanding of their origin, which is linked
to the behaviour of the material at an
atomic level. A broad class of functional
materials intended for energy technologies
are crystalline oxides, in which each ion
resides in specific positions in an ordered
crystal lattice. Such crystalline materials
are, however, rarely perfect, and often
contain a large number of imperfections
or defects. Defects do not only affect the
functional properties of materials, but
also in many cases completely determine
them. In this contribution, we shall focus
mainly on modelling defect properties

of oxides intended for fuel cells, gas separation membranes and semiconductor
technology.
Hydrogen, the most abundant element in
the universe, is not a common constituent
of oxides. It may however be incorporated
as a protonic defect in the oxide ion host
lattice (Figure 1) from hydrogen containing
gases in the surrounding atmosphere,
notably H2(g) or H2O(g). Certain oxides
retain these protonic defects even at temperatures up to 1000 °C, and may display
the functional property known as proton
conductivity and find potential application
in proton ceramic fuel cells (PCFC) and
hydrogen separation membranes. A PCFC
is a device that converts the chemical
energy stored in a hydrogen containing
fuel, such as H2(g), directly to electricity.
A PCFC is built up of three basic components; an anode, a cathode and a ceramic
electrolyte. The electrolyte conducts protons and is at the same time resistive with
respect to electronic charge carriers. The
electronic charge carriers are therefore
forced through an external circuit where
they may be utilised to do electrical work.
A hydrogen separation membrane is in

understand the atomic arrangement and
stability of defects in more complicated
oxides in which there might be certain
degrees of disorder. Such disordering can
typically be site-sharing between different
cations or partial occupancies of oxygen.
The behaviour of protons and other defects
in such oxides can thus be more difficult to
understand and simulations can therefore
help in elucidating information about their
interactions in the structure [2, 3].

Figure 1. A protonic defect
(pink) in the proton conductor
LaAsO4, consisting of AsO 43tetrahedra surrounded by
the yellow La3+ ions [1]. The
proton is covalently bonded
to a single oxide ion, but the
charge density stemming
from the defect is also
partially delocalized over the
entire AsO 43- unit. The defect
is therefore an extended
defect and better described
as a hydrogen arsenate ion,
HAsO 42-.

principle very similar to the electrolyte of
a PCFC. The main difference between the
property requirements of the two devices
is that a membrane should transport an
entire H2 molecule through it, and therefore be able to conduct both protons and
electronic defects. Such membranes may
therefore extract H2 directly from methane
or other components of natural gas, and can
potentially be used in membrane reactors
or pre-combustion CO2 free gas power plants.
Although there are several proof-ofconcepts for implementation of proton
conducting oxides in PCFCs or ceramic
hydrogen separation membranes, largescale application is currently limited by the
low proton conductivity of ceramic oxides.
Most state-of-the-art proton conductors
are members of the perovskite family of
oxides such as acceptor doped BaCeO3 and
BaZrO3, with proton conductivities peaking
in the temperature range 600-1000 °C.
Despite extensive efforts, the search for
new proton conductors in the last decade
has only yielded a handful of promising
candidate materials. There is also a plethora
of possibilities to optimise the proton
conductivity of existing materials in terms

of choice of dopant, composition and microstructure. However, the proton conductivity
of oxides does not in general depend on such
factors in a simple manner, and what seemingly maximises the proton conductivity
of one series of oxides may not necessarily apply to structurally different series.
In order to fully understand the proton conductivity of oxides, we need to
understand the materials at an atomic
level, in which experimental techniques
alone come short. In the last decade, there
has therefore been a tremendous upsurge
in the use of computational first principles
calculations within the field of materials
science. The most commonly adopted techniques are based on Density Functional
Theory (DFT), which allows modelling of
reasonably sized systems consisting of
up to 1000 atoms. DFT techniques allow
us to study the atomic arrangement and
the behaviour of protons in oxides at an
atomic level. This can for instance yield
information regarding the preferred proton positions in the oxide lattice and
can also be used to assess the effects
of compositional changes on the proton
stability. Furthermore, DFT allows us to

UNDERSTANDING PROTON CONDUCTORS
In certain so-called oxygen deficient
oxides, protons may be incorporated inherently by reaction with water vapour.
In most oxides, however, incorporation
of protons rely on substituting one of the
host cations with a lower valent cation,
known as acceptor doping. This thus gives
rise to an effective negative charge, which
can be charge compensated by the positively charged protonic defects. Doing this
allows us to enhance the proton concentration of the oxide and is ultimately only
limited by the dopant solubility, which represents the theoretical maximum proton
concentration. Whether or not the oxide
actually absorbs protons is, however,
determined by the thermodynamics of
hydration. Hence, an oxide intended for
PCFCs or membranes should both have
a high dopant solubility and favourable
hydration thermodynamics. Although we
have empirical correlations between an
oxide’s composition and hydration thermodynamics, the underlying fundamental
aspects governing the stability of protons
is difficult to assess from experiments
alone. The dopant solubility may in addition
vary orders of magnitude depending on
the dopant and the structure of the oxide,
and the optimal dopant choice therefore
differs from oxide to oxide. From highly
accurate DFT calculations, we study trends
in the hydration thermodynamics of a
large number of oxides without any
empirical assumptions. This means that
we also can relate these parameters and
trends to for instance the strength of
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cation-anion bonds, structure and composition of the oxides. Further, we are able
to optimise the dopant choice in a given
oxide by screening the dopant solubility
and their interaction with protons for a
large number of different dopants in an
effective manner. There is an increasing
number of theoretical studies showing
that such techniques give thermodynamic
properties in reasonable agreement with
experimental results. We are therefore not
only able to determine the underlying relationship between a materials’ composition
and hydration thermodynamics, but may
also predict new materials that could be
suitable candidates for PCFCs or hydrogen
separation membranes [4, 5].

Figure 2. Atomistic diffusion path of a proton in the
double perovskite La2MgTiO6 [6]. Macroscopic diffusion
of protons through the crystal involves a series of
jumps between the two global minimum energy positions
(site a) in the figure. While path a-g and b-f represent
a proton jumping between oxide ions, path g-d-b and
f-a involve rotation and reorientation of the proton
itself. This type of diffusion mechanism is typically
referred to as the Grotthuss mechanism.
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The most promising proton conducting
oxides usually have a high concentration
of protons, and simultaneously exhibit
high proton mobility. The mobility of protons in oxides is often found to be affected
by many of the same parameters that
affect their concentration. Unfortunately,
a material with a high proton concentration does not necessarily exhibit the
highest proton mobility. Protons diffuse
through the oxide lattice by jumping from
oxide ion to oxide ion (Figure 2) [6] in an
activated process and the proton mobility
therefore greatly depends on the structure
of the material at an atomic level and the
dynamics of the oxide lattice. In addition
to being affected by the structure of the
oxide, many point defects in the lattice,
even the introduced dopant, may effectively
trap protons in stable complexes which
could have large impacts on the macroscopic proton conductivity. First principles
(DFT) molecular dynamics simulations
allow us to track the diffusion pathway of
protons in detail. Combined with methods
for studying reactions paths (such as
the Nudged Elastic Band method), this
enables us to determine how small compositional and structural changes affect
the proton diffusion and mobility at an
atomic level.
MICROSTRUCTURAL AND NANODIMENSIONAL ENGINEERING
In addition to optimisation of dopants,
composition and structure, microstructural
engineering may also have drastic effects
on the defect properties of oxides. In fact,
one of the major obstacles with regards to
practical implementation of for instance
acceptor doped BaZrO3 in PCFCs is a grain
boundary resistance which far exceeds
the bulk resistance, thus ultimately lowering the total proton conductivity. This
has experimentally been indicated to be a
result of effectively positively charged
grain boundary cores, which significantly
lower the concentration of protonic defects
in the surrounding space charge regions.

With DFT we model simplified versions of
such grain boundary interfaces (Figure 3)
and study the defect thermodynamics of
the interface compared to the bulk oxide
[7]. The calculations have shown us that
the high grain boundary resistance is a
result of accumulation of oxygen vacancies
and protons in the grain boundary cores
under dry and wet atmospheric conditions,
respectively. The calculations further allow
us to explore possible strategies in
order to suppress this accumulation, for
instance by dissolution of foreign elements
such as nitrogen in the interface region.
While most grain boundary interfaces have
a negative effect on the performance of
proton conductors in PCFCs, it has been
suggested that dissolution of metal nanoparticles among the surrounding oxide
particles could have the opposite effect.
The idea is that the concentration of positively charged defects such as protons
is greatly enhanced in the space charge
region close to the electron-rich metal
nanoparticles. However, little is known about
the influence of such nanoparticles on the
behaviour of protons at an atomic level.
Simulation of such oxide-metal interfaces
(Figure 4) allows us to determine how protons behave close to the metal region, and
thereby predict whether the metal nanoparticles have the desired effect of enhanced defect concentrations. Determining the extension of the space charge
regions from the nanoparticles would
enable us to predict the size and amount
of nanoparticles needed to turn the entire
oxide into such regions with enhanced
defect concentrations.
SEARCHING FOR THE HIDDEN,
EXOTIC HYDROGEN
Traditionally, the functional properties of
proton conducting oxides are ascribed to
diffusion of the positively charged simple
protonic defecta. There are, however, experimental reports indicating that the chemistry of hydrogen in oxides could be slightly

Figure 3. A cross section
of grain boundary (GB)
interface model of the proton
conductor BaZrO3 where Ba
is shown in yellow, Zr in grey
while oxide ions are red [7].
In order to simulate defects
in both the bulk region and
the GB itself, the model
should be large enough to
capture the physics of both
regions, often requiring
models of several hundred
atoms.
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more intriguing [8]. When dissolved in a
pure metal, hydrogen eventually leads to
the formation of hydride phases, in which
hydrogen exist as the negative hydride ion.
Partial oxidation of such phases results in
so-called oxide-hydrides in which oxide
and hydride ions coexist in the anion lattice. There is therefore in principle nothing preventing hydride ions from taking
the place of oxide ions in our traditional
oxides under strongly reducing conditions.
The stability and even presence of such
defects is somewhat difficult to determine
experimentally as they are stable under

Figure 4. Slab model of a metal-oxide interface
between the proton conductor SrZrO3 (bottom) and Pt
metal (top) [10]. Contrary to a bulk oxide where the
proton bonds to an oxide ion, the calculations show
that protons will tend to accumulate in the metal-oxide
interfaces, in the form of reduced hydrogen species.

GB

bulk

conditions where electrons dominate the
electrical properties completely. However,
DFT calculations allow us to explore both
the charge state, equilibrium concentration and transport properties of such and
similar exotic defects [9], which could pave
the way for future development of exotic
proton and hydride ion conducting oxides.
COMPUTATIONAL CHALLENGES
Modelling defects in oxides such as in
the presented examples is connected with
many computational challenges. Determination of defect thermodynamics relies
on exploring the entire potential energy
surface of all involved defects in the
oxides, which for small ions such as protons, requires extensive calculations.
Furthermore, accurate, computational
defect thermodynamics require modelling
dilute defect concentrations, or in other
words using atomic models with a
sufficient amount of atoms to avoid
defect-defect interactions. With the
existing e-Infrastructure, defect calculations by traditional DFT techniques
are limited to 1000 atoms at most. Many
functional oxides are also so-called
strongly correlated systems, which are
poorly treated by traditional DFT techniques. Although this partly can be
circumvented by using hybrid DFT
Hartree-Fock methods, such calculations
are more computationally demanding
which effectively limits the size of our
models to below 200 atoms. Furthermore, mobility and transport properties

of protons in oxides may be modelled
by first principles molecular dynamics
simulations, which require long simulations to obtain a sufficient amount of
trajectories of the diffusing species. In
conclusion, further strengthening the
predictive power of defect modelling by
first principles techniques requires an
e-Infrastructure that allows modelling
using larger atomic models and the use
of more accurate hybrid-DFT methods.
Acknowledgement Computational facilities
were made available by the Norwegian
Metacenter for Computational Science
(NOTUR).
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Arctic marine mammals are among the
most iconic animals of marine ecosystems and attract particular attention in
discussions on the effects and consequences of climate change. Many arctic
mammals are in one or another way
associated to or dependent on arctic
sea-ice, and thus are expected to be
very sensitive to anthropogenic impact
and/or environmental change (Kovacs
et al. 2011). Life-spans of sometimes
more than 100 years and long generation
times along with a complex geographic
distribution have hampered our understanding of their life history and longterm responses to an ever changing
environment. In recent years, researchers
have tried to use genetic information for
inferring population history and past
demographic changes in arctic marine
mammals. Although at first glance rather
straightforward, this approach is for many
reasons not necessarily an easy task. The
obtained estimates usually rely on the
application of particular models, which
all have specific underlying assumptions. If these assumptions are violated
any conclusions are error-prone. Analyzing individuals of long-lived species with
overlapping generations sampled over
evolutionary and ecological timescales
is challenging but may overcome many
shortcomings of short-term snapshot
studies. However, from such analyses
important population parameters such
as changes in population size, genetic
diversity, and gene flow, may be estimated
more accurately.
But how can this be achieved? Ancient
DNA (aDNA) analyses of historic samples
may open for directly assessing changes in
genetic diversity through time, without the need for model-based and sometimes error-prone inferences backwards
in time. The necessary methodology has
been developed within the last 2530 years. Although technically still
a demanding line of research, aDNA
methods have become more standardized.

Although not commonplace yet they are
currently rather widely used in ecological
and evolutionary research. Some aDNA
studies attract particular attention of
the public and the media. This is first of
all depending on whether the targeted
organisms are for whatever reason
considered fancy. Research on the genetic
differentiations of Neandertals and anatomically modern humans, or the
genetic identification of famous historic
figures such as e.g., the Egyptian pharaoh
Tutankhamun or the English king Richard
III may serve as examples.
There is some discussion what the term
aDNA actually refers to. Some authors
prefer an age-based definition. However,
with the exception of the extensive work
on the Pleistocene megafauna, most
research on old samples focuses on
historic (10s to 100s of years old) rather
than ancient (1000s of years old) timescales. Other authors prefer a more pragmatic approach such as “DNA recovered
post-mortem from non-ideal biological
material” as phrased by Foote et al. (2012).
In any case, aDNA work usually implies a
high degree of degradation of the involved
samples both in terms of quality and
Particular precautions against sample
contamination during the experimental
procedures are therefore mandatory.
THE SPITSBERGEN STOCK OF BOWHEAD
WHALES
Bowhead whales (Balaena mysticetus)
are baleen whales that inhabit arctic
and subarctic regions of the Atlantic
Ocean, and the Bering, Beaufort, Chukchi
(BCB) and Okhotsk Seas. With a length of
ca 20 meters and a body weight of up to
100 tons they are among the largest animals ever lived on the planet. Today, four
geographical stocks are recognized by
the International Whaling Commission
(IWC), first of all for the purpose of appropriate management of endangered populations. The bowhead whales are closely
associated with the sea ice edge, and

this has throughout the Holocene caused
natural fluctuations in the distribution and
bundance in response to climatic changes.
Some 10,000 years before present (BP)
bowhead whales moved into the Arctic
Ocean via the Bering Strait and seasonally
colonized the eastern Beaufort Sea. They
reached maximum abundance between
10,000 and 8,500 BP, and migration between Pacific and Atlantic bowhead whale
stocks was unrestricted in some periods
depending on the sea ice conditions.
The Spitsbergen stock of bowhead whales,
which is distributed in the waters surrounding Svalbard, i.e. in the Greenland,
Norwegian, Barents, and Kara Seas, presumably is believed to originate from a
refugium in the eastern North Atlantic.
It was once the largest stock but heavily
depleted by commercial whaling. The commercial hunt of bowhead whales around
Svalbard started in the early 18th century,
and the last four specimens were caught
north of Svalbard in 1932. There is some
discrepancies in the estimated population size before whaling; depending on
the authors the estimated range between
25,000 and more than 100,000 individuals.
Whatever the pre-whaling stock size,
after cessation of the hunt the Spitsbergen
stock was considered exterminated.
Today, there are only sporadic observations of bowhead whales in the area (Wiig
et al. 2010), and the stock is considered
“critically endangered” by the IUCN. This
also means that there is hardly any contemporary material available for investigating the genetic structure of the stock.
However, bowhead whale bones are commonly found at many places at Svalbard
(Figure 1), and many of them have been
collected and used for scientific purposes
such as the dating of the raised beaches
throughout the archipelago. Earlier studies
(Borge et al. 2007) demonstrated excellent DNA survival in these up to 50,000
years old bones. They had a ca 95%
success rate when they studied bone
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samples from 99 bowhead whale individuals for assessing the genetic diversity
of the historic Spitsbergen stock. At first
glance the high success rate may perhaps
be surprising, but given that the samples
had been stored at almost permafrost
conditions, the results were pretty much
in line with what was observed in other
studies. However, Borge et al. (2007)
analyzed only a rather short, 453 basepairs (bp) long region of the mitochondrial control region (CR). They reported
a very high haplotype diversity along
with a very low nucleotide diversity. The
observed genetic diversity of the historic
Spitsbergen stock was very similar to
that detected in the contemporary BCB
population suggesting that the historic Spitsbergen stock — before the
severe bottleneck caused by whaling —
did not have substantially more genetic
variation than extant bowhead whale
stocks. Recently, McLeod et al. (2012)
used a similar approach on the historic
Central Canadian Arctic whales as Borge
et al. (2007). They also noted a very high
success rate in analyzing ancient samples, as well as similar levels of haplotype and nucleotide diversity as observed
in the previous studies. Unfortunately,
the analyses of mitochondrial CR data
suffer from two major shortcomings:
there is a very high haplotype diversity
which makes comparisons between
stocks difficult, and the assumption of a
mutation-drift equilibrium is very likely
violated, which implies that the models
used for interpreting the data may not
hold. The CR is a rapidly evolving region
with at the same time highly heterogeneous mutation rates among the various
sites. Further, there are certainly many
transient mutations that on the one hand
may be detected but have little implications for the structure as they will be lost
from the population almost immediately.
Nevertheless, such transient mutations
will increase the genetic diversity estimates. In a recent aDNA study on old
bowhead whale bones from the Central
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Figure 1. Bowhead whale bones on an elevated beach at Edgeøya, Svalbard. Photo: Øystein Wiig

Canadian Arctic ranging in age from
450 to 10,000 BP, McLeod et al. (2012)
analyzed the genetic variation of the
mitochondrial CR and found some signatures of population expansion for bowhead whales. Despite the aforementioned
studies and given the shortcomings of the
mitochondrial CR as a molecular marker,
the structure and differentiation has never
been addressed properly for historic
bowhead whale populations.
PALEOGENOMICS OF BOWHEAD WHALES
Studies of aDNA in marine mammals in
general are relatively scarce. In recent
years, the extraordinarily rapid development of high-throughput next-generation
sequencing (NGS) has opened up
an arena for extended paleogenomic
research. These methods enable sequencing of millions of bp from highly
degraded ancient samples. The usual
degradation of aDNA is of much less concern when using NGS applications than
with conventional methods. By obtaining
high coverage of sequences, genomes can

be assembled with rather high accuracy
despite the extremely fragmented nature
of DNA in the ancient samples. Moreover,
with NGS applications there is relatively
little experimental manipulation of samples prior to NGS, which may significantly
reduce the risk for sample contamination.
The avenue for paleogenomic analyses to
study population changes through time
seems no longer limited by the technology,
but only by temporally spaced high quality
samples with reasonable DNA survival.
In a recent study we aimed at using NGS
to investigate the hundreds of bowhead
whale bones collected from the elevated
beaches of Svalbard. As NGS is rather
expensive, in the first phase of the
project we aimed at identifying the
most promising samples with the best
DNA survival. This turned out relatively
straightforward and easy when employing
simple test PCR reactions. In short, using PCR we attempted to amplify specific
regions of the genome, and the basic
assumptions were (i) the higher the yield

of the test PCR the higher the number
of suitable target molecules in the DNA
extract, and (ii) the higher the number of
target molecules for PCR the better the
DNA survival. It turned out that in ca 10%
of the bone samples DNA survival was
so good that the DNA extracts could be
subjected to NGS without the need for
further enrichment procedures.
The NGS was outsourced to GENterprise
GENOMICS, Mainz, Germany, on a HiSeqTM
2000 (Illumina) platform. Sequencing
was performed in a paired-end mode,
i.e. each DNA fragment was sequenced
from both ends, with a read-length of 100
bp. The DNA of each sample was labeled
with specific tags, i.e. short adapters with
a unique sequence for each sample were
added. The samples were subsequently
multiplexed to a reasonable extent, i.e.
they were mixed in a controlled manner
and analyzed simultaneously in order
to reduce costs. Eventually we obtained
several million DNA sequence reads per
bone sample.
For obvious reasons, the sheer amount of
sequence information that was returned
from NGS called for efficient tools and
hardware for data-processing as it is impossible to handle this manually. So, while
in principle straightforward, the approach
of filtering and subsequent mapping of
the relatively short NGS reads to known
reference sequences is computationally
demanding. In order to complete analyses
in a reasonable time frame the distribution of computational tasks to a number
of processors (cpus) is essential. We used
the Titan and from autumn 2012 the Abel
High Performance Computing facilities
at the University of Oslo, Norway.
Access to the required facilities has been
granted earlier by Notur – The Norwegian
Metacenter for Computational Science.
The core tool in the bioinformatics pipeline was the software MIRA v3.4 (Chevreux
et al. 1999), which was originally developed for the analysis of much smaller

NGS datasets as for example generated
for bacterial genomes. Without access to
the Abel (and earlier Titan) high-performance computer cluster, where MIRA was
conveniently pre-installed, the application of the program for such large datasets as generated in the current study,
would have been impossible. MIRA is
notoriously “memory hungry” and ~30
GB RAM can be regarded as the absolute
lower memory limit for successful analyses of datasets as ours. Why then using
such a resource demanding software?
Its versatility makes it a superb tool for
almost any bioinformatics analysis pipeline for NGS data.
In a first step, we aimed at obtaining complete mitochondrial genome sequences
for each sample. The mitochondrial
genome of two bowhead whale individuals
was sequenced earlier, and the respective nucleotide sequences can be obtained
from the GenBank (ncbi.nlm.nih.gov)
database. These sequences served as
references during the downstream analyses. The mitochondrial genome of bowhead whales is 16,390 bp long but some
minor individual length variation occurs

between individuals. We screened the
readpools for sequences that match the
reference sequence with reasonable similarity while still allowing for some variation. The matching sequences were then
removed from the pool and aligned to
the reference (Figure 2). However, we
were not only interested to have each
position of the reference covered by only
one read, but aimed at a coverage of at
least 10 to 50 times, which is equivalent to
ca 2,000 to 8,000 mitochondrial reads per
sample. This will ensure that read specific sequencing errors can be identified
and corrected. Finally, the identified reads
can be assembled into a mitochondrial
genome sequence.
FUTURE PERSPECTIVES
By today we have successfully sequenced
the mitochondrial genomes of 15 historic
bowhead whales from Svalbard, the
youngest only ca 210 years and the oldest
ca 8,925 years old. The outcome indicates
that the selected strategy is straightforward. In a next, but bioinformatically even
more demanding step, we will analyze
the NGS reads obtained from the nuclear
genomes of the selected samples. As

Figure 2. Mapping of 2 x 100bp paired-end HiSeq 2000 (Illumina) NGS reads of the ancient DNA extract of bowhead
whale BW26 to the mitochondrial reference genome (GenBank entry AJ554051) using the software MIRA. BW26 is
ca 7,680 years old and there was an average coverage of the mitochondrial genome of 46.8.

17

a first step, the NGS reads need to be
assembled into contigs, i.e. genomic
regions that are bioinformatically identified through overlapping reads. Given
the genome size of bowhead whales and
the number of obtained reads per sample,
it is only a small fraction of the genome
that will be represented in such contigs.
We aim at those that are represented in
many samples and look for genetic variation within, first of all single nucleotide
polymorphisms (SNP). Such analyses,
however, will be even more resource
demanding than the assembly of mitochondrial genomes. For these analyses
the availability of a reference genome for
guiding read assignment and assembly
would be of uttermost help because it
would dramatically decrease the needs
for computing power. Then the “memory
hungry” program MIRA mentioned above,
can be used. The publication of a suitable reference genome, either for the
bowhead whale itself or the related humpback whale (Megaptera novaeangliae),
is expected in the very near future. However, the results of the MIRA mapping
assembly need to be reconciled with
results obtained by a classical de-novo
assembly approach. For this purpose we
will use the wgs (whole-genome shotgun)
assembler Celera (Myers et al. 2000).
Although regarded as another “heavy
weight” in terms of memory requirements
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the program has been the de-novo
assembler of choice in numerous mammalian genome projects. Other software
such as SAMtools (Li et al. 2009) will be
needed for SNP identification. All analyses
will benefit from access to high performance computing facilities. Parallelization will significantly reduce the required
computing time. The high-performance

computer cluster Abel is perfectly suited
for the purpose.
We can conclude that paleo-populationgenomics of the Spitsbergen stock of bowhead whales allow for an in depth analysis of processes that shaped the genetic
structure of the population and the suitable dataset for doing so is in reach.
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FISHING AND
THE INTERPLAY
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Harvested populations are under strong pressure by a number of forces.
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Fishing has lead to age truncated spawning stock biomass (SSB), at
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the same time, climate change can affect ecological processes as
recruitment and individual growth. Overall, this may make the populations
less resilient, and more susceptible to larger perturbations, such as
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an oil spill. Furthermore, it has been shown that evolution may occur
sufficiently rapid to interact with ecological processes: Most notably and
observed in many harvested populations, fish stocks experiencing high
fishing mortality mature earlier and at a smaller size. These life-history
changes may lead to economic repercussions for society. Our research
findings emphasize that uncertainty and the biological complexity of
the resource system may result in unintended consequences, including
unanticipated costs. This article describes interdisciplinary research
projects on the effects of fishing and the interplay between ecology,
evolution and economics. Answering our research questions require
heavy computational resources.
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Northeast Arctic cod (NEA cod) is the
world largest stock of Atlantic cod
(Gadus morhua), and an important economic resource where more than 50% of
the Atlantic cod sold worldwide comes
from the Barents Sea. In 2011, the recorded
catch was about 700,000 tonnes with
a value of about 3.9 billion NOK for the
Norwegian cod fishery, with an equal
amount for Russia. The NEA cod is distributed in the Barents Sea and along the
Norwegian coast. The fish mature at about
6 years of age and then migrate out of the
Barents Sea to spawn further south in
various locations off the Norwegian west
coast. The largest spawning site is located
around the Lofoten islands and spawning cod is referred to as “skrei” in Norwegian. After about 3 months, the mature fish return to their feeding grounds
in the Barents Sea. Cod recruitment appears to have become more dependent on
favourable climate in the year of spawning over the years (Hjermann et al. 2007).
Climate may also affect the distribution
of species, where warmer climate may
trigger capelin to move northeast,
and cod may follow them (their key food
resource) into Russian waters (Roderfeld
et al. 2008).
HARVESTING, SPAWNING STOCK BIOMASS AND MANAGEMENT
The fishing pressure shifted with the
technological change in the 1930s: the
fishing fleets became dominant on the
feeding grounds (the Barents Sea). In some
years after the 1960s, the probability of a
cod caught by fishing gear could be above
70% per year on the feeding grounds (M.
Heino unpublished data, Eikeset et al.
2010). At the same time, the harvest pressure on the spawning grounds (around the
Lofoten islands) decreased from 50% to
10%. However, the total fishing pressure
increased and as in many other exploited
stocks, the spawning stock biomass
(SSB) in NEA cod became dominated by
younger and smaller fish (Marshall et al.
2006, Ottersen 2008) (Figure 1). During
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the last decades, the link climate–codrecruitment has been found to become
stronger (Ottersen et al. 2006). Such
juvenation of the population may increase
susceptibility to future changes and therefore have consequences for stocks being
less robust or resilient to environmental
changes (Ottersen et al. 2006).
Changes in SSB were observed by fishermen as smaller fish were caught along
the Norwegian coast, because the cod that
mature and migrate down to the Lofoten
islands to spawn had become younger and
smaller: In the beginning of the 1930s, the
cod matured at the age of 9 and length at
80 cm, while today cod mature at the age
of 6 and 60 cm (M. Heino, unpublished
data, Eikeset et al. 2010). Why is this
happening and what has driven these
changes?
For 2011, ICES (International Council for
Exploration of the Sea) has estimated the
SSB in NEA cod to reach 1857,000 tonnes,
levels that has not been seen since 1947
(ICES 2012). Although SSB has increased

over time, the total biomass has not had
this correspondingly large increase
(Figure 2). In addition to possible effects
of climate, the increased SSB is mainly
caused by reduced illegal fishery and implementation of a harvest control rule
(HCR) since 2004 that determines the
total allowable catch (TAC). HCRs typically
serve multiple objectives as ensuring
economic profitability, maintaining stable employment over time, and keeping
the stocks above precautionary limits.
The design of HCRs provides a platform
for promoting and structuring the dialogue between policy-makers, managers,
scientists, and stakeholders. The HCR for
the NEA cod fishery derives a TAC
depending on the SSB to ensure that the
stock is not at “risk of being harvested
unsustainably” or “suffering reduced reproductive capacity”. However, the advised
TAC from the adopted HCR is not
always followed. For example in 2009,
due to the high SSB, the TAC was decided
by the Joint Norwegian-Russian Fishery
Commission to be 525,000 tonnes, while
the adopted HCR advised 473,000 tonnes

Figure 1. Decadal time-series from 1913-2004 showing the mean percentage of spawning stock biomass (SSB) by
each age group. Data are on NEA cod for age 3 and older (From Ottersen 2008).

relative contribution of evolutionary and
ecological effects not easy to disentangle.

Figure 2. Total
biomass from age
3 and older, spawning stock biomass
(SSB) and reported
landings from
1913-2008. Data
from 1913-1945
are obtained from
A. Hylen, from
1946-2008 data are
obtained from ICES
(ICES 2009a).

(ICES 2009a). Today, the stock is classified
as “having full reproductive capacity” and
“being harvested sustainably” (Kovalev
and Bogstad 2005, ICES 2009b).
THE ECOLOGICAL AND EVOLUTIONARY
EFFECTS OF HARVESTING
There are two main hypotheses for
describing the observed changes in earlier and smaller size at maturation of NEA
cod. The first hypothesis claims that the
changes are driven by ecological dynamics
through phenotypic plasticity: Phenotypic
plasticity is when a single genotype is expressed as multiple phenotypes (Stearns
1989, Ernande et al. 2004, Pigliucci 2005).
This plasticity makes it difficult to determine if life-history traits are changing
as a result of underlying genetic change,
and is therefore at the heart of the debate
on fisheries-induced evolution (Hilborn
2006, Conover and Munch 2007, Jørgensen et al. 2007, Marshall and McAdam 2007,
Andersen and Brander 2009a, b, Darimont et al. 2009, Kinnison et al. 2009). For
example, when harvesting reduces the
biomass levels, more resources (e.g.,
food) are available to the remaining fish,

and this fish can therefore grow faster
and reach maturation earlier. The second
hypothesis claims that changes in maturation can also be a result of evolutionary
changes in the life-history traits: these
are caused by genetic adaptations and
driven by the change in selection pressure
from fishing mortality. For example, if the
risk of getting caught is high, only the individuals that mature and reproduce before
they die can pass on their traits to their
offspring. Therefore, early-maturing individuals are the ones favoured by evolution.
To summarize these two hypotheses, one
of them claims that the change in maturation is driven by ecological processes only, while the other claims that these
changes are also partly driven by genetic
adaptations. However, these two hypotheses are not mutually exclusive. The mechanisms driven by ecology and evolution
are intertwined in an eco-evolutionary
dynamics where the effects from ecological
changes act on evolutionary processes,
and vice versa (Pelletier et al. 2009). A
small change in selection pressure may
induce evolutionary changes, but may
not be easily detected, which makes the

RESEARCH QUESTIONS AND MODEL
APPROACH
To derive knowledge on how harvesting shapes a population, we studied the
changes at the individual level which progressively affect the population level: our
bio-economic model is individual-based,
ecologically and genetically detailed, and
based on data for the NEA cod fishery. At
the population level, mechanisms such
as density-dependent growth and newborn survival, temporal variability in recruitment and mortality act on the population, being observed by younger and
lower biomass level over the course of
fishing. The model resemble the lifecycle of the cod to predict the relative
importance of evolutionary changes in
life-history traits (i.e., maturation) caused
by the observed fishing pressure from
1932 until 2005. The genetic component
in our model allows the individuals to
respond to selection pressure brought
about by fishing pressure. We ask whether
fisheries-induced evolution have occurred
in NEA cod from 1932-2005. Can we find
evidence for the hypothesis claiming that
the observed phenotypic changes in maturation are also driven by evolutionary
response to the selection pressure? If it
does, how large and fast are these evolutionary changes? Can fisheries-induced
evolution affect the economic yield, and
how does it change optimal management
strategies? Finally, we ask whether there
are better ways of managing the stock
than what has been historically done, and
evaluate the currently agreed upon HCR.
THE RELATIVE CONTRIBUTION OF
FISHERIES-INDUCED EVOLUTION
“Nothing in biology makes sense except in
the light of evolution” (Dobzhansky 1964).
To determine whether evolution is needed
to explain historical maturation trends
in NEA cod, we investigate if fisheriesinduced evolution has occurred in NEA cod
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from 1932-2005. Following this mechanism, a change in fishing pressure leads
to a change in selection pressure: before
the 1940s when fishing pressure was low
in the feeding ground and high in the
spawning ground, selection pressure
was favouring large size at maturation,
so the large and old fish migrated to
spawn along the Norwegian coast. Larger
sized fish have higher fecundity through
larger gonads (Kjesbu et al. 1998, Marshall et al. 2006). Hence, it pays off to delay
sexual maturation, so when reproducing,
the number of offspring is likely to be
high. This is natural or harvest-induced
selection towards larger size at maturation. However, after the 1940s when fishing
pressure in the feeding grounds increased,

immature fish (e.g. smaller size) were
also caught. Under these new conditions,
it became advantageous to grow faster
and mature earlier, in order to increase
the probability to mature and reproduce
before death. In terms of reproductive
output, it was now risky to wait with
maturation. Therefore, in this case, harvest-induced selection for small sizes at
maturation occurs.

“Nothing in evolution or ecology makes
sense except in the light of the other”
(Pelletier et al. 2009). Our life-history
model describes every individual’s lifecycle through four processes: growth,
maturation, reproduction and mortality.
It is parameterised specifically for NEA

cod and is novel in the sense that it is a
complex life-history model and uses many
sources of data describing a real stock
over a 74 years period (Eikeset et al. 2010).
For a specific wild and exploited stock the
model can predict to what extent fisheriesinduced evolution occurs when phenotypically plastic maturation and growth
are accounted for: We impose the historic
fishing pressure, mimicking what has
happened to the stock, and then compare
our simulation predictions with data on
age and length at maturation for the period, 1932-2005. By manipulating the level
of genetic variation assumed in the model,
we determine how much evolution is
required to match historical trends in the
age and length at maturation. We find that
fishing has ecological and evolutionary
effects, but the extent of how much
evolution is needed, depends on complex
dynamics between ecology and evolution:
a model with evolution is better in replicating historical trends than a model
without evolution (Eikset et al. 2010).
Furthermore, fisheries-induced evolution,
in particular of increased growth, may
prevent stock collapse, but the match with
historical data depends on the densitydependent growth model used. We also
find that although an evolutionary model
outperforms a non-evolutionary model,
the amount of evolution of traits is predicted to be smaller than suggested
in previous studies (Dunlop et al. 2007,
Dunlop et al. 2009, Enberg et al. 2009).
COSTS AND BENEFITS OF FISHERIESINDUCED EVOLUTION
One worry for evolutionary changes has
been the lack of recovery and decrease in
yield. Given that fisheries-induced evolution has already occurred in the past, what
would be the best way to avoid additional
undesired effects in the future? If evolutionary effects are present, but ignored
by managers, how costly will it be to overlook fisheries-induced evolution? By combining ecology, evolution, and economics
we evaluate optimal harvest scenarios
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when including accurate economic data
based on the Norwegian fleet (Eikeset
et al. 2013b). We find that the interplay
between ecology and evolution changes
life-history traits and stock properties,
and therefore economic income: Our
results show that fisheries-induced evolution decreases economic yield if fishing
mortality is too high. In contrast, the economic income is higher if fishing mortality
is lower: an optimal HCR improves the
historic fishing pressure from 1946-2005,
it boosts economic profits and reduces
changes in age and length at maturation.
In this case, fisheries-induced evolution
decrease age and length at maturation,
but increases the number of fish and
therefore the economic yield. We find that
low fishing mortality is the key to higher
spawning stock biomass (SSB) and economic yield, with or without addressing
evolutionary changes. Unfortunately fish
stocks are typically far from being managed optimally and high fishing mortality
is very common.
THE OBJECTIVES DETERMINES THE
OPTIMUM CATCH
To evaluate whether the agreed upon management decisions is reliable for ensuring
sustainable stock, we use our empirically
derived bio-economic model and take a
step back in time to investigate whether
there are better ways of managing the
stock than what has been historically
done (Eikeset et al. 2013a). Looking forward
from 1932 until 2005, we compare economic and biological consequences of
alternative harvest control rules (HCRs)
with the observed fishing mortality
from 1932-2005. The alternative HCRs are
derived from 1) optimal HCRs that have
maximized yield or economic income
(profit and welfare), and 2) the implemented HCR for the cod fishery since
2004. We find that these rules produce different harvest patterns in terms
of fishing mortality, biomass, catch
and profit. For example, if profits are
maximized, the catch is lower. This is

because of the price effect, where lower
catch gives a higher price. As a result,
the consumers pay higher prices and
buy less fish. However, the decision what
to maximize, and what the objectives
should be, is a political choice. We find
that the currently used harvest control
rule comes very close to maximizing
profits, and that maximizing profits is the
most precautionary strategy while maximizing yield leads to un-precautionary
low levels of biomass.
INTEGRATED MANAGEMENT
When managing common pool resources,
being embedded in ecological-social
systems, it is important to note that the
management tools and their adequacy
depends on the specific system, the costs
of implementation and the difficulty to
obtain all relevant information: Ostrom
(2009) classified a social-ecological system by its subsystems: (i) resource system
(e.g. the cod fishery), (ii) resource units
(e.g. NEA cod), (iii) users (e.g. fishermen),
and (iv) the governance system (e.g. the
specific laws and social norms in place).
The first step in management is to identify these components with their characteristics and then determine what is relevant for making policy recommendations.
However, one of the most difficult tasks is
to identify and quantify these specific systems and their attributes. For example,
for a given stock, a HCR is a rule for setting the annual quota and depends on the
biomass level of the stock. However, biomass is never exactly known, but always
uncertain. Therefore, dealing with uncertainty in the biological system and incorporating this into precautionary management is a challenge. Another question is
who should be involved in the management process, and should the participants
be made more responsible? Often, there
is a trade-off between making decisions
now and wait with acting until more knowledge is reached. Some stocks are to such
an extent threatened by extinction, and so
waiting for more knowledge may be a very

dangerous strategy. The precautionary
principle is clear in theory, but when and
how should it be applied? The NEA cod
population is reported to be in good shape
(ICES 2012) but it is important to look
beneath the surface to ensure sound
management and to avoid unpleasant surprises in the future (Eikeset et al. 2011).
This can be summarised in one simple
quote by Rosemary Grant, Kyoto Prize winner 2009 at the Kristine Bonnevie lecture
2009: “Neither species nor environments
are static entities, but dynamic, and constantly changing. To conserve species and
their environments, we must keep them
both capable of further change.” The NEA
cod stock is no exception in this regard.
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Nordic e-Infrastructure Conference
Nordic e-Infrastructure Collaboration: Lessons, opportunities and future directions
The first Nordic e-Infrastructure
Conference takes place in Trondheim,
Norway on 15-16 May 2013, with
preceding workshops 13-14 May. It
marks the 10-year anniversary of
Nordic collaboration in computing
and storage services for science.
The aim of the conference is to
couple Nordic user communities
with the skill base that exists
Photo: Shutterstock

within the national e-Infrastructure
organisations to develop ideas and
to elicit the opportunities for costefficient common solutions and
joint e-Infrastructure services.

The first Nordic e-Infrastructure Conference takes place in Trondheim, Norway on 13-16 May 2013.

SOME OF THE QUESTIONS THAT WILL BE ADDRESSED BY THE NORDIC
E-INFRASTRUCTURE CONFERENCE ARE:
• Why do we need Nordic collaboration on e-Infrastructures?
• Which areas are best suited for Nordic collaboration?
• Who are the major Nordic user communities, and what are their needs?
• How can we develop joint strategies for facing future challenges?
• How can we jointly increase awareness of the opportunities that
e-Infrastructures offer?

The programme is aiming to learn from
past experiences, showcase the present
activities and explore the future opportunities and emerging technologies. Usercentric presentations spanning the range
from natural sciences to social sciences

and humanities will be complemented
with more technology-oriented sessions
on topics such as data services and cloud
applications. The workshops are aiming
to accommodate the needs of both technical support personnel and Nordic user

communities within topics like centre
operations, security, data services, and
science gateways.
The First Nordic e-Infrastructure Conference will be hosted by the Nordic e-infrastructure Collaboration (NeIC), UNINETT
Sigma and the Norwegian University of
Science and Technology (NTNU), in collaboration with NORDUnet, the Danish
e-Infrastructure Collaboration (DeIC), CSC
– IT Center for Science (Finland), the
Swedish National Infrastructure for Computing (SNIC) and RHNET (Iceland).

For more information, please visit
www.neic2013.no
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PORTALS

TO COMPUTING

Computation is entering more and more fields of science, it is the third
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scientific method, right next to theory and experiments. But computational
tasks and resources are becoming more and more complex, moving in
the opposite direction of the entry-level skills of new users. How can we
bring computation to new sciences? The answer: computing portals.
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A strict definition of the word portal is a gate
or entrance. In the world of computer
science, portals provide a single point
of access to aggregated information.
The diverse information is presented to
the user in a uniform way and often the
user himself can edit the feel and content of the portal. Most familiarly, the portal concept has been applied to the world
wide web. For many, the internet portals
such as Google or Yahoo become the preferred way of interacting with the internet.
A more specific example of a web portal is
a so-called vortal (vertical portal), an
internet site that centers around information on a single subject area.
Whichever is the focus or scope, the
common goal to all portals is their ease
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of use. This article talks about specific
examples of portals to computing. Given
the above information, one could then
define a portal to computing as an «easyto-use door to computational resources
and related tools».
We see computing portals as a future
integral part of high performance computing services. Scientists must increasingly rely on computations but at
the same time the computational tools
grow more complex and interdependent.
The IT expertise demanded of an average user with non-IT background to program for or understand HPC resources
often exceeds their ability or requires an
unreasonable time investment on their
side. Why should a researcher need to

Hans A. Eide
USIT, University of Oslo

learn e.g. Linux/UNIX command-line or
programing for GPUs to analyze some
data?
Portals to computing are dynamic-web
pages that offer simplified access to a
wide variety of tools and applications that
are installed on a single server or a computer cluster. They hide the complexity of
the system and deliver computing services to a broader user base. In addition, portals offer storage space to registered users for their own data and results along
with the ability to share data with collaborators. Furthermore, a history of computational operations, or steps, can be
recorded and saved for future sessions.
These workflows can be repeated or
automated, as well as shared or combined

THE BIOPORTAL AT UIO
Presently, the Bioportal [1], a web-based
front-end to the computational resource
Abel at the University of Oslo (UiO), is a
highly successful service for accessing
the computational resource for many
researchers in the field of life science. The
primary goal with the Bioportal has been
to reduce the barriers for users to utilize
the HPC resources, and to offer it as a key
tool for life science researchers. The success of the Bioportal is largely due to the
simplified user interface that provides
non-programmers access to advanced
computational tools in their research.
Close to 4 million CPU hours were consumed through the Bioportal during the
last Notur allocation period (2012.1). The
usage prognosis for the present period is
5 million CPU hours.
The Bioportal was developed in-house
starting back in 2004. In its early years it
was nothing less than a sensation. But,
being developed around the notion of single
users with data and results organized in
personalized file directories, the Bioportal
does not offer the features requested
by today’s researches, and requires substantial feature enhancement in order
to meet the requirements of the modern
research communities: reproducibility of
research procedures and the ability to
collaborate and share data (both input and
output). These requirements are a key goal
of science: the publication of scientific results should include enough information
that others can use to repeat the experiment and get the same results. There have
been many recent efforts to extend this
goal from the laboratory bench (the "wet
lab") to computational experiments (the
"dry lab") as well. This has proven to be a
more difficult task than initially expected.
THE GALAXY PLATFORM
Collaboration, reproducibility and shareability have been achieved with Galaxy [2]

– an open, web-based platform for computational portals that enable accessible,
reproducible, and transparent scientific
analysis. Galaxy supports reproducibility
by capturing sufficient information about
every step in a computational analysis,
so that the analysis can be repeated, in
exactly the same way, at any point in the
future. This includes keeping track of all
input, intermediate, and final datasets,
as well as the parameters provided to the
analysis, and the order of each step of the
analysis. Galaxy supports transparency in
scientific research by enabling researchers to share any of their Galaxy objects
either publicly, or with specific individuals.
Shared items can be examined in detail,
rerun at will and copied and modified to
test hypotheses.
The decision to adopt Galaxy was driven
by the large Galaxy developer community
and the framework's potential and open
architecture. In addition to the features
present in the previous implementation
of the Bioportal, Galaxy possesses many
features that make it very attractive both
for the common users and developers/administrators. From the regular user’s perspective, Galaxy represents a very “collaborative" tool allowing them to share
workflows/procedures and intermediate/
final results of the data processing at any
stage of the computation. This sharing

procedure is quick and entirely user-driven.
Galaxy-based portals support a complex
organization of users into groups with different levels of cross-group access and
permissions over the data, along with
access management and administration
features. For administrators and service
providers, Galaxy's environment facilitates the installation of new resources,
capabilities and features, but also the tuning and maintenance of the existing ones
through a web-tool middleware layer.
Galaxy is distributed as a standalone application that integrates all the necessary
elements needed to run it on a common
workstation on a single-user basis. However, as an open-source framework for
portals, Galaxy allows for modifications,
through a plug-in system, that can extend the functional features and enables
customizing it into a scalable, multi-user
high load framework. These modifications
includes:
• modular setup which distributes the
work load over different hosts and
services
• implementation of complementary userauthentication mechanisms (e.g. FEIDE)
• interaction with clusters (e.g. Abel cluster
at UiO).
The figure below shows the physical view
of a production Galaxy environment:
Abel duster
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Locally registered users

VIRTUAL MACHINE
(the galaxy server)

with others. Sometimes these workflows
are referred to as pipelines.
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Galaxy was originally developed for genomics research and most of the existing
Galaxy-based portals have implemented
services related to bioinformatics.
According to the official site of the
Galaxy project, there exist 28 publicly
available Galaxy portal services worldwide today [3]. One of them is the Genomic
Hyperbrowser [4] – a generic web-based
system, providing statistical methodology
and computing power to handle a variety
of biological inquires on genomic datasets
and maintained at the University of Oslo.
There are two more running Galaxy services in operation at USIT: http://biotin.
uio.no and https://nofish.titan.uio.no.
Despite the bioinformatics “domination” on
the scene so far, Galaxy remains largely
domain agnostic. Other research communities adopt Galaxy as a framework
for their research. Such a portal initiative
is LAP (Language Analysis Portal) developed within the CLARINO project, the
Norwegian branch of the European
CLARIN initiative. CLARINO is dedicated
to establishing a shared research infrastructure for language technology (LT)
that ensures easy access to persistent and
interoperable resources and services.
A particularly important part of the
mission is to facilitate the use of this
infrastructure in the social sciences
and humanities. LAP shares this goal in
that it aims to boost the availability and
usability of large-scale language analysis
for researchers both within and outside
of the field. The goal of the LA portal is to
maintain a large repository of LT tools that
are easily accessible through a web portal, offering a uniform graphical interface.
Due to its features and its user-friendly
web interface, Galaxy gains popularity. It
has already been chosen as a base platform by the Norwegian branch of Elixir
(European Bioinformatics Infrastructure)
and can easily become a front-end to large
computational resource(s), like storage,
grids, clouds, Nordic sharing, and services
with sensitive research data.
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Computational portals do not easily fit
into the current Notur allocation scheme
with its orientation towards single PI
research groups. A computational portal
is a service, potentially for many different
users or research projects, and the target
community for this service expects it to
be available as any other service: around
the clock for prolonged periods of time. A
well-designed and widely used computational portal should also provide its users
with a help-desk.
In order to achieve this the communities using a computational portal should
provide in-kind in the form of help-desk
resources and developers, and the portal
service must report to the funding agency
and adhere to regulations. Access should
be controlled and authorization mechanisms need to be in place. The developer
team at USIT has enabled FEIDE authentication for Galaxy interfaces, along with
controlled management of users and
resources. This work was in part funded
by Notur.
At present work is underway to establish a consortium of user communities to
contribute to the Bioportal/Galaxy portal

services for life sciences at USIT. This will
include in-kind in the form of a help-desk
and developer time. The consortium will
be lead by the Computational Life Science
initiative (CLSi), and it is our expectation
that reporting functions and user access/
allocations from the resources allocated
to the portal services will be managed and
coordinated by a group within the planned
consortium.
The work will be presented in the workshop part of the upcoming NeIC Conference in Trondheim, May 13 – 16.

Links
[1] Bioportal: www.bioportal.uio.no/
[2] Galaxy: https://main.g2.bx.psu.edu/
[3] http://wiki.galaxyproject.org/PublicGalaxyServers
[4] http://hyperbrowser.uio.no/hb/

GALAXY CONFERENCE:
http://wiki.galaxyproject.org/Events/
GCC2013/
USIT RC webpages: www.hpc.uio.no
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PRACE'S MISSION AND TOOLS
PRACE aims at enabling high impact scientific discovery and engineering research and development across all
disciplines to enhance European competitiveness. PRACE seeks to realize this
mission by offering world class computing and data management resources and
services through a peer review process. In
addition, PRACE has a strong interest in
improving energy efficiency of computing
systems and reducing their environmental
impact. PRACE is organized in three implementation phases: 1IP (2010-2013), 2IP
(2011-2013) and 3IP (2012-2014).

Turkey

representing Spain, CINECA representing
Italy, GCS representing Germany and
Cyprus France) who comGENCI representing
mitted a total funding of €400 million for
the initial PRACE Tier-0 systems and opIsrael
erations. More than
20 Tier-1 resources
complement the Tier-0 systems. These
systems are smaller than the Tier-0
systems and add a large variety of capabilities and configurations to serve special needs of the scientists. They provide
easy access to HPC resources and foster
knowledge exchange for both users and
support staff. To serve the current and
future needs of the scientific communities, systems deployed by PRACE are
continuously updated and upgraded.
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RESEARCH INFRASTRUCTURE
PRACE has 25 member countries (April
2013 [1]) and is established as an inter- PRACE systems are available to sciennot-for-profiComputing
t association (aisbl)
tists and
researchers
from academPRACE, the Partnershipnational
for Advanced
in Europe,
created
a persistent
with seat in Brussels. PRACE members ia and industry from around the world
pan-European Researchcreate
Infrastructure
(RI) providing leading High Performance
a pan-European supercomputing through three forms of access: preparaHans A. Eide
Computing
(HPC)
services.
PRACE
enables
world-class
and
engineering
for
infrastructure,
providing
access
to com- science
tory access,
project
access and multi-year
USIT, University of Oslo
puting and data management resources access.
European academia and industry.
and services for large-scale scientific and
engineering applications at the highest Education and training material and
level.
documents
are available
on the PRACE
The PRACE RI is operated in performance
collaboration
with
industries. The Scientific
Steering
Committee
training
website
[3].
national and regional HPC centers and govcomposed of Europe’s leading scientists and
Computer systems that are part of the
erned by representatives of partner governengineers selects project proposals and grants
PRACE infrastructure are classified into CONTRIBUTIONS FROM NORWAY
ments. Access to the PRACETier-0
services
is
open
access to resources.
and Tier-1 resources. The six The primary motivation for Norwegian
to all European researchers affiliated
with
recTier-0 resources are among the top High-Performance Computing infrastrucognized European academic institutions
and worldwide [2] and are ture to participate in PRACE is that
supercomputers
provided by four PRACE members (BSC Norway in isolation does not have

Find more information how to join PRACE please contact us at: www.prace-ri.eu
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sufficient critical mass and funding to
develop and maintain a diverse and agile
production computing infrastructure that
at any time is state-of-the-art concerning
hardware, software, standards and policies. As a member country in PRACE,
Norwegian scientists with special needs
in terms of computational resources
may get access to systems elsewhere in
other member countries, for example
large, massively parallel systems (Tier-0
systems). In addition, staff working within the Norwegian HPC infrastructure gets
an opportunity to work alongside colleagues from other European institutions
on advanced tasks and problems, thereby gaining important knowledge, new
competences and contacts. The PRACE
project also supports the member countries’ HPC industry by funding projects
for innovation and development of new
HPC technologies.
The major Norwegian contributions to
PRACE are:
• Enabling and Scaling Applications for
Petascale Computing
• Future Technologies – The Numascale
Prototype
• Services for Tier-1 Users and System
Information
ENABLING AND SCALING APPLICATIONS
FOR PETASCALE COMPUTING
In a first step, Norwegian user groups with
needs for advanced user support were
identified and specific scientific codes were
chosen for the enabling and optimization
work: QuantumEspresso, GROMACS, CP2K
and DALTON.
For each code that was chosen for enabling
and optimization work, we improved code.
Due to the different nature of the codes the
enabling and optimization work had varying
success, as expected, but the work in all
cases improved understanding of design
principles for efficient code on large-scale
systems. The results were reported to
PRACE and enable staff at UiO and NTNU to
better support advanced users in the future.
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Recently, we developed a more complex
use case with the Centre for Ecological
and Evolutionary Synthesis (CEES) at
the Dept. of Biosciences. As part of the
CEES-led Aqua Genome project, CEES
will sequence genomes from 1000
Atlantic cod individuals. The Aqua Genome
Consortium will sequence genomes
from 1000 Atlantic salmon and 1000
Atlantic cod individuals. The project is
designed to improve our basic understanding of the biological relationships
between genetics and phenotypic traits
that are related to feed efficiency, growth,
age at maturation, disease resistance and
product quality and simultaneously assess the importance of these relationships in wild populations. This work
contributes to the ecological and economical sustainable development of
aquaculture and fishery industries, which
- in light of the impending global food
crisis - play a crucial role in providing
food security. Successful implementation
of the project's goals requires 2-3 orders
of magnitude scaling of computing for
various data analysis workflows, while
achieving high reliability on and supporting ease-of-use of super computing
resources at the same time.
The continuously decreasing costs in
sequencing will make projects like the
Aqua Genome a common occurrence and
the challenges we face and the solutions
we develop will serve as example for
such future projects. The results of the

collaboration – CEES, Department for
Research Computing (UiO) & PRACE –
will also serve as a blueprint for other
socio-economic challenges which require
the analysis of big data.
We are implementing our solutions in two
stages at distributed resources including the Tier-0 supercomputer Curie (CEA,
France) and the Tier-1 HPC cluster Abel
(UiO, Norway). First, we test methodologies in a medium-sized pilot project that
is currently ongoing at CEES. Second, we
will adapt these methods for data of 1000
genomes of Atlantic cod. Essentially, both
projects feature the same processes of
data-acquisition and analyses though the
pilot project uses fewer individuals and
populations.
Both stages can be divided into three
phases: data acquisition, variant calling
and analysis (see figure). These phases
have their own characteristics regarding
storage and computational needs. Computational needs for data acquisition and
variant calling increase linearly with the
number of individuals and genome size.
The analysis phase is computationally
intensive and increases exponentially with
the number of individuals (due to pairwise
comparisons and statistical iterations).
Data acquisition requires establishing a
data management system to ensure that
all relevant metadata would be reliably available, also for further analyses.
Variant calling - establishing where the

Current projects

1000 cod Genome

Required scaling

Number of individual fishes

10

1000

100

Scientists

~5

~ 50

10

Parameter space (DA only)

50

50

1

Workflow steps (DA only)

10

10

1

250 GB

50 TB

200

Disk storage
Compute time (DA only)
Infrastructure

100K core hours

> 10M core hours

> 100

workstations,

distributed HPC systems

reliable logistics,

many-core servers		

reproducibility

AQUA Genome cod workflow facts compared to current data processing. DA - Data Acquisition.

DNA of an individual fish varies from a
reference - is performed by mapping the
sequenced reads to the genome, after
which variants are called. These steps
are time consuming, but are to a large
extent highly parallelizable. Having these
systems integrated as workflows in
the management system would ensure
consistent analyses of all individuals. Variant information will subsequently be used
as input to both genome wide association software and to population structure
analysis software.

Variant calling

Data acquisition

FUTURE TECHNOLOGIES
– THE NUMASCALE PROTOTYPE
UiO had a “demanding customer” early
access innovation project with Numascale
AS when the first PRACE implementation
phase was started. We identified this
Norwegian start-up company’s technology
as a candidate for technology assessment.

The
proposal
called
NUMA-CIC
(Numerical Cache-coherent Inter-Connect
for Exascale Clusters) was approved in
early 2011, and resulted in funding from
PRACE and the Research Council of
Norway for a prototype system. At the time
of writing we're readying a configuration
with more than 2 TiB shared memory
and almost 1000 cores for assessment
work and access by PRACE partners.
The key objective of the NUMA-CIC
project is to build a prototype cluster
with system-wide cache-coherent large
(multiple TeraBytes) shared memory
based on the Norwegian NumaConnect
technology. The technology is to offer
seamless scaling within the same, shared
memory programming paradigm from
small multi-core workstations to large
systems with TeraBytes of memory and
thousands of processor cores. Some
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...

DNA sample

DNA sample

DNA sample

Sequences

Sequences

Sequences

BWA/Bowtie

BWA/Bowtie

...

Fish 1000

Disk space

11 TB
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Mapped sequences

Mapped sequences

Mapped sequences

SamTools/GATK

SamTools/GATK

SamTools/GATK

Variants
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Variation database
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200 GB

Analysis

Open window-based analyses
PLINK
Association
mapping

Structure/Fst
Population determination
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Multidimensional scaling

Bayesian
inference

R
Hidden Markov
models

Figure 1. Workflow diagram

Workflow for processing the data for 1000 Atlantic cod of the AQUA Genome project.

5 TB

research communities have a need for
large memory computational resources,
for example within the field of life science.
If the Numascale technology can provide
a reliable and affordable way of providing
large memory systems it will be a great
benefit to these communities.
Shared memory systems allow for much
easier access to multi-core programming
and aids automatic parallelization of
codes by compilers or libraries. This programming regime lowers the bar for programmers wanting to qualify their scientific code for runs on the largest systems.
The “revival” and significant enlargement
of shared memory systems will quite possibly actualize legacy code that has been
too difficult or complex to port from a SMP
programming model to one based on MPI.
SERVICES FOR TIER-1 USERS AND
SYSTEM INFORMATION
The Distributed European Computing Initiative (DECI) enables users to seamlessly
access Tier-1 HPC systems within PRACE.
For PRACE 2IP, each partner country was
asked to establish Tier-1 sites to complement the Tier-0 systems and complete the
infrastructure. Tier-1 systems are regional
systems that are to be used for applications that do not scale to the large Tier-0
systems.
Operating a Tier-1 site and the associated
infrastructure resembles broadly the
work done within the Notur consortium,
with users floating between sites with
different capabilities and according to
availability of resources. The PRACE project asserts standards on the sites such
that the users will experience similar
environments at the different sites.
As with the Tier-0 resources, participating
in the Tier-1 infrastructure enables Norwegian scientists submitting proposals to
future DECI calls to use HPC resources
not found in Norway. Computing on Tier-0
and Tier-1 HPC systems usually requires
continuous improvements and scaling

31

efforts of the applications. Operating a
Tier-1 service helps us to understand a
larger variety of scientific requirements
and methods, which will eventually benefit our local / national users in efficiently
using these large HPC systems outside
Norway and provide an outlook to future
larger systems installed in Norway.
A decision was made by Sigma and UiO
to establish a Tier-1 site for Norway
using the Abel compute cluster. Sigma
and the RFK has allocated 4.7 % of its
(Notur) share in the Abel compute cluster
(3.5 million core hours and 8 TB online
disk space on the parallel file system) to
successful PRACE DECI-9 and DECI-10
proposals.

UiO has started providing access and
services for DECI-9 and so far four DECI9 projects have been assigned to Abel:
IONGATE (France), CoStAFuM (Sweden),
GanDaLF (Italy), MoMoGal (Germany).
Access to PRACE DECI resources is provided via dedicated networks and wellknown Grid middleware components. We
have set up dedicated virtual machines
(VM) for each of these services and
provide GSI-SSH and GridFTP so that
users can login and transfer files to/from
the parallel file system [4].
DMOS is a maintenance information organization system that allows the PRACE
operations team to plan deployment and

maintenance activities. This information
should help the PRACE Operator on Duty
to appropriately react to problems in the
e-Infrastructure. It covers the following
requirements:
• provide information about scheduled
maintenance
• contain information about sites,
resources and services;
• implement notification functionality;
• expose interfaces to other tools and
services, to allow, for instance,
monitoring and user support.

Links
[1] www.prace-ri.eu
[2] www.top500.org

Nodes

72 x IBM 4-way x3755

[3] www.training.prace-ri.eu

Processors per node

2 x 12-core AMD Magny-Cours

Total number of cores

1728

[4] www.uio.no/english/services/it/research/hpc/
abel/help/prace-t1/

Total amount of RAM

4.5 TiB (64 GiB per node)

Interconnect topology

3D (2 x 4 x 9)

Interconnect vendor

Numascale AS (Norway)

Price

< 10th of similar systems

NUMACIC
prototype
facts

Upcoming Calls
Tier-1:
June 2013 DECI-11 (Nov 2013 - Oct 2014)
Tier-0:
September 2013 Call 8 (March 2014 - February
2015)
Tier-1:
December 2013 DECI-12 (May 2014 - April 2015)
Preparatory Access:
June 2, September 3, December 3 (2013)

GETTING HELP
Notur is happy to provide support to research groups in enabling applications
for PRACE‘s HPC systems, scaling workflows to run on the distributed research
infrastructure, and submitting proposals
for compute time on Tier-0 and Tier-1
machines.
Contact: support@notur.no
NUMA-CIC system, O. W. Saastad (left), T. Röblitz. Photo: Joakim Magnus Taraldsen, USIT
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Remote desktop
and visualization
on the Stallo system
AUTHOR
Roy Dragseth
Department of Information Technology
UiT

ABSTRACT
Users on the Stallo system at UiT can use a
remote desktop service instead of ssh and
the pure command line interface for their
tasks needed to be done on Stallo. This
remote desktop service does not require
the user to install any extra software on
their local computer. It only requires the
user to have a functional web browser with
java support available.
BACKGROUND
Since the beginning of time (or at least
since the beginning of HPC) users have
been forced to use the command line (CLI)
to enter commands and view/edit files
residing on the supercomputers they
wanted to work on. To visualize data one
mostly had to copy the data files in question back to the local computer and run the
visualization locally.
In the later years several software packages
have been installed on the Stallo system

which include graphical user interfaces (GUIs) that makes them much simpler to use than traditional CLI based applications. While most Secure SHell (SSH)
clients includes support for forwarding the
X11 connection (X11 is the display engine
used on Linux based systems) back to the
client machine it has required additional
local software to be installed and making all the bits work together has been a
cumbersome trial-and-error process for
the user. Furthermore, the X11 protocol
is very sensitive to network latency so
running a remote display on anything
other than the local campus network introduced very noticeable and annoying lags
that discouraged users from gaining the
benefits provided by the GUIs.
VIRTUAL NETWORK COMPUTING
Virtual Network Computing (VNC) is designed to alleviate some of the shortcomings in the X11 protocol and makes running
remote graphics applications over long
distance networks a much smoother experience. VNC has existed for many years
but the main obstacle in setting up services
using VNC has been its lack of support
for encryption. The lack of encryption
has forced one to use SSH-tunneling for
accessing the service which is considered
to be black-belt in sophistication and is
hard to understand for a regular user. The
HPC service at UiT has offered VNC access
to Stallo through ssh- tunneling for several

years, but the service has not been very
popular due to the difficulties involved in
getting it up and running on the client side.
In the later years encryption support has
been included in the RFB (Remote Frame
Buffer) protocol used by VNC, but not all
VNC implementations support this yet.
TIGERVNC
The TigerVNC implementation has full support for encryption and the TigerVNC client
is available for the major client platforms,
Windows, MacOS and Linux, and also have
a full client implementation in JAVA. There
even exist an Android app named bVNC
that supports the encryption provided by
the TigerVNC server. An iOS (iPhone/iPad)
app with encryption support is still yet to
be found.
The TigerVNC server/client platform autodetects the network bandwidth between the
client and server and dynamically adjust
the compression level to minimize the lag
introduced when accessing the service
over slow networks. When connecting
over the academic network in Norway the
displayed graphics is near picture perfect
and the responsiveness is extremely good.
If one connects from really slow networks
one will notice a certain grainy effect in the
display due to increased compression of
the graphics displayed. The lag in response
is remarkably low, it is even possible to
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connect to the service over mobile networks with a reasonable responsiveness
and display quality (but watch out for
a huge phone bill if you do not have
an unlimited data-plan subscription). The
responsiveness of the GUI is depending of
the network distance between the client
and server and is more or less proportional
to the network roundtrip latency. Tests has
been done by routing the connection from
Tromsø to Reykjavik and back again without any significant reduction in service
quality.
USING THE SERVICE
Everyone with an active user account on the
Stallo system can use this service. Just point
the browser to http://stallo-gui.uit.no/vnc/
and click the “Start desktop” button. This
will download the JAVA TigerVNC client
and if the java virtual machine is correctly
installed a new window with a graphical
login screen will appear (Figure 1). You
can test if your java installation is correct by following a link on the top of the
page listed above. Once you have successfully logged in you will be presented
a simple but functional desktop environment called XFCE which provides basic
functionality like a graphical file manager,
editors and terminal windows (Figure 2).
The default screen resolution is 1024x768
pixels which is on the smaller side for most
uses, but the screen size can be changed
after logging in (Figure 3). The system will
remember the screen size and automatically adjust itself to the last one used upon
subsequent logins.
The XFCE desktop was chosen due to its low
resource consumption which makes it possible to support more logins per VNC server.
XFCE looks more simplistic than most
modern desktop environments do and the
intention with this service is not to create
a glossy point-and-click interface to whatever users might want to do on the Stallo
system. The motivation for this service is
to make our users more productive providing more intuitive user interfaces than
the CLI. Furthermore, the remote desktop
enable users to create advanced visualizations without having to copy large amounts
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Figure 1.
The graphical login screen.

Figure 2. The desktop with file manager, terminal window and a text editor.

Figure 3.
Screen resize.

of data back to their local computers
(Figure 4). Even if one has a full desktop
available through this service there are
still many tasks like submitting and monitoring the jobs on the system that only can
be done through the CLI.
TECHNICAL SETUP
The service is run on 16 servers from the
old Stallo system with a firewalled frontend
providing the web interface and the traffic
routing between the internal stallo network and the internet (Figure 5). The firewall is set up to forward port number 5901
to 5916 to the internal servers stallo-vnc-1
to stallo-vnc-16 which all listens on port
5901 for new connections. The web frontend
will randomly select one of the 16 servers
to provide a rudimentary load balancing.
USING NATIVE CLIENTS
It is possible to use the remote desktop
service without the web interface by downloading and installing a native client from
the TigerVNC website. One should however note that we only guarantee that the
web interface which provides the JAVA client will remain constant as we continue to
develop this service. If one choose to run
the native client things might stop working
without further notice due to local changes
done to improve the service. To connect to
the service with a native client one has to
give the server address of the web frontend and a port number to select one of
the vnc servers. On a linux client one
would then do $ vncviewer stallo-gui.uit.no:
59XX where XX is in the range of 01 to 16.
FUTURE PLANS
Improved load balancing. Instead of
choosing a server at random one should
rather be given the least loaded server.
HTML5 client. The noVNC application provides a VNC client purely implemented in
HTML5, this will remove the need for any
local JAVA installation if one has a HTML5
compliant browser.
High-end 3D graphics. It is possible to run
sophisticated real time 3D rendering on the
server side by using the VirtualGL software

Figure 4. The Matlab and Schrodinger GUIs.

Figure 5. Schematic view of the server setup.

stack. This requires powerful graphics
cards to be available on the VNC servers
to speed up the rendering process. Work
is underway to investigate the feasibility
of including these kind of features in the
remote desktop service. Preliminary tests
using the stallo nodes with Tesla cards installed shows promising results. Molecules
with several hundred thousands bonds can
be rendered and manipulated without any
noticeable delay in the user interface.

References

Stallo and the HPC service at the University of
Tromsø: http://docs.notur.no/uit/
TigerVNC: http://www.tigervnc.org
XFCE: http://www.xfce.org
VirtualGL: http://www.virtualgl.org
bVNC android vnc client: http://play.google.com
(search for bVNC)
noVNC: http://kanaka.github.io/noVNC/
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is growing bigger

The Stallo is the most powerful
monster in sami mythology. It cannot
be conquered by force alone, one
needs cunning and skill to win
over it. Although the Stallo is a formidable opponent one cannot get
a more powerful allied once it has
been persuaded into cooperation.

The Stallo system (stallo.uit.no) has since
its installation at the University of Tromsø
late 2007 been one of the two main workhorses in Norwegian HPC. After more than
4.5 years of operation the system was upgraded with new hardware and system
software in the fall of 2012.
The new and upgraded Stallo went into
production on Oct. 4th, less than two
weeks after the new computer hardware
arrived at the UiT campus and with less
than two days of service interruption.

HARDWARE CONFIG
COMPUTE
Compute nodes
CPU type
CPUcores per node
Memory per node
Theoretical
performance per node
Total number of nodes
Total number of
CPUcores
Total theoretical
performance
Interconnect

STORAGE
Storage nodes

Global storage
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OLD
HP BL460c G6
INTEL XEON 5355
2.66GHz
8
16 GB
85 GFlop/sec

NEW
HP BL460c Gen8
INTEL XEON E2670
2.6GHz
16
32 GB
32 nodes have
128 GB memory
332 GFlop/sec

704
5632

304
4864

60 TFlop/sec

101 TFlop/sec

DDR infiniband
(448 nodes)

QDR infiniband
(all nodes)

2xHitachi NAS 3090
6xHitachi C220 servers
48 Hitachi US disk arrays
/home-- 64TB
/work -- 300 TB/6GB/s

/home -- 64TB
/work -- 1.1 PB/8GB/s
/project -- 256 TB

THE PROCUREMENT PROCESS
The procurement process for the upgrade
of the Stallo system was split in two parts,
one for the storage system and one for
the compute part. The storage upgrade
was completed in June 2012 and the compute part was completed in October. A
further upgrade of the compute capacity
is planned for the second half of 2013.
Both the storage and compute procurement were conducted through regular
public procurement channels in compliance with the regulations for public
procurements.
BENCHMARKING AND PERFORMANCE
BENEFITS
From its installation in 2007 the largest user
groups on Stallo has been the theoretical
chemistry society in Norway which consumes 2/3 of the compute capacity available on the system. The HPC team at UiT
approached this user community to get
relevant benchmarks for their research to
get a good basis for selecting the optimal
system for running simulations for theoretical chemistry and neighbouring areas of science. The most used applications
on Stallo, DALTON, VASP, MOLCAS and
Gaussian09, were chosen as the basis for
the benchmarking process and the users
of these applications were approached to
provide relevant input sets for their current
research activities. The benchmark results
delivered by the vendors showed very good
improvements in application performance
over the old system. For the chosen system
the overall performance was more than
three times better than on the old system, this is significantly higher than the

improvement in theoretical performance
which only increased by a factor of 1.6. The
additional improvement in application performance over theoretical performance is
mostly due to an improved memory system
on the new compute nodes.
SYSTEM LAYOUT
All 304 compute nodes on the new Stallo
system are connected to the infiniband network. The infiniband network is configured
in an island topology where groups of compute nodes are tightly connected and have
lesser bandwidth out of the other islands
and the global storage system.
This island topology set an upper limit of
2048 CPUcores per job on the Stallo system as no jobs are allowed to run across
multiple islands. With the current application profile on Stallo this has no practical

implications whatsoever as most jobs on
stallo run on 256 CPUcores or less. Apart
from the upper limit on CPUcores per job,
users do not need to take any actions for
getting the jobs to run on the islands, all
job placement is done automatically by the
job scheduler.
JOB PROFILE
From its inauguration the Stallo system has
been aimed at maximizing the throughput
of the jobs rather than reaching extreme
scalability for the jobs on the system.
As seen on Notur page www.notur.no/
hardware/status the bulk of the jobs on
Stallo have been running on up to 256
CPUcores per job. Although we expect
the parallellism of the jobs on Stallo to
continue to increase we do not expect
that ordinary production jobs to pass 1024
CPUcores in the near future. Besides, user

Figure 1. Infiniband network topology.
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Figure 2. Islands of tightly connected nodes.
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with such demands for their jobs will be
well served by running on the Hexagon and
Vilje systems at UiB and NTNU.
FURTHER UPGRADE IN 2013
Another upgrade cycle of Stallo is planned
for the second half of 2013 which should
give another boost in the compute capability
of the system. This upgrade will be along
the same lines as the previous one, keeping the operating environment constant
and just adding more and newer compute
nodes to the system.
NEW DATACENTER
The University of Tromsø is establishing
a new datacenter for the Stallo system
that will be ready in 2014. This new 2 MW
datacenter will give the Norwegian HPC
community a further boost in it its ability to
improve the compute capability in the years
to come. The design of the datacenter is
aimed at the recycling of the waste heat
generated by the computers into heating
the buildings on the university campus.
Due to the Tromsø climate there is a need
for heating almost year round and by recycling the heat from the Stallo system one
will achieve large savings in the infrastructure cost of running a supercomputer. In its
current configuration the power bill for the
Stallo system is above 2 MNOK per year and
further upgrades will drive this cost even
higher. The goal for the new datacenter
is to be able to recoup more than 80% of
the waste heat. This gives great savings for
the Norwegian scientific community that
can be spent more wisely than feeding the
power companies.
HISTORICAL ANECDOTE
In 2004 UiT installed the Snowstorm system that was the first Norwegian system to
break the 1 TFlop/second barrier in theoretical performance. This system consisted
of 50 compute nodes occupying 5 compute
racks. On the new Stallo one only needs
4 compute nodes to achieve the same
performance occupying only 1/16th of a
compute rack. As a coincidence the new
Stallo system also occupies 5 racks and
has a theoretical performance of just above
100 TF/s. In 8 years we have seen a 100X
improvement in compute density!
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CLOUDS IN NORWEGIAN

E-INFRASTRUCTURE
Where the common becomes special
and the other way around.
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There is an interesting dance between
researchers, research infrastructure providers and research tool providers. Typically, researchers (public sector) use
infrastructure and tools (public or private
sector - commercially available). The common misconception that (fundamental)
research depends mostly on other, previous fundamental research turns out to be
an illusionary interdependence: we need
the applied sciences and companies to
give us new tools to do more fundamental
research, and we need the fundamental
research to gives us new tools. Blunt
example on a high level: think of the
impact of a smartphones on communication about advanced semiconductors
(if you are in that field and ever typed an
email on a smartphone to a colleague,
you’ve proven my point - and somebody is
out there who did).

We also all know campus licenses and
academic programs from vendors on the
one hand, and national infrastructures
sponsored by the government on the other
hand. At the same time, both universities
and highly specialized companies - often
spun off from a university – may develop
highly specialized tools. With some of
these tools being expensive and some free
we are bound to get an interesting mix of
possibilities.
Now this is all good and well, and you can
discuss quite a bit about a lot of implications (and maybe even validity) of the first
two paragraphs, but the fact remains that
research and vendors are more and more
intertwined as our connectedness grows.
Especially now that we see more services as well - specialized or not, expensive or not, community-driven or not. Now

what has this to do with UNINETT Sigma,
and the usage of clouds in the Norwegian
e-Infrastructure?

cloud infrastructure. This continuation
enabled eSysbio to run that part on the
cloud infrastructure until the end of 2012.

First of all there is “green computing”.
As our research is more and more geared
toward computation, and computers a)
consume energy and b) dissipate warmth
this is an obvious, direct relation between
users and providers. And both groups
invent techniques to make this happen.

What was more interesting was that the
project spent a small part of the allocated
quota for new research. The goals were to
be able to move further in scalability
testing, and at the same time produce
scientific data for an ongoing PhD project.

Second of all, there is data and computing. With companies the size of Google,
Amazon, Microsoft and the next Gorilla we
don’t know yet, an interesting thing is happening: there’s a case to be made to outsource part of your infrastructure to these
big players –as they can offer resources
as a commodity. And the talent at those
companies in actually building and maintaining these infrastructures is leading
to... new research.
There are probably more cases to be
found, but we’ll stick with the second one,
which often goes by the name of “cloud
computing” or just “clouds”. Enough general introduction, fasten your seat belts.
Let’s go.
PROJECTS IN THE CLOUD
The eSysbio project aims to develop an
e-science environment for supporting
systems biology research – and use it to
drive Norwegian research within this field.
It will conduct research on Web services
service-oriented architectures (SOA), and
use the results to build a collaborative
virtual workspace that will facilitate the
interdisciplinary exploitation of data, tools
and computational resources relevant for
systems biology research. The eSysbio
project is tightly coupled to efforts at an
internationally high standard both on the
e-science side and on the systems biology
side.
In 2011 eSysbio and UNINETT Sigma
already successfully enabled part of the
eSysbio infrastructure to run on a public

The actual research was described as
follows:
“Genetic variation among people can be
studied by computational analysis of deepsequencing data. In such analysis short
DNA fragments are aligned to a reference
genome and compared with it, showing
differences on the genomic level. The
entire process consists of pipelined execution of multiple programs, and is computationally expensive. We investigate robustness of the pipeline, or more precisely,
sensitivity of the parameters used to tune
behavior of the programs in the pipeline.”
The computations started in December
after the above goals were approved.
These runs generated 107 new data points
in 4,534 CPU-hrs. on the Amazon cloud
which was rather close to the plan of 100
new data points.
Another project that has used the cloud
service is Typecraft. TypeCraft is a multilingual on-line database of linguistically
annotated natural language text, embedded
in a collaboration and information tool.
This set-up allows users (projects as
well as individuals) to create their own
domains, to invite others, as well as share
their data with the public. The kernel of
TypeCraft is morphological word-level
annotation in a relational database setting,
wrapped into a communication system,
not unlike popular online community sites.
TypeCraft allows you to import raw text
for annotation and export annotated data
to MS Word, OpenOffice.org, LaTeX or XML
for further use.

Typecraft benefits from both international
collaboration and making it internationally
more available. The growth of the amount
of information in the database has an
upper limit but is non-predictable and
will thus benefit from elastic capacity.
Hence deployment of Typecraft in the public
cloud will enable growth of the amount
of information captured and enable and
enhance research in its designated target
area.
For Typecraft, the actual research to
be performed had to benefit from cloud
computing and storage and be as much
“business as usual”. This was achieved
by making a standard deployment of
Typecraft in the cloud. A scalable
(elastic) deployment of Typecraft anticipating growth and international collaboration was thus tested.
LESSONS LEARNT
There are obvious chances for managed
cloud computing infrastructures that
provide immediate, on-demand access for
research. The growing emancipation of
researchers on managed infrastructures
greatly enhances the research potential
when infrastructures can be elastically
provisioned. The fact that one of the projects –eSysbio- managed to execute extra
research is very promising
The current state on the public cloud
reminds one of networking in the 1990’s
though: pay-as-you-go pricing might not
be the best workable model for researchers, as opposed to “all-you-can-eat”. Instead, the cloud-computing equivalent of
“infinite bandwidth” will be appealing for
researchers and is an obvious hint to what
lies next. The rationale for such an ”infinite cloud” was clearly demonstrated by
the rapid increase of the complexity of the
administrative process.
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TNC2013 Conference

3-6 June 2013,
Maastricht, Netherlands
https://tnc2013.terena.org

PRACE Scientiﬁc Conference 2013

16 June 2013,
Leipzig, Germany
www.prace-ri.eu/PRACE-Scientific-Conference-2013

ISC'13 - International Supercomputing Conference
16-20 June 2013,
Leipzig, Germany
www.isc-events.com/isc13

International Summer School on HPC Challenges in
Computational Sciences

U

23-28 June 2013,
New York City, USA
www.prace-ri.eu/International-Summer-School-2013

Galaxy Community Conference

30 June - 2 July 2013,
Oslo, Norway
http://wiki.galaxyproject.org/Events/GCC2013
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The Notur II project provides the national e-infrastructure for computational science in Norway
The infrastructure serves individuals and
groups involved in education and research
at Norwegian universities, colleges and
research institutes, operational forecasting and research at the Meteorological
Institute, and other groups who contribute

to the funding of the project. Consortium
partners are UNINETT Sigma AS, the
Norwegian University of Science and
Technology (NTNU), the University of
Bergen (UiB), the University of Oslo (UiO)
and the University of Tromsø (UiT). The

project is funded in part by the Research
Council of Norway and in part by the
consortium partners.
The Notur project is complemented by
NorStore, a national infrastructure for
scientific data.
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