
Number 2 :  2011

The Norwegian metacenter for computational science

A magazine published by the Notur II project

Green datacenters

Breaking up
– fragmentation 
processes in faults

LHC research 
started...  
WLCG busy

A Nordic 
supercomputer  in 
Iceland



2

 

Cover picture: © Crestock 

Number 2 : 2011
A magazine published by the Notur II project – The Norwegian metacenter for computational science

Editorial Director:  Jacko Koster
Contributing Editor:  vigdis guldseth
Subscription:  An electronic version is available on www.notur.no. Here you can download a   
 PDF-file of the magazine and subscribe or unsubscribe to the magazine.
ISSN:  1890-1956

Reproduction in whole or in part without written permission is strictly prohibited.
e-mail address: sigma@uninett.no. Phone: +47 73 55 79 00. Fax: +47 73 55 79 01.
Print: Skipnes kommunikasjon AS

Number 2 :  2011

The Norwegian metacenter for computational science

A magazine published by the Notur II project

Green datacenters

Breaking up
– fragmentation 
processes in fault

LHC research 
started... 
WLCG busy

A Nordic 
supercomputer  in 
Iceland

CoNTENTS

Breaking up – fragmentation processes in faults p : 4

LHC research started... WLCG busy p : 8

A Nordic Supercomputer in Iceland p : 12

GREEN Datacenters p :  14

PRACE p: 22

 

(i) SP model

(ii) C model

Disclaimer: UNINETT Sigma is not responsible for errors, opinions or views expressed by the authors or the contents of external information referred to in this magazine.



3

EDIToRIAL

In recent years, economic pressure has led organisations to review the costs of their 
IT operations. This includes costs for equipment, personnel and electricity. Measures 
that can be taken to reduce costs are to increase the efficiency, including energy ef-
ficiency, of on-site operations, as well as to outsource operations to third-parties that 
have specialized competencies and that are able deliver the necessary services in a 
more cost-efficient manner and, not seldomly, with higher quality.

High-Performance Computing systems and their associated infrastructure have large 
electricity needs. In the coming decade, power and cooling requirements of HPC instal-
lations are likely increase significantly which will further increase pressure on budgets. 
In addition to that come a variety of engineering challenges as the trend in HPC is to 
move to (non-standard) water-cooled solutions, higher density (e.g., kiloWatt per rack) 
and non-standard packaging, often combined with a need for more floor space. 

Important factors in energy savings are total power consumption, power transmission 
and electricity price. Measures to increase energy efficiency of a data centre include 
optimization of the cooling, power distribution and layout of the equipment.  There are 
noticeable energy losses in the Uninterruptible Power Supply (UPS) and transform-
ers, while smaller losses occur in all parts of the electrical system, e.g., switchboards, 
power distribution units and all cables. The best cooling option typically requires a de-
tailed analysis of the site and its surroundings, operating conditions, loads, level of re-
silience, etc. Since the servers transform the electricity almost completely into heat, 
the cooling of the servers should be handled in an ecological way and waste heat re-
used in an affordable manner.

An alternative to optimizing the efficiency of the local data center is to move the energy-
consuming HPC system off site and place it in a remote data centre that has reliable ac-
cess to abundant cheap renewable energy. The location of such data centre is also driv-
en by parameters such as access to ‘free cooling’ (where external air or water, e.g., from 
the nearby fjord, is used to cool the air or water that provides the direct cooling to equip-
ment in the data centre), the presence of multiple independent network fibers and scal-
able solutions to be able to provide ‘unlimited’ floor space. A number of such green data 
centre initiatives recently emerged in Norway and were accelerated in part by CERN’s 
plans to place its ‘Tier-0’ compute and storage equipment that is connected to the Large 
Hadron Collider in a ‘green’ and cost-efficient location in one of its member countries.

Remote placement of equipment comes with many questions concerning owner-
ship and control over both equipment and operations. This may require changes in 
an organization’s structures and in the mindset of people that can be harder to deal 
with than the technical challenges. Cloud services are in this respect at the forefront. 
Clouds represent a trend in IT where for an increasing number of compute and stor-
age workloads, traditional ownership of equipment and operations are substituted by 
on-demand access to services. This needs to be accompanied by appropriate service 
level agreements with the cloud provider. 

This issue of META includes descriptions of initiatives that focus on energy efficient 
solutions for large scale IT-equipment, including HPC systems. For the next issue of 
META, we plan to pay more attention to cloud services for scientific purposes.

Jacko Koster 
Managing Director 
UNINETT Sigma AS
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Breaking up – 
fragmentation  processes in faults

Cataclastic fault rock from the Bremanger area, Western Norway –
Courtesy of Håkon Austrheim (PGP, UiO)
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Using a sonification technique, Barrett 
has assigned sounds of different pitches, 
timbres  and durations to the individual 
fracturing events produced in our models . 
The models and sonification are 3D, so 
one can explore spatially by simply walk-
ing through the soundscape as it evolves 
in time. The experience is intensely engag-
ing, if a little unsettling, and provides a 
truly unique way to explore our data and 
present our research to the public.  

Why study fragmentation in faults?
The way in which rocks break up may in-
fluence the earthquake potential of seis-
mic faults as well as controlling the dy-
namics of rockslides and glaciers. We are 
therefore very interested in what drives 
the production and evolution of the gran-
ular debris , known in the trade as fault 
gouge or breccia, that is commonly found 
along natural  faults and interfaces. This 
material is plucked off the rough walls 
of a fault as they rub against each oth-
er and ground up or pulverised to form 
a granular gouge layer (Figure 1). In ad-
dition to this evolving granular layer, the 
walls themselves may grow rougher or 
smoother with accumulated slip. Both 
aspects  affect  the mechani cal behaviour 
(i.e. sliding friction) of the fault. At Uio, our 
efforts  to study fault zone evolution com-
bine observations  of natural geological 
faults, laboratory experiments and nu-
merical simulations. geological field ob-
servations provide important snapshots 
of a fault’s life through the structures and 
fabrics it leaves behind. Laboratory ex-
periments allow us to track motions and 
stresses at the edges of a fault and inves-
tigate its changing frictional resistance 
during sliding, however it is rare that we 

can directly look inside at what is respon-
sible for these changes.  

The attraction of a modelling approach
Numerical simulations of faulting (when 
properly coupled to laboratory validation 
experiments) provide a powerful way to vis-
ualise what is happening inside a fault as 
it moves. The beauty of models is that we 
have full access to all the data. We can liter-
ally watch dynamic grain scale interactions 
and crushing of individual fragments, watch 
the walls of a fault gradu ally or spontane-
ously become eroded  away and meanwhile, 
track the slip behaviour  that corresponds. 
We can even examine  the damage struc-
tures produced in our models for different 
conditions and compare  those to the dam-
age produced in ‘real’ faults. And impor-
tantly, whenever we want, we can stop start 
and replay secti ons of a faults life to view it 
in more detail and better understand it.

Fault fragmentation models
our fault fragmentation models are 3D 
discrete element based (DEM) models 
consisting of particles that interact by 
imparting contact forces to their neigh-
bours. The discrete nature of this tool is 
highly appropri ate for modelling a dis-
crete natural fragmentation process. We 
have previously demonstrated that 3D 
models  are essential to capture import ant 
aspects  of granular deformation, so de-
spite the computational costs involved, we 
have deemed 3D models vital in our work. 

We are immersed in a wonderful cacophony of sound. Sustained and intermittent pings, 
cracks, burrs, plops and tingles, jostle for position in our heads. High pitched delicate 
cascades contrast starkly with deep thunder like rumbles that seem to permeate our 
entire  bodies. We are exploring a fragmenting fault zone – from the inside – thanks to an 
inter active sound art installation, CRUSH, based on our fault fragmentation models, and 
created by sound artist and composer Natasha Barrett. 

A u T H o r
Karen Mair 

Associate Professor  
Department of geosciences

University of oslo
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Figure 1. Fault zone evolution in the laboratory: Scanning electron microscope image of the strong structural fabric pro-
duced when a granular material (here glass spheres) is sheared between rough blocks in a laboratory friction apparatus 
(Penn State Rock and Sediment Mechanics Lab). The fabric, indicating fault zone evolution, is highlighted by regions of 
reduced grain size (see red overlay). outside these ‘crush’ zones, spectator grains appear unaffected. Even within the 
crush zones, some ‘survivor’ spherical grains have been left undeformed. (Mair 2011, modified after Mair et al. 2002)
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Figure 3. Fabric development and 
local strain: Data presented from 
a typical model for four increasing 
amounts of fault slip (left to right). 
Y-position profiles are average 
values of thin horizontal slices cut 
through our 3D models. The pro-
files indicate that the matrix frac-
tion which represents the amount 
of crushing (black) and local strain 
i.e. relative motion of neighbours 
(orange) are strongly correlated, 
both being enhanced in specific 
local regions. (Mair 2011, modified 
after Mair and Abe, 2008)

The distinguishing feature of our approach 
compared to other researchers, who 
use discrete element models to investi-
gate faulting, is that we have developed a 
method  to implement somewhat realistic 
fracture of granular debris during slip of 
a simulated fault. The individual particles 
that make up discrete element models are 
unbreakable spheres, thus themselves 
not patently ideal for investigating frac-
ture! our models, however, involve a set 
of aggre gate ‘grains’ that are each made 
up of many (up to 10,000) of these small 
particles stuck together with breakable 
bonds (Figure 2).  As we drive the walls 
of our models past each other at a given 
stress and our simulated faults slip, these 
aggregate grains can break up so that the 
granular debris evolves in shape and size 
in a somewhat natural way (Abe and Mair, 
2005). With accumulated slip, our models 
produce preferentially crushed regions, 
where all the action is concentrated, sep-
arated by passive ‘spectator’ zones where 
little appears to be happening. This heter-
ogeneity generates damage textures that 

are reminiscent of those seen in natural 
and laboratory faults (Figure 1).

Is bigger really better?
In terms of computational challenge, 3D 
simulations having sufficient aggregate 
(parent) ‘grains’ in the debris layer to pro-
mote granular interaction, whilst them-
selves being fashioned from enough sub-
particles to allow fracture in a reasonable 
way, require models comprised of approx-
imately 500,000 particles running for 1-2 
million time steps. These simulations are 
clearly computationally intensive and re-
quire the high performance resources 
provided by NoTUR. To enable us to simu-
late such large models we use the paral-
lel DEM package ESyS-Particle. our main 
computations have been performed on the 
NoTUR HPC compute cluster Stallo con-
sisting of Intel Xeon based compute nodes 
and Infiniband interconnects. The queu-
ing and parallelization details of individu-
al jobs are handled by MPI. Typical mod-
el runs (in 2010) took 1800 CPU hours (i.e. 
either 140-150 hours on 12 CPU cores or 

105 hours on 18 CPU cores). To run simu-
lations for larger accumulated slip (which 
would potentially yield information about 
more mature faults) would require more 
CPU time on similar numbers of proces-
sors. our benchmarking suggests that we 
would not glean significantly better per-
formance by dividing up our models and 
running them on more processors, how-
ever, we could run much larger models in 
similar times by using more cores. 

Milestones so far 
over the last few years, thanks to the 
NoTUR  resources made available to us, 
we have achieved some key milestones in 
our fault fragmentation modelling. 

Firstly, our models show a strong fabric 
developed due to preferential crushing 
that mimics the fabrics produced in nat-
ural and laboratory faults (Figure 1). The 
regions of enhanced grain size reduction 
(due to crushing) in our models correlate 
directly with regions of enhanced local 
strain i.e. motions between neighbouring 
grains (Figure 3, Mair and Abe, 2008). This 
‘strain localisation’ effect is often inferred 
from the field but is rarely directly ob-
served. The degree of localisation has im-
portant implications for frictional stability 
i.e. the potential for rapid slip along faults.

Secondly, we have shown that fragment 
shape and wall roughness play a sig-
nificant role in setting friction level i.e. 
resist ance to sliding (Figure 4). They 
are the essential  ‘missing ingredients’ 
responsible  for a strong discrepancy 
between  previous  fault models and labo-
ratory experiments  (Abe and Mair, 2009).

Thirdly, we have demonstrated two 
distinct  ‘breaking up’ mechanisms that 
ope rate at different conditions or stages 

Figure 2. Fragmentation models: 3D model of granular fault gouge constrained between jagged boundary blocks 
(simulating rough fault walls). The initial configuration (left) and final state (right) after vertical compression and 
sliding of the fault walls right and left (see arrows). The model contains 480000 particles that are coloured according 
to their original ‘parent’ grain. As the aggregate parent grains break-up, some colours get smeared as grains are 
pulverised, whilst other ‘survivor’ grains are relatively undamaged. (Mair 2011, modified after Abe and Mair, 2009)
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of the model run. A splitting mechanism 
dominates during initial stages at small 
slips and a transition to abrasion or grind-
ing occurs with accumulated slip as our 
model fault matures (Mair and Abe, 2011). 
Such mechanisms have been inferred 
from quantifications of natural faults but 
the controls and transitions not observed. 

Importantly, in all three cases, the model-
ling approach has allowed us to watch evolv-
ing processes, grain interactions and pat-
terns of deformation that would otherwise 
have been impossible to directly observe. In 
addition, we have demonstrated the validity 
of our models (at least to a first order) by the 
similarity of their mechanical behaviour to 
laboratory experiments conducted at com-
parable conditions (Abe and Mair, 2009).

Science and art.... and more science
our new science-art collaboration with 
Natasha Barrett not only provides a novel  
and enjoyable way to communicate our 
work to the public (that seems particularly 
attractive to youngsters) but it gives us an 
alternative way to ‘view’ our data. our ears 
are incredibly sensitive to ‘un usual’ son-
ic events or sound patterns that may be 
smeared out by regular processing meth-
ods or the averaging we often use to dis-
play our 3D fracturing data. We are also 
very spatially aware so can ‘spot’ rela-
tively quiet repeating events from a com-
mon location. We have already identi-
fied some first order differences between 
our numerical models and sonifications 
that Barrett has generated from labora-
tory experiments. We are now carefully 
listen ing our way through our latest simu-
lations for the whispers (and shouts) that 
our eyes may have missed. The interactive 
installation CRUSH was premiered at the 
Nordic geological Winter meeting in oslo 
2010. The followup installation CRUSH 2 

is under development and scheduled to be 
exhibited in summer 2011.

Looking ahead
In future, much larger ‘life sized’ fault 
fragment ation simulations would be highly  
desirable . The necessary resources  do 
exist in Norway, but would involve coordi-
nated access to entire compute clusters 
for several hundred hours. This would 
constitute a substantial portion of the 
entire national HPC resource. The most 
challenging aspect of running very large 
simulations would undoubtedly be analys-
ing and visualising the enorm ous datasets 
that such runs would produce. Therefore 
before we would request such resources  
we must optimise a strategy to cope with 
this data that would itself involve ad-
vanced parallel processing and visuali-
sation techniques. Meanwhile, we still 
have much to learn from exploring our 
relatively ‘small’  but decidedly rambunc-
tious fault fragmentation models.

Main collaborators
Steffen Abe, Lecturer in geophysics, RWTH, 
Aachen University, germany.

Natasha Barrett, Composer and sound artist, 
oslo, Norway.
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Figure 4. Fragment shape and fric-
tion: Friction (i.e. resistance to slid-
ing) versus the normal stress (or 
vertical compression) applied to the 
upper and lower fault walls. Differ-
ent grain fragment shape (spheri-
cal or angular) and boundary wall 
roughness (smooth or rough) con-
figurations (A, B, C) clearly play a 
first order role in setting the level of 
sliding friction. Note that the mod-
els (solid markers, Abe and Mair, 
(2009)) and experiments (open 
markers, Mair et al. (2002), Frye 
and Marone (2002) and Anthony and 
Marone (2005) agree very well for a 
comparable boundary condition.
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Among the open questions, LHC may reveal 
the origin of elementary particle masses 
(such as Higgs particle), explain dark 
matter (as predicted by Supersymmetry), 
investigate extra space dimensions and 
microscopic black holes, help understand 
the origin of matter in the Universe, and 
reproduce a new state of matter (quark-
gluon plasma) that prevailed just after the 
Big Bang. Several aspects of LHC physics 
touch on the interface between particle 
physics and cosmology.

LHC is back
The successful circulation of first proton 
beams in the LHC (Figure 2) on September  
19 2008 was unfortunately followed by an 
incident caused by a faulty electrical  con-
nection  between two of the accele rator’s 
magnets. This resulted in mechanical  
dama ge  and release of helium from the 
magnet cold mass into the LHC tunnel. 
After  a year of repairs and detailed prepa-
rations, the LHC came back!  

The LHC went through a remarkably rapid  
beam-commissioning phase and ended 

its first full period of operation “on a high 
note” on December 16 2009. First collisi-
ons were recorded on November 23 and 
over two weeks of data taking, the six 
LHC experiments, namely ALICE, ATLAS, 
CMS, LHCb, LHCf and ToTEM accumulat-
ed over a million particle collisions at 900 
gev. Collisions  recorded at 2.36 Tev on 
November  30 set a new world record con-
firming LHC as the world’s most powerful 
particle accelerator. 

After a shutdown lasting two months, the 
LHC team succeeded in accelerating two 
beams to 3.5 Tev March 19 2010, and in col-
liding them March 30. In November 2010, 

heavy ion lead-lead collisions reached 2.76 
Tev per nucleon, another world record. 
This marked the start of the LHC physics 
research  program. 

High energies and high collision rates
The higher the beam energy and collision 
rates are, the greater the discovery poten-
tial.  How come?

The Large Hadron Collider (LHC) at the CERN laboratory in geneva is the first particle accelerator to 
directly explore the Tera-electron-volt (Tev) scale, a new energy frontier. 1 Tev = 1000 gev is equivalent 
to the energy of ca. 1000 proton masses. By colliding beams of protons or lead nuclei, the LHC will probe 
deeper into matter than ever before, reproducing conditions in the first nanoseconds in the life of the 
Universe. Four big experiments – among them ATLAS and ALICE with Norwegian participation – have been 
collecting data that should reveal new physics phenomena. 

A u T H o r
Farid ould-Saada

Physics Professor, University of oslo
Project leader,  

Norwegian CERN-related HEPP project

LHC research started ... WLCG busy

Figure 2. The LHC is the most technologically advanced 
scientific instrument ever built, allowing physicists 
to get insight into the basic building blocks of the 
Universe. The LHC is an underground accelerator ring 
27 kilometers in circumference. 

Figure 1. “Black Hole” event superimposed over a 
classic image of the ATLAS detector.
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Figure 3. This picture of a particle collision, which resulted in the production of a top-quark 
and its antiparticle, demonstrates that the ATLAS detector performs very well. The Norwegian  
scientists made a strong contribution to the semi-conductor tracker, one of the central detec-
tors with the aim of identifying charged particles, such as electrons and muons.  other detec-
tor types – calorimeters – measure the energy of electrons, photons and hadrons (protons, 
neutrons, pions). All other particles have a too short lifetime to be observed in detectors. 
Those are inferred from their decay products with the help of conservation laws, such as en-
ergy and momentum. This is the case of the top quark and anti-quark, leading to an electron, 
muon and jets in the picture to the left.

Figure 4. The success of the Worldwide LHC Computing grid relies on a high-volume performance network, allowing high and efficient data transfers between data centres 
(Tier-0, Tier-1s, Tier-2s, etc).

To produce particles of large mass re-
quires a lot of energy, according to the 
known Einstein relation E=mc2, stating 
the equivalence of mass M and energy E, 
related  to each other by the speed of light 
c. A mass of a proton corresponds to ca. 
1 gev. Two protons at rest have energy  
equivalent to ca. 2 gev. The total LHC 
energy  of 7 Tev, equivalent to 7000 proton  
masses, is due to the kinetic energy of 
the accelerated protons. It is this kinetic 
energy  that allows the creation of parti-
cles, known (top quark for Figure 3) and 
unknown (Higgs or dark matter if they ex-
ist). An LHC collision leads to hundreds of 
particles measured by detectors, which 

can be thought of as a sort of digital cam-
eras with millions of readout channels in-
stead of pixels. The higher the particle 
mass, the harder it is to produce it. This is 
where luminosity enters.

Luminosity gives a measure of how many 
collisions are happening in a particle 
accele rator: the higher the luminosity, the 
more particles are likely to collide. When 
looking for rare processes, this is import-
ant . Higgs or dark matter, for example, will 
be produced very rarely if they exist at all, 
so for a conclusive discovery or disproof of 
their existence, a large amount of data is 
required.

A worldwide distributed computing system
The real data collected by the LHC experi-
ments have been distributed smoothly 
around the world on the World-wide LHC 
Computing grid (WLCg). Distributed data 
analysis quickly followed that allowed cali-
bration of the various LHC detectors as well 
as first physics results.
 
The Nordic countries are committed to con-
tribute computing and storage resources 
for the processing and analysis of data pro-
duced by LHC. For this, they participate in 
the Nordic Tier-1 component of the WLCg 
collaboration, through the Nordic Data grid 
Facility (NDgF). NgDF is the only distributed  
Tier-1, with 2 of its 7 centres located at 
universities  of oslo and Bergen.

The mission of the WLCg is to build and main-
tain data storage and analysis infrastructure 
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Figure 5. This ATLAS lead-lead collision event at 2.76 
Tev leads to many recorded particles. When lead-ions 
collide in the LHC, they can concentrate enough energy 
in a tiny volume to produce a primordial state of highly 
dense matter, known as quark-gluon plasma. In Nature 
that surrounds us, quarks are confined in protons and 
neutrons, which are the constituents of nuclei that, to-
gether with electrons form the atoms. Quarks are held 
together by gluons, the mediators of the strong force. 
Quarks and gluons have never been observed as free 
particles. Loosely collimated “jets” of particles are pro-
duced when quarks and gluons try to escape each other. 
In proton collisions, jets usually appear in pairs, emerg-
ing back to back. However, in heavy ion collisions the jets 
seem to interact with a hot dense medium. This leads to 
a characteristic signal, known as jet quenching, in which 
the energy of the jets can be severely degraded. It is this 
striking imbalance in energies of pairs of jets that is 
observed  by ATLAS (top picture), where one jet is almost 
completely absorbed by the medium. ALICE and CMS 
confirmed this effect. ALICE (bottom picture) noticed a 
relative increase in the number of particles.  

for the entire High Energy Physics (HEP) com-
munity around the LHC. Raw data emerging 
from the experiments are recorded and ini-
tially processed, reconstructed and stored 
at the Tier-0 centre at CERN, before a copy 
is distributed across 11 Tier-1s, which are 
large computer centres with sufficient stor-
age capacity and with 24/7 operation. The role 
of Tier-2s is mainly to provide computation-
al capacity and appropriate storage services 
for Monte Carlo event simulation and for end- 
user analysis. other computing facilities in 
universities and laboratories take part in LHC 
data analysis as Tier-3 facilities, allowing sci-
entists to access Tier-1 and Tier-2 facilities.

Early in 2009 the Common Computing Read-
iness Challenge (CCRC) tested the grid’s ca-
pacity to handle the high volumes of data 
and simultaneous event analysis, by run-
ning computing activities of all four major 
LHC experiments together. It also tested the 
speed with which problems could be identi-
fied and resolved while running. Nearly two 
Petabytes of data were moved around the 
world, matching the amount of data trans-
fers expected when LHC will be running at 
high luminosity. Rates of up to 2 gigabytes 
per second leaving CERN for the Tier-1 sites 
were achieved. The test run was a success 
in terms of handling data transfer, provid-
ing computing power for analysis jobs, and 
quickly solving problems as they arose.

WLCG gets busy
Despite the highly successful tests, it 
remained  to be seen whether the effects 
of chaotic data analysis by impatient physi-
cists had been correctly anticipated. 

During the period between october 2010 
and March 2011, the LHC provided higher 
and higher luminosities for the final month 
of proton -proton running, as well as a rapid  
switch to heavy-ions and several weeks of 
heavy-ion data taking. The technical stop from 
December  to March was also very active  for 
the computing system, with all experiments 
reprocessing their full 2010 data samples. 

The Tier-0 storage system (Castor) easily 
managed very high data rates. The amount 
of data written to tape reached a record 
peak of 220 Terabytes/day. The bandwidth 
of data movement into the Tier-0 peaked at 
11.5 gigabytes/s, and transfer out peaked 
at 25 gigabytes/s, in excess of the original 

plans. The corresponding rates averaged 
over the entire year are 2 gigabytes/s and 6 
gigabytes/s respectively. Two and four Peta-
bytes/month were stored in the Tier-0 dur-
ing the proton and lead runs, respectively. 
The annual data stored during the first (very 
low luminosity) year is close to 15 Petabytes, 
which was initially estimated for the high 
luminosity running periods! External net-
working performance (Tier-0 – Tier-1s) was 
13 gigabits/s with peaks at 70 gigabits/s.

With the rapid increase of data produced 
by LHC, an extension of the Tier-0 is fore-
seen outside CERN and Norway is one of 
the host candidates. The efficient use of 
an infrastructure such as WLCg relies on 
the performance of the middleware. An-
other interesting development worth men-
tioning is the inclusion since May 2010 of 
the Nordugrid´s ARC middleware devel-
opment, led by oslo University, within the 
European Middleware Initiative (EMI, co-
funded by EU and coordinated by CERN). 
EMI is the body that provides the European 
grid Infrastructure (EgI), and indirectly the 
Worldwide LCg, with middleware based on 
ARC, dCache, gLite and UNICoRE.

Experiments tuned for “surprises”
The LHC running conditions in 2010 have 
been so good that CERN decided to run 
LHC in both 2011 and 2012, before the ma-
chine will be upgraded to allow higher en-
ergies, up to 7 Tev per beam, and much 
higher collision rates. 

Billions of events were recorded in 2010 
that led to the “re-discovery” and study of 
all known elementary particles, such as 
the mediators of weak interactions (W and 
Z particles) and the top quark, the heaviest 
of all. one surprise could come from the ob-
servation of “jet quenching” in heavy ion col-
lisions (Figure 5). Whether this has anything 
to do with the awaited plasma of quarks and 
gluons, a state of matter that prevailed some 
microsecond after the Big Bang, needs con-
firmation by ALICE, ATLAS and CMS … once 
more data are available. Then LHC will be 
confirmed as The Big Bang Machine!

on April 22, 2011 the LHC set a new world re-
cord for beam intensity at a hadron collider. 
This exceeds the previous world record, which 
was set by the US Fermi National Accele rator 
Laboratory’s Tevatron collider in 2010, and 

marks an important milestone in LHC com-
missioning. As of May 10 2011, ten times 
more proton-proton data have been accumu-
lated than in 2010. This is very promising.

A long shutdown at the end of 2012 to pre-
pare for an increase of the total energy to-
wards 14 Tev will be followed by a long and 
smooth data-taking period.

LHC´s physics research programme has 
definitively started, WLCg will be very busy 
and physicists all over the world will have 
fun for the next 20 years or so. There is a 
new territory to explore – the Tev scale – let 
us see with the LHC!
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Green Computing
The next ten pages describe a number of concrete and potential initiatives in Norway to achieve energy-
efficient solutions for hosting large-scale compute and storage equipment. In this section, you will find 
some introductory information concerning data centre design and energy efficiency.

Design
A data centre is a facility used to host com-
puter and storage systems, as well as asso-
ciated components, such as telecommunica-
tions systems. The main purpose of a data 
centre is to provide a reliable environment 
to run the applications that handle the core 
business and operational data of an organi-
zation or a set of customers. A data centre 
generally includes redundant or backup pow-
er supplies, redundant network connections, 
environmental controls (e.g., air conditioning, 
fire protection) and security infrastructure.

Data centres are expensive to build and 
maintain. Considerable attention must 
therefore be paid to building a center that is 
fit for its purpose for an extended period of 
time (10-20 years). The design, construction, 
and operation of a data centre is a reasona-
bly well-known discipline and standards for 
design requirements exist. There is still a lot 
of development in environmentally-friendly 
aspects and operations of data centres.

There exists a Tier-classification for data centres [1], 
not to be confused with the Tier-structures used 
by CERN/WLCg and PRACE. The most basic is a 
Tier-1 data centre that follows fairly straightfor-
ward guidelines for computer system installa-
tion. It is basically a server room that guarantees 
99.671% availability. A Tier-4 data centre impos-
es the most rigorous standards of perform ance. 
Here, all cooling equipment must be indepen-
dently dual-powered, including chillers and heat-
ing, ventilating and air-conditioning systems. The 
fault-tolerant site infrastructure includes  electri-
cal power storage and guarantees 99.995% avail-
ability. A Tier-4 centre is designed for mission 
critical computer systems, with fully  redundant 
subsystems, compartmentalized security  zones, 
biometric access control, etc.

Important design considerations for a data 
centre include environmental control (tem-
perature and humidity), electrical power (1)  www.wikipedia.org

(including backup power provided by unin-
terruptible power supplies and diesel gener-
ators), fire protection, physical security ac-
cess and network infrastructure with routers, 
switches and cable routing to transport traffic 
between the servers and to the outside world.

Energy use
Energy use is an important issue for data cen-
tres. Power usage can range from a few kilo-
Watt for a rack of servers to several MegaWatt 
for large facilities. In 2007 the entire informa-
tion and communication technologies (ICT) 
sector was estimated to be responsible for ca. 
2% of global carbon emissions with data cent-
ers accounting for 14% of the ICT footprint.

one of the factors that affect the energy con-
sumption and environmental effects of a data 
centre is its location. In areas with a cool climate 
and lots of low-priced ren ewable electricity, the 
impact on the environment will be moderate. In 
the past couple of years, several countries with 
favorable conditions have been trying to make 
themselves attractive for large international or-
ganizations to host their data centres. A num-
ber of initiatives emerged in Norway as a result 
of CERN’s plans to locate its LHC/WLCg Tier-0 
compute and storage equipment at a green and 
cost-efficient location in one of its members 
countries by 2014. Four of these initiatives are 
described on the following pages.

Energy efficiency of a data centre
Energy efficiency is increasingly used to rate 
data centres. Several different metrics can 
be used to measure the energy-efficiency of 
a data centre and its IT-equipment.

Power Usage Effectiveness (PUE) is prob-
ably the most widely-used metric. PUE is a 
measure of how efficiently a computer data 
centre uses its power. PUE is the ratio be-
tween the total power used by a data centre 
and the power delivered to the computing 
equipment. Anything that is not considered 

a computing device (e.g., cooling and light-
ing) is included in the data centre power us-
age. PUE puts large weight on maximizing 
the power devoted to the equipment run-
ning applications and minimizing the power 
consumed by support functions like cooling 
and power distribution. A PUE in the range 
of 1.15–1.20 is state of the art. PUE = 1.0 is 
ideal. A PUE < 1 would be possible with on-
site generation from waste heat, but is often 
commercially impractical to implement, es-
pecially for data centres in remote locations.

PUE does not capture the whole picture. The 
PUE of a data centre will be relatively low in 
case the IT-equipment inside the data centre 
is energy-inefficient, that is, uses more energy 
than strictly needed to process the workloads 
it is intended for. Therefore, optimizing PUE 
must be accompanied by minimizing the elec-
tricity usage of the IT-equipment itself. Ener-
gy-efficiency must therefore also be taken into 
account when procuring the equipment.

Carbon footprint
The carbon footprint is used to measure the 
atmospheric load caused by a product or ser-
vice, i.e., how much greenhouse gas is emit-
ted during the life cycle of the product or ser-
vice. The carbon footprint is expressed in 
mass (tons, kilograms) as a Co2 equivalent, in 
which the effects of greenhouse gases other  
than Co2 are also taken into consideration.

Since electricity generation in Norway is 
nearly entirely from renewable sources, the 
carbon footprint of data centres and compute 
equipment is often less of an issue for Norway 
than for countries that have large greenhouse 
emissions due to the use of fossil energy 
sources such as coal, oil and natural gas. This 
provides a good opportunity Norway to make 
itself attractive as data centre host for such 
countries and large foreign organizations.
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A Nordic Supercomputer in Iceland

For more information: www.nhpc.hi.is

The compute facility will be hosted by Thor 
Data Center, near Reykjavik, and is expected 
to be operational late 2011. It will be made 
available for researchers of the participating 
countries for a 3-year period (2012-2014). 
The signing ceremony was the first major 
milestone for a pilot project that was creat-
ed in 2010.

Green energy
Nowadays, the life-time cost for running an 
HPC installation is comparable to the cost of 
the computing hardware itself. Norway, like 
many other countries, spends millions of 
kroner each year on electricity for running 
HPC equipment. This makes operational 
costs and energy-efficiency key elements in 
optimizing HPC infrastructure. In addition to 
this comes increased environmental aware-
ness, especially for countries like Denmark 
that have large greenhouse emissions due 
to the use of fossil energy sources.

The Icelandic electricity system, being 
located  on an island, is an isolated system. 
The annual electricity production in Iceland 
amounts to ca. 12 TWh. of these, 70% come 
from hydro, 29.9% from geothermal and only 
0.1% is produced from fossil fuels for backup 
power in remote parts of the country. Iceland 
has eliminated fossil fuels from all station-
ary energy use. In spite of high energy con-
sumption per capita, Iceland exploits only a 

minor part of its potential energy sources. 
It is estimated that Iceland has harnes sed 
about 15% of its potential for electricity pro-
duction from hydro and geothermal sources. 
Wind-generated power is not used. [1]

Placing an HPC facility on Iceland combines the 
best of two worlds. green energy is abundant-
ly available, while researchers can get easy 
remote access to the HPC facility. Due to Ice-
land’s geographical position, it is impractical to 
transfer the country’s surplus  of electricity to 
mainland Europe. Hardware, however, can be 
moved to a cost-efficient location . Also digital 
information can now easily be transported via 
the newly upgraded  Scandinavian-Icelandic-
USA fibre data-network infrastructure.

Cooperation, sharing and investment
The pilot project is a 3-year proof-of-
concept  with a budget of ca. 1 million Euro. 
The project  has several objectives. Besides 
procure ment and operation of a joint HPC 
installation, the intention is to acquire or 
increase  experience with:
- Sharing computational resources, especi-

ally across country borders
- Identifying differences in policies, best 

practices and operations in the national 
infrastructures

- Identifying suitable models for organiza-
tion, governance, procurement, opera-
tions and usage

- Using environmental aspects, such as 
renew able energy and energy-efficiency, 
as parameters in procurements

- Promoting cross-border cooperation in 
computational science

one of the main assumptions for the pi-
lot project is that in the longer term, joint 

procurement of HPC equipment and its 
placement at green and energy-efficient lo-
cations will benefit Norwegian science as 
well as Nordic collaboration. In addition, it 
will contribute to investigating the role for the 
Nordic countries in Europe as cost-efficient 
host for large energy consuming research 
infrastructure.

Future
If the pilot project is successful, follow-up 
projects may be defined. E.g., for the pro-
curement and sharing of resources that are 
considerably larger or resources that are of 
a specialized nature for which there exists a 
demonstrated but not very large need in the 
individual countries.

Eventually, the aim is that national infra-
structures for computational science in the 
participating countries can increase focus on 
delivering high-quality services and access 
to computational infrastructures for their us-
ers, whereas the more elementary aspects of 
the infrastructure (e.g., hosting equipment) 
can be handed over to parties that can im-
plement this in a more cost-efficient manner, 
without compromising quality of service.

(1)  http://www.nordicenergysolutions.org(1)  www.wikipedia.org

on April 11, representatives from the national High Performance 
Computing initiatives of Denmark (DCSC), Norway (UNINETT Sigma) 
and Sweden (SNIC) signed an agreement with the University of Iceland 
to procure an HPC system in 2011.
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      Motivation
       green datacenters are actual- 
     ized because of the growing  
     concerns for environmental  
    effects of IT. A study from  
     KTH in Sweden has found  
      that the combined Co2 foot- 
 print of IT usage equals that of  
     civil air traffic. But there is a parallel  
motivation for large green datacenters 
stemming from advances in technology  and 
research methodology. Cloud and grid tech-
nology enables concentration of compute  
and storage resources, while leading  
research  is performed using HPC resources  
of magnitudes beyond the reach of any sin-
gle institution. Since greener  equals more 
cost effective, the price for the end user 
will also be favourable. The combi nation of 
these aspects has been a key motiv ation in 
the Lefdal Mine Project.

Location
The redundant olivine mine located in close 
proximity to the town of Måløy and adjacent 
to the fjord has excellent links to the lo-
cal road network, shipping port, renew able 
nearby power, communication and fibre 
networks, with a local airport accessible by 
road and a helipad on site. The town of Måløy 
is accepted as one of the most important 

fishing ports in the coastal region of Sogn og 
Fjordane and is able to support the techni-
cal skills and maintenance requirements for 
such a remote and secure Data Centre.

Known locally as ‘Lefdal gruve’, the mine is 
accessed from a single point of entry above 
ground. This single point of entry offers  a 
high level  of security and access control for 
such a Data Centre whilst offering natural 
Electromagnetic Pulse Protection (EMP) due 
to the natural rock formation. A substantial 
shaft has been created from the lowest floor 
level of the mine to above ground providing 
natural ventilation and emergency escape.

The mine consists of six stories divided into 
75 chambers with a useable floor area of 
approximately 120,000 square meters. The 
access road leading down into the mine 
is a spiral that is 14 meters wide and 8.5 
meters  tall. The spiral road has 220 kg/m2 
asphalt paving (same grade as a European 
highway). From the top of the spiral down to 
level 5 the vertical distance is 130 meters. 
The temperature in the mine is constant at 
+8 degrees throughout the year. There is a 
deep-water shipping terminal only three 
kilo meters away from the mine at Kalneset.

The mine is very dry. A water  pump is 
installed  on each level for 
security and constant  regu-
lation of ground water lev-
els. A vertical  shaft feeds 
air to fans at each level  in 
the mine intended for equip-
ment. Return air follows the 
spiral road outwards.

Today all parts of the mine 
are secured for safe access, 
and all transport tunnels 
and areas where person-
nel are working are checked 

yearly for structural safety and are consid-
ered very secure. There is radio communi-
cation cover throughout the mine.

Modularity, Scalability & Phasing
With a vast useable floor space, the most 
important factors have been the modular 
and scalability approach to the design of the 
facility , in order to meet the different spatial 
and power needs of tenants, be it Container 
Racks or Traditional Data Halls.

Flexible & future proofing
The design and fit out of the facility has 
focused  on the future flexibility of a Data 
Centre being able to react to technology  
advances  and changes in business opera-
tion which may affect layout configura-
tions and Mechanical and Electrical infra-
structure, whilst at the same time having 
the ability to scale down if needed in a cost 
effec tive and energy effective manner.

The facility has also been designed so that 
any rack or container density is available 
anywhere, anytime with the flexibility of the 
Mechanical and Electrical support systems 
being able to react to this type of change. 

rack Integration
Phase one proposal is to fit out Levels 3, 4 and 
5 as a Data Centre. The formation of the mine 
is laid out so that the spiral road provides di-
rect access to each floor level. Each floor lev-
el consists of a central access road, intended 
to be renamed as the ‘Avenue’. The Avenue 
provides direct access to vacant chambers on 
each floor level, these chambers will be re-
named as ‘Streets’ and vary in depth. 

Due to the mining and formation of floor 
levels, a secondary access road/tunnel is 
provided at each floor level and has been 
formed higher than the Streets. This access 
road/tunnel is ideally suited for the services 
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Lefdal Mine Project
The mine in Lefdal is the world’s largest underground olivine mine. It is located in the region Sogn og 
Fjordane  between Måløy and Nordfjordeid. The mine is situated by a deep, cold fjord with a stable and ample 
supply of Co2-neutral energy (hydroelectric and wind). 
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distribution zone, providing a continuous 
link with the Streets. This will be renamed 
as the ‘Service Tunnel’.

Visitor & Staff Entry
Access for visitors and staff will be above 
ground in a purpose built secure Head-
quarters building housing a welcoming 
reception area, offices,meeting rooms, 
engineer support rooms and staff accommo-
dation, whilst overlooking the picturesque 
fjord. 

A staff and visitor access tunnel will be cre-
ated providing access from the Headquarters 
building to all floor levels of the Data Centre. 
A monorail transportation system will trans-
fer passengers between the floor levels. This 
tunnel will also serve a secondary means of 
escape from the Avenues and Streets.

Power
Several hydropower plants in the vicinity of 
Lefdal provide a redundant power feed, and 
the possibility to provide the mine with un-
determined but sufficient power for any 
foreseeable future. Existing 22kv lines pro-
vide approximately 20MW of capacity over 
approximately 3km of over-ground lines.

The current power supply has a statistical 
reliability of 99.97%, which is consistent with 
Tier-3 requirements. The total power pro-
duction in the area is presently 12,7 TWh. 
The planned capacity for the mine project is 
still being considered, and will be ramped up 
in steps as the project develops.

Network connectivity
Network acces is currently supplied by two 
providers with separate infrastructure. 
Both suppliers can deliver multiple fiber 
runs of capacity from national commercial 
access  points (NIX, BIX), and to the nearby 
UNINETT  connection points. Both suppliers 
have redundant  paths to the local distribu-
tion point. Work is in progress for connecting 
another locally owned fiber to the location. 

Cooling system
The cooling system is based on seawater used 
as cooling source through a heat exchanger 
for a closed fresh water circuit that cools com-
puters via the integrated cold air radiators:
• Cooling of fresh water via heat 

exchangers.

• The total installed cooling power of phase 
1 is 30,000 kW.

• The effect is based on sea water at 8 
degrees in and 12 degrees out, and the 
fresh water side, respectively 18 degrees 
and 30 degrees.

• Seawater will be picked up at approx. 
200m deep  which ensures a water 
tempera ture of  max. 8 degrees through-
out the year, and to avoid algal growth.

• Separate in/out lines are built for sea 
cooling water to each cooling ND 500

The project CH2M HILL (used by IBM to veri fy 
their projects worldwide) concluded with the 
following: “Based on CH2M HILL’s ana lysis it is 
our considered opinion that the Lefdal Mine rep-
resents a unique opportunity to provide a high 
security data centre facility with leading edge 
operational performance and running costs. Our 
initial analysis indicates that the facility cooling 
solution would run with an industry leading PUE 
which we believe could be under 1.1 once de-
sign is fully developed. The facility cooling so-
lution offers 20-30% improvement over current 
leading edge designs operational or under con-
struction in Europe. The potential exists to ne-
gotiate highly competitive electricity costs from 
an electrical utility delivered from 100% renew-
able sources which adds to the benefits.”

About LocalHost AS
LocalHost is a Norwegian based datacent-
er specializing in products related to virtu-
alized environments, green datacenter solu-
tions and innovation. LocalHost is the owner 
of the “Lefdal Mine” (Lefdal Mine) project, 
has developed new technology for cooling 
of data centers, and is also currently devel-
oping new software and hardware related to 
storage. LocalHost is renowned for its green 
profile and is referred to as one of Norway ’s   
“best case” datacenters in IKT-Norge’s 
report  “Cloud and Fjords”. 

About the “Lefdal Mine” Project
Business professionals from a range of 
different  industries joined forces to explore  
the feasibility of establishing one of the 
world’s largest, most secure and most 
environ mentally friendly data centres in 
the Lefdal Mine in the Norwegian region of 
Sogn og Fjord ane. Hafslund ASA, IBM, North 
Cape Minerals , DNB Nor, Sogn og Fjordane 
Energi  (SFE) and Tandberg have all partici-
pated in the pilot project, contributing with 
economic and/or technological expertise. 
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The mine in Lefdal is the world’s largest 
under ground olivine mine. It is located in 
the region Sogn og Fjordane between Måløy 
and Nordfjordeid. The mine is situated by a 
deep, cold fjord with a stable and ample sup-
ply of Co2-neutral energy (hydroelectric and 
wind). The mine is invisible from land and air, 
and buildings built in the future will also be 
located  underground where the security level 
is high and the possibilities of expansion are 
good. The pilot has looked at all factors rele-
vant to the use of the mine for data handling 
on a large scale.

The project is funded by the Ministry of 
govern mental Administration and Reform 
and Innovation Norway and is a follow-up of 
IKT-Norge’s report “Cloud and Fjords”. The 
report documented that Norway can become  
a substantial global player within the area 
of data handling and that this opens up for 
the possibility of creating a new, environ-
mentally friendly and decentralized industry 
of international format.
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   The main owner of green  
   Mountain Data Centre is  
      Smedvig. The strong financial   
     backing and the long term  
   industrial approach that  
                          Smedvig provides is important  
       for green Mountain in the  
         reali sation   of the project. We  
 started this project as a result  
         of our involvement in the other data  
centre projects in Stavanger and in France. 
We studied reports on the power  infrastruc-
ture situation around geneva in Switzer-
land and as a result of this we established  
contact with CERN to explore the possi bility 
of providing a data centre solution  for them 
from our location here in Stavanger .  During 
this process we became aware that the 
Norwegian Defence  Authorities had initiat-
ed a process to sell the former NATo am-
munition depot at Rennesøy. 

Throughout this process we have estab-
lished a close co-operation with Lyse 
Energi , the municipality owned main pro-
vider of power and utility infrastructure and 
services  in the region. Lyse is also the own-
er of Altibox and is as such owner of its own 

high quality fibre network in large parts of 
the country. 

Further to this, to secure sufficient and 
ade quate  operational expertise into the 
project we have established a close co-
operation with EDB Ergogroup. As widely 
known EDB Ergogroup operates some of 
the largest data centres in Norway. What is 
not as widely known is that the operation-
al team in Stavanger has the main opera-
tional responsibility of the data centres in 
gjøvik during the night time throughout the 
entire year. For green Mountain this team 
of highly competent and experienced peo-
ple is essential to secure a market match 
of the design. 

Location 
In 1964 NATo finalised the building of about 
13.000 m2 of mountain halls for storage 
of ammunition for the North Atlantic fleet 
in Rennesøy, just outside Stavanger. Thir-
ty years later, another 8.500 m2 of stor-
age area including an ammunition repair 
workshop was completed. Walking the 100 
m long access tunnels, entering through 
the 50 cm thick vault like security door, 

Green Mountain Data Centre AS
  green Mountain Data Centre AS is now in the start-up phase. The actual construction work at the site  
has already started and the centre is expected to be operational in the second quarter of 2012.    

passing up to the second floor, the first 
thing one notices  is how dry everything is. 
The slate rock seems to provide a perfect 
shelter, creating a completely dry environ-
ment deep inside the mountain in this rainy 
part of Norway . After almost 50 years in 
operation , only very few traces of humidi-
ty, saline blooms and dripping can be seen.  

When entering the doors into the actual  
storage halls, the appearance changes 
from “tunnel like” to an “ordinary storage  
hall”. A full two storey concrete building 
with a total floor space of 3.730 m2 has been 
constructed  inside the mountain . After 50 
years of operation, the state of the storage  
area is unexpectedly good. Continui ng our 
stroll through the halls, we discover  that 
there are actually three identi cal such build-
ings inside the mountain. Three buildings 
of 3.730 m2 side by side inside  the mountain  
– all inter connected by wide pass-ways 
in both ends of the halls! Looking at this 
today , the ceiling height, the floor, walls, 
everything is like it was designed  for data 
centre purpose. And, that is exactly what it 
now will become! 

The other three halls were finalised in 1994  
and give a similar experience. The quality , 
the dryness, everything is as if originally 
designed  for the new purpose. 

Power and power availability  
When the location was chosen by NATo, 
the availability of power must have been an 
important  criterion. The location has power  
cables coming in from three independent or 
partly independent direction sources. one 
cable from Randaberg, one from Finnøy and 
one from Nordbø secure that the site has a 
unique power availability. As an illustration 
of this, the statistical power availability has 
been calculated to exceed the 99.995% to-
tal availability of a Tier Iv system. This dem-
onstrates the general quality of the supply 

Green Mountain 
Data Centre AS 

Rennesøy
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infrastructure in the region, combined with 
the fact that cables are less prone to fail-
ures than lines, but most of all the fact that 
a supply from three directions increases the 
availability substantially. 

The Rogaland region is one of Norway’s 
larges producers of hydro power. In the 
close vicinity of green Mountain site at 
Rennesøy  there are eight hydro power 
gene rators at three power stations con-
nected to large wate r reservoirs, and con-
nected to the national grid. Short travelled 
power from a 100% green power supply is 
also underscoring the green IT dimension 
of the location.  It is the intention to take 
advantage of this unique situation in our 
design of the data centre’s internal pow-
er supply system and internal distribution 
system. 

The cooling system 
The fjord, located only meters away from 
the entrance tunnels to the mountain halls, 
is a so-called threshold fjord, with its deep-
est point directly out from the tunnels. The 
threshold creates a massive under water 
basin with a constant water temperature 
year-round. green Mountain has moni-
tored the temperature over a full year pe-
riod and has found that the water temper-
ature at 75 m depth to 140 m varies within 
decimals of 7.8°C through the entire year. 
The basin at this depth is not affected by 
the variations of the coastal waters heating 
from the sun in the summer and from the 
cold ambient temperatures during the win-
ter. The cooling system will be designed as 
an S+S system  drawing water from about 
100 m depth, in the first stage prepared for 
a capacity up to 25 MW.  The heat from the 
data halls will be removed over titanium 
heat exchangers, thus securing a most ef-
ficient cooling system , securing a low PUE 
for the centre. 

Communication 
Efficient communication is a key word for 
any data centre. At green Mountain this is 
secured through multiple high quality fi-
bre connections to PoPs in Stavanger area.  
Lyse, one of the partners in the project, also 
provides fibre infrastructure and has as 
such contributed to the Stavanger region 
now having the best fibre infrastructure in 
Norway. Even though Lyse is a partner in 

the project this does not exclude other fibre 
operators – neutral carriers will be avail-
able for customers. 

Ventilation system 
The location deep within the mountain 
combined with the fact that computers 
do not require oxygen for their operation 
allows  for special solutions with regards to 
ventilation. green Mountain has decided to 
opt for hypoxic air venting technology to se-
cure that fire is just not possible. This tech-
nology reduces the oxygen level of the air 
in the data halls to about 15% compared to 
the normal 20.9%. By doing this at the at-
mospheric pressure at sea level, combus-
tion is impossible. At the same time human 
respiration is more or less unaffected by 
the reduced oxygen level. 

This system creates many benefits. Most 
important of course, no fire damages can 
occur  and it substantially limits smoke 
damage. Furthermore any secondary extin-
guishing damages such as venomous gas-
ses, corrosion, other environmental dam-
ages that are known to be costly effects of a 
fire outbreak, are efficiently removed. 

Another clear benefit from the system is 
that the quality of the air is improved. The 
high salinity seen in coastal climates that 
reduce the life time and reliability of com-
puter equipment is transformed into a cli-
mate optimal for computing equipment.

Security and access control 
The green Mountain gate at Rennesøy 
is fenced in and a tight security control 

scheme is in operation. An intelligent video  
surveillance utilising thermic cameras 
and top of the line video analysis systems 
is used for continuous surveillance of the 
outer perimeter. Access to the datacentre 
is only possible through the access tunnels 
– again secured with top of the line access 
control systems. It is vertically impossible 
to gain access without the proper credenti-
als and access codes.

The location of the data halls 100 m into the 
mountain, and more than 100 m of cover-
age also above secures that the data centre  
is well protected from natural disasters 
and EMP exposure from solar flairs or vol-
canic eruptions. Actually, the centre was 
built with protection from nuclear explosi-
ons in mind. 

Green IT
green Mountain has the clear ambition to 
establish the world’s greenest data centre . 
To achieve this we focus on a number of 
aspects , this includes 1) use of hydro  power , 
2) use of free cooling from the sea, 3) a 
location in the vicinity to the hydro  power  
stations, 4) use of modern infrastructure 
technology in the centre, 5) focus on power 
optimisation in all aspects of the operation 
and 6) focus on use of green materials , avoid 
use of toxic materials where possible etc. 
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Entrance through a high security door into one of the mountain halls.



@@

@ @
@

18

        Background 
RMH was initiated by Tinn Energi, the local 
utility company, supported by the munici-
pality of Tinn, with the purpose of providing 
economically competitive and sustainable 
business in the region. 

Tinn Energi commissioned a study from 
gartner group on the development of green  
data centers, and a matching conceptual 
design  from Hewlett-Packard. The main 

purpose is obviously to gain a competitive 
edge and take advantage of technology, 
where the high-level design aims at ”World 
Class” PUE.

Being located in the Rjukan area, RMH will 
benefit from the abundant access to green, 
renewable power. Installed power produc-
tion capacity in the local community is 550 
MW. In addition comes the immediate ac-
cess to the Nordic grid through Rjukan 

rjukan Mountain Hall – rMH
Rjukan Mountain Hall is a greenfield company set up to provide low cost, high 
efficiency data center facilities to the market by utilizing the unique access to 
safe shelter, green scalable power, natural cooling and high capacity connectivity 
capabilities in the Rjukan area. A twin-site datacenter is planned, providing 60 000 m2 

      data floor space. Phase 1 of the datacenter development will include all groundwork,  
   and provide the market with 7 000 m2 data floor space. RMH is planned ready for  
     operation 2H2013. 

Trafo. Having planned around 200 MW ca-
pacity for RMH, the need for robust and effi-
cient cooling is obvious. This is achieved by 
utilizing river water from two independent 
waterways in the Rjukan area.

Finally, the existing resilient fibre infra-
structure between Rjukan and oslo pro-
vides unlimited access to bandwidth and 
low latency  communication services. 

Rjukan 
Mountain Hall

Rjukan
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Services
RMH will build a multi-tier based (Tier1-
3 or or equivalent) facility, offering data 
center  services to the market. These ser-
vices will mainly be co-location services 
(power/cooling/security) with additional 
operational services (monitoring, escala-
tion, reporting), smart hands and logistics.
The ISo 27001 standard will be the base 
for the information security management 
system. 

Market areas
With the Norwegian market represent-
ing some 50.000 m2 floor space in total, it 
is clear that the European market will be 
the main market place for RMH. The an-
nual growth is estimated by gartner group 
to 250.000 m2 for the 17 largest cities in 
Europe . 

Target customers for RMH are a combi-
nation of SMBs with a need for flexible and 
resilient solutions, multinational enter-
prises with a need for cost-efficient solu-
tions and ICT Service Providers looking for 
”World Class” data centres.

In addition comes the educational 
sector  with its needs for emerging HPC 
solutions . RMH looks with great interest 
at the Nordic  HPC pilot project that was 
awarded to Iceland  this spring, and will 
follow  up on similar initiatives. The CERN  
Tier-0 and upcoming  PRACE initiatives will 
be followed up actively. 

Key design elements 
The RMH design is based on a modular 
approach  on building the data centre, com-
prising two indepentent mountain halls 
offer ing a net floor space at 60.000 m2. 
The halls will be built as parallel tunnels 
(’fingers ’, see illustration). Each tunnel will 
be built further according to customer de-
mand in modules of 1.000 m2. The initial 
capacity  will be 7.000 m2.

The base design will support an average 
power density of 3 kW/m2. With an aver-
age footprint per rack of 3 m2, the design 
supports a average power density per rack 
of 9 kW/rack. Based on individual custom-
er needs, the design can modulary be ad-
justed to support a power density per rack 
around 25 kW. 

The cooling design will vary with the actual  
power density per module, and will be a 
combination of air- and water based soluti-
ons. Ultimately, the abundant access to 
cold riverwater (varying between 4-8 C) will 
ensure efficient cooling.

The power design will support a total ca-
pacity of 200 MW for a fully  loaded data 
center. The physical location of each of the 
two sites will be situated next-door to a lo-
cal hydro power plant, ensuring minimal 
losses in power transportation (short trav-
elled power ). The local power production 
capaci ty in Rjukan is 550 MW, and in com-
bination with the Nordic grid a total of 700 

MW is available. As a final green touch, the 
power design is planned without any use of 
diesel generator backup. This is feasible 
due to the inherent power resilience and 
the access of six independent power plants 
in the local community.

RMH has investigated the opportunities for 
recovering the residual heat from the facil-
ity. Due to the relatively low delta in tem-
perature of the cooling water, no clear pur-
poses for consuming the residual heat have 
been identified. However, this work will go 
on continuously, as this may represent an-
other revenue source for RMH as well as 
benefit the environment. 

Communications design
Tinn Energi and adjacent utility companies 
have together built a local and regional 
fiber infrastructure, offering carrier neu-
tral fiber communication with high capac-
ity (DWDM system offering multiple 10gbps 
and 100 gbps links) between Rjukan and 
oslo. 

Stage one offers access to PoPs in oslo, 
where several multinational providers are 
present, providing further access to the 
home market and Europe. During 2011 
another  link to the west coast of Nor-
way will be ready, offering capacity to UK 
(Kårstø), as well as a link to Denmark via 
Kristiansand.
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              This article’s scope is to give  
      a presentation of the NCE  
        SMART Alternative, and within   
      a historical context map out  
          some of the unique benefits   
        of choosing Halden as host for 
    a data center. 

Cooperation and future thinking
The constantly changing times have, 
in Halden , as in most other traditional 
industrial  cities in Norway, brought with it a 
need to make a transition from a primarily  
commo dity-based industry into more 
technology -oriented businesses. With the 
establishment of the Institute for Energy  
Technology including the oECD Halden  Re-
actor Project in 1958, the foundation of a for-
ward-thinking IT industry also took place. 
Breakthroughs in the research- active insti-
tutions, led to private startups, which again 
led to the cluster of businesses , research 
institutions and edu cational institutions 

that are shaping the future of IT and energy 
through the Norwegian  Center of Expertise 
SMART Energy Markets (NCE SMART).

As the IT industry has grown, the municipal 
authorities have been adapting, and have, 
in the last ten to fifteen years, taken strong 
measures to assure the sector continuous 
growth. Looking back, from the year 2000 
until today, a number of milestones have 
been reached, all of them with great effort 
made by Halden Municipality. Most promi-
nent is the opening of the new facilities for 
the University College in 2006, and the ap-
pointment of the energy- and IT cluster as a 
Norwegian Center of Expertise in 2009.
 
The combined forces of an innovative IT 
industry  and municipal accommodation 
have resulted in a massive investment un-
der the «Smart City» umbrella.  This un-
dertaking comprises several projects, but 
most prominent are the development of the 

Remmen Research Campus and the NCE 
SMART Energy Research Park. Established 
in conjunction with the Østfold University  
College, a large area is under develop-
ment, with all necessary infrastructures 
in place. The infra structure consists of ba-
sic elements  such as roads, water, sew-
er and high capacity  power lines, but also 
district heating and fiber network. In total, 
the municipality’s investment for this area 
amounts to approximately NoK 30 million, 
and the site is already scheduled for con-
struction start within 2011. 

The NCE SMART Energy Research Park 
thus only marks the beginning stages of 
developing the Remmen Research Cam-
pus. In addition to the research park, sev-
eral other projects have already been ini-
tiated by the municipality in cooperation 
with SIvA (The Industrial Development 
Corporation of Norway ) and private inves-
tors. Amongst these are a new swimming 

NCE SMART 
Alternative

Halden

The NCE SMArT Alternative 
     With abundant infrastructure already in place, an established international research and 
develop ment community and the possibility of using surplus heat to power other buildings on 
campus, the NCE SMART Alternative in Halden boasts significant advantages as the future site 
      for a new data center in Norway.

NCE SMART Energy Research Park with the green Data Center
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arena , an 8,000 m2 multi-sports arena, and 
a new neighborhood of private houses and 
student  apartments. All of these facilities, 
and of course including Østfold University 
College, are potential customers of surplus 
heat from the data center, and the close 
vicinity  between these buildings means that 
the energy loss during transport is mini-
mized. In the search of establishing a true 
green datacenter, these ideal conditions 
mean that the net power usage effective-
ness can reach levels as low as 1.3-1.0 and 
in the future, perhaps even lower.

In the center of events
In addition to the infrastructural invest-
ments already made, Halden  has several 
other advantages. With almost equal dis-
tances to oslo and gothenburg, connect-
ed with a four-lane highway, intercity rail 
network and three international airports 
in the greater oslo area, physical access 
is quick and convenient. But physical ac-
cess and short traveling times wouldn’t 
be of high value if there was a lack of ba-
sic infrastructure. As host to the oECD Hal-
den Reactor Project, the Østfold Universi-
ty College and the NCE SMART cluster with 
its 1,500 employees, Halden has a redun-
dant and high capacity fiber network con-
necting the different insti tutions and busi-
nesses. The international backbone fiber  
from oslo to continental Europe  passes 
through the city, and international custom-
ers will also be offered to connect to Halden 
through the UNINETT  – NoRDUnet – géant 
connection . In addition to common Nor-
dic factors such as a cool climate  and Eu-
rope’s lowest power prices, the main power 
exchange backbone between Norway and 
Sweden is located  in Halden. A new 11kv 

cable line with 8MW unused capacity is al-
ready in place at the proposed site, and all 
things considered, this makes for an un-
matched stability in regard  to both fiber- 
and power connections.

Stating that Halden is situated in the center  
of events might seem a bit ambitious, but 
both location-wise and with regard to infra-
structure it is an ideal host for a data cent-
er. With access to NCE SMART Energy  
Markets and the extensive research and 
development it represents, Halden is a liv-
ing ecosystem and a strongly proposed 
candidature. 

A look inside Tieto’s green datacenters
With over 17,000 IT-experts, Tieto is repre-
sented mainly in Northern and Eastern 
Europe .  Amongst a variety of services, the 
company has a broad experience with effici-
ent and green IT solutions, including several 
highly successful data centers. Constructing  
and engineering a modern data center is 
a challenge in itself, but creating scalable, 
interruption -free and green data centers re-
quires great dedication and knowledge. Ti-
eto has plans for the construction of a green 
data center at the NCE SMART Energy Re-
search Park, and, drawing on experience 
from previous projects, as for instance in 
Södertörn outside Stockholm, Sweden, the 
principles and foundations of an energy 
efficient  data center come to life.

Interruption-free scalability and expansion 
opportunity cannot only be considered as an 
economic advantage, it is also a contributor 
to a more energy- efficient data center. Even 
though the principle of cooling the halls in 
the Södertörn project is conventional, it 

stands out from conventional centers be-
cause already from the beginning, Tieto 
equipped the computer halls with dual cool-
ing systems. The ability to upgrade the cool-
ing system to full redundancy with two com-
pletely different systems is integrated from 
the beginning, securing a vital part in the 
equation. Through a complete separation 
of the hot and cold side access in the blade 
server halls, one can fine-tune the temper-
ature to obtain the energetically ideal oper-
ational case. In this way, the computer halls 
are able to obtain a smoothed temperature 
between winter and summer. 

Initially a large part of the cooling media 
coolers are being used as free cooling bat-
teries. Separated from the rest of the plant, 
the free cooling system transfers the cold 
water to the chiller’s cold side through a 
heat exchanger, which is regulated accord-
ing to need. Heat recovery for the Södertörn 
plant’s heating needs is received from the 
warm side of the chiller through a heat ex-
changer. This includes heating of the sur-
rounding rooms, the ground outside the 
entrance and the preheating of the die-
sels. The very large energy gain will occur 
when, instead of free cooling, one delivers 
the heat to the local district heating com-
pany. once the local district heating net-
work at Södertörn is completed, the case 
will achieve the ideal goals of sustainable 
and smart energy usage and will cover the 
heating  needs for over 1,000 households in 
the neighborhood.

C o N T A C T
Dieter Hirdes

dieter.hirdes@ncesmart.com
www.ncehalden.com
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NCE SMART Energy Markets Simulation and Scenario Center

Halden with Frediksten fortress
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The Partnership for Advanced Computing in Europe (PRACE) is 
a Research Infrastructure that allows researchers from across 
Europe to apply for time on high-performance computers via 
a central peer-review process. The third Regular Call invites 
for project proposals with high scientific quality and impact to 
access Europe’s largest computing resources (Tier-0). Allocation 
will be for 1 year starting from 1 November 2011.

There are three Tier-0 machines available of type IBM Blue 
gene/P (294 912 processor cores), a Bull cluster (92 160 
processor cores, based on Intel Nehalem EX) and a Cray XE6  
(113 664 processor cores, based on AMD Interlagos).

The call includes also a pilot call for cross-national access to 
large national HPC systems (Tier-1) via the Distributed European 
Computing Initiative (DECI). There are 17 Tier-1 systems available 
of type Cray XT4/5/6, XE6, IBM Blue gene/P, IBM Power6 and a 
variety of clusters. 

The deadline for submission of proposals for access to Tier-0 
and for Tier-1 systems is 22 June 2011. 

Preparatory Access allows researchers to apply for code scala-
bility testing and also support for code development and optimi-
sation from PRACE software experts. Preparatory access allows 
researchers to optimise their codes before responding to PRACE 
calls for project access. 

There are three types of Preparatory Access: 

A. Code scalability testing to obtain scalability data which can 
be used as supporting information when responding to future 
PRACE project calls. This route provides an opportunity to en-
sure the scalability of the codes within the set of parameters 
to be used for PRACE project calls, and document this scala-
bility. Assessment of applications is undertaken using a light-
weight application procedure. The maximum allocation time 
is two months which includes submission of the final report. 

B. Code development and optimisation by the applicant using 
their own personnel resources (i.e. without PRACE support). 

For more information:  
www.notur.no/news/archive/20110503.html

Project Access

PRACE Preparatory Access 
Applicants need to describe the planning for development in 
detail together with the expert resources that are available 
to execute the project. The maximum allocation time is six 
months which includes submission of the final report. 

C. Code development with support from experts from PRACE. 
The maximum allocation time is six months which includes 
submission of the final report. 

The maximum allocation that can be requested depends on the 
type of access that is applied for (and choice of target system), 
but varies from 50 000 to 250 000 core hours. 

Preparatory access calls are rolling calls, researchers can apply for 
resources all year. There are no closing dates. Assessment of the 
applications received will be carried out at least every two months. 

For more information:  
www.notur.no/news/archive/20110201.html
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The EU-funded project HPC-Europa2 calls for proposals from researchers working in Europe to visit any of the seven 
HPC centres in its Transnational Access programme. The centres that participate are CINECA (Bologna), 
BSC (Barcelona), CSC (Helsinki), EPCC (Edinburgh), SARA (Amsterdam), HLRS (Stuttgart) and 
gENCI-CINES (Paris).

Applications for the programme are welcomed from academic or industrial 
researchers, from senior postgraduate students to the most senior 
researchers, who are working on non-proprietary research in any discipline 
and for which access to HPC facilities is beneficial. visitors will use the 
HPC facilities of the centres to improve the quality of their research, 
while working in collaboration with scientific researchers from a 
local research institute. The programme is funded by the European 
Commission and offers visitors: 

• access to some of the most powerful HPC facilities in Europe;
• HPC consultancy from experienced staff;
• opportunities to collaborate with scientists working in related 

fields;
• travel costs, subsistence expenses and accommodation.

visits can last between three weeks and three months. The average 
visit length is six weeks. Applications are evaluated every three 
months. (Tentative) closing dates for proposals are:

• 5 September 2011
• 15 November 2011

For more information: 
www.notur.no/news/archive/20101025.html

HPC-Europa2:  
research visit opportunities using HPC 

SubScribe  
to the MeTA magazine?
To subscibe to the paper version of the MeTA magazine, please visit:

www.notur.no/publications/magazine
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Upcoming Even

The Notur II project provides the national einfrastructure for computational science in Norway

The infrastructure serves individuals  and 
groups involved in education and research 
at Norwegian universities , colleges  and 
research institutes, operational  forecast-
ing and research at the Meteoro logical 
Institute, and other groups who contri bute 
to the funding of the project. Consortium  
partners are UNINETT  Sigma AS, the 

Norwegian  University  of Science and 
Technology  (NTNU), the University of 
Bergen  (UiB), the University of oslo (Uio) 
and the University of Tromsø (UiT). The 
project is funded in part by the Research 
Council of Norway and in part by the 
consortium  partners.
The Notur project is complemented by two 

other projects that are financed in part by 
the Research Council of Norway . NorStore 
is a national infrastructure for scientific  
data. The Norgrid project deploys  and 
operates  non-trivial services for work 
load management and aggregation of 
the resources provided by the Notur and 
Norstore  resources.

The 26th NorDunet conference
June 7-9, 2011, Reykjavik, Iceland
http://www.nordu.net/conference/

ISC’11 -  
International Supercomputing Conference
June 19-23, 2011, Hamburg, Germany
http://www.supercomp.de/isc11/

Euro-Par 2011
August 29 - September 2, 2011, Bordeaux, France
http://europar2011.bordeaux.inria.fr/

ParCo2011;  
International Conference on Parallel Computing
August 30 - September 2, 2011, Ghent, Belgium
http://www.parco.org/

EGI Technical Forum 2011
September 19-23, 2011, Lyon, France
http://tf2011.egi.eu/

SC11 - International Conference for  
High Performance Computing, Networking, 
Storage and Analysis
November 12-18, Seattle, WA
http://sc11.supercomputing.org/

The allocations given out by the Research Council of 
Norway on the HPC and storage facilities of Notur and 
NorStore expire September 30 2011. 

The deadline for applying for new allocations starting 
october 1 is  August 18 2011.

Applications   for   new   projects   or   extra allocations do  not  have  
a  deadline.  Such applications   are normally  processed  within  
five working  days.

upcoming Events Notur and NorStore
upcoming deadlines for  
the user communities
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