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FEATURES

Together with the national HPC 

resources, we are well positioned to 

achieve our ambitions of developing 

solutions towards personalized 
cancer medicine.

The NorStore Research Data Archive 

aims to encourage new and innovative uses 

of existing data that will maximise 

the usefulness of research data.

Over the last half-century high 
performance computing 

has proved itself as an essential tool 

for the earth sciences as weather 

balloons and rock hammers.
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User needs are driving the advances in high performance computing and 
storage services. In this edition of META we have many very interesting 
contributions from areas such as climate research, human cancer 
 research, modeling of animal decisions, studying of the solar atmosphere 
and data analysis in the smart grid. Thanks to all our contributors for their 
continued support!

The trend now seems to be that high performance computing is  becoming 
more dependent on advanced storage systems. This relates to the size of 
data (big data), to the sharing of data, to services for sensitive data and 
to the long-term preservation of scientifi c data. We are now launching two 
new NorStore services to meet these demands; one for storage of  sensitive 
data and one for archiving datasets. You will fi nd more information about 
both in this edition of META. In addition, we have started an activity to 
 consider the possibilities of adapting a more data-centric national 
 e-infrastructure in order to achieve a better integration between Notur 
and NorStore services and resources. The yearly user survey was 
 completed earlier this autumn and some of the relevant feedback  suggests 
that long-term storage, interoperability and storage tools should be 
 improved in Notur and NorStore. 

In the end of October UNINETT Sigma was informed that NorStore has 
been granted its funding for 2014 by the Research Council. This secures 
the funding of both projects (Notur and NorStore) until the end of the 
 current mandate of UNINETT Sigma, to coordinate the resource and 
 service provisioning for the national e-infrastructure for research 
 concerning high performance computing and data services.

The large simulations executed in order to study the solar atmosphere, 
computing resources from Notur and the PRACE network have been used. 
PRACE provides access to the largest computers in Europe and Gudiksen 
et al. are using their PRACE access to run high-resolution simulations, 
which would otherwise not be feasible on individual Notur resources. We 
believe that there are also other demanding projects in Norway that would 
benefi t by making use of the PRACE network in their work. The user  survey 
indicates that a few projects are running massively parallel jobs  employing 
1024 cores or more, suggesting that there is a potential for other projects 
to utilize the PRACE network also. Projects considering the PRACE  Tier-0 
e-infrastructure beneficial for their work are strongly encouraged to 
 contact sigma@uninett.no

Arild Halsetrønning
Managing Director 
UNINETT Sigma AS
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Advanced computer simulations helps 
understand the active solar atmosphere
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The earth sciences have long contributed to driving 

advances in high performance computing.  Weather 

forecasting was one of the earliest practical 

applications, back in the days when supercomputers 

had less computational power than the latest video 

game consoles and mobile phones (Fig. 1).  By the 

time Japan began development of the Earth Simulator 

in the late 1990s, the scope had broadened to include 

climate modelling, the effects of global warming, and 

the dynamics of the earth’s interior.  When it launched 

in 2002, the Earth Simulator was the fastest 

supercomputer in the world and remained on top of 

the list for over two years.  Of the top 10 fastest 

supercomputers today, 8 are lodged at institutions 

(across the USA, Japan, Germany and China) that 

conduct research related to earth and environmental 

sciences. 

COMPUTING THE EARTH 
FROM CORE TO CLOUDS

NUMERICAL MODELLING OF THE EARTH
Motions in the atmosphere, ocean and solid 
earth are inherently complicated.  One has 
only to look around to appreciate the vastly 
different scales and forms these motions 
take, from ripples on a lake to cloud  vortices 
to the migration of tectonic plates that 
spread, converge and slip past each other 
to form rift valleys, trenches and fault zones.

These motions are governed by physical 
laws that can be expressed as a  multivariate 
system of equations representing the earth 
system. Interestingly, many of the  equations 
(e.g., Navier-Stokes equations for fl uids, 
wave equation, conservation laws) are 
 common to the atmosphere, ocean, ice, 
mantle and core, but for each case, the 
terms that dominate or become negligible 
are different. 
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Figure 3. Climate of the last ice age. (a) Maximum extent of Northern Hemisphere ice sheets according to the 
ICE-5G reconstruction (Peltier, 2004). (b) Simulated winter storm tracks (shading showing eddy kinetic energy at 
200 hPa) and atmospheric jet streams (contours showing westerly wind at 250 hPa, 10 ms-1 starting at 30 ms -1) 
in present climate and ice age climate (modifi ed from Li and Battisti, 2008).

Figure 1. Exponential growth of computational power. 
Circles show the performance of the world's fastest 
supercomputers. Dots show the performance of a Sony 
Playstation 3 (purple), Apple iPhone 5s (turquoise) and 
Samsung Galaxy S4 (blue). Sources: www.top500org, 
en.wikipedia.org/wiki/History_of_supercomputing, 
www.phonearena.com

Figure 2. Map of surface warming in the decade 
2090-2099 from a NorESM simulation of the RCP6.0 
future scenario. Warming is relative to the 1961-1990 
period.
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PAST, PRESENT AND FUTURE CLIMATE
The Norwegian Earth System Model 
(NorESM) is one such numerical model that 
represents as best it can the physics, ther-
modynamics, chemistry and biochemistry 
of the atmosphere, ocean, sea ice and land 
surface. A consortium of  universities and 
research institutions in Bergen, Oslo and 
Tromsø share the  massive job of maintaining, 
updating and improving NorESM.  

Researchers at the University of Bergen and 
the Bjerknes Centre for Climate Research 
use NorESM to study a wide range of 
 climates, from ice ages and past periods of 
extreme warmth to the global warming 
 occurring today and continuing into the 
 future.NorESM contributed climate 
 simulations (Iversen et al. 2013) to the 
 Coupled Model Intercomparison Project 
(CMIP5; cmip-pcmdi.llnl.gov/cmip5), and 
these were used in numerous studies cited 
in a report released in autumn 2013 by the 
Intergovernmental Panel on Climate 
Change (www.ipcc.ch). For these simula-
tions, the atmosphere is sliced up into a grid 
with approximately 2°  latitude-longitude 
boxes and 26 vertical  levels, and the ocean 
is sliced into 1° boxes and 53 vertical levels.  
The 3-dimensional state of the atmosphere 
and ocean is then advanced forward in 
30- minute time steps. A typical 100-year 
long simulation involves more than 3.7 
 million grid points and nearly 1.8 million 
time steps. NorESM ran on  several hundred 
processors for a period of 9 months to com-
plete the suite of simulations contributed 
to CMIP5, and produced about 70 TB of data.
Figure 2 shows a NorESM estimate of how 

surface temperature may change by the end 
of this century following one possible future 
scenario.  The model is given inputs of the 
external “forcings” for the period of  interest, 
in this case changes in solar irradiance and 
estimated changes in atmospheric green-
house gas concentrations and aerosols (this 
 medium-high scenario stabilizes atmos-
pheric carbon dioxide at 850 ppm, approxi-
mately 450 ppm higher than today, shortly 
after 2100). It is then run forward into the 
future with the various model  components 
evolving and interacting freely. 

NorESM predicts warmer temperatures 
 almost everywhere on the globe, with more 
pronounced warming towards the North 
Pole and over continents.  Regions where 
sea ice disappears become over 10°C 
warmer than they today. While no  single 
climate model is perfect, results such as 
this are remarkably consistent. If we 
 continue along this scenario, the IPCC 
 climate models agree that the world will 
likely warm by at least 2°C by the end of the 
century, though the warming will be neither 
uniform nor smooth due to regional and 
interannual-to-decadal variations (IPCC 
AR5, 2013).

Climate models can project us forward into 
possible future worlds, but they can just as 
easily take us back in time.  During the last 
ice age, massive ice sheets blanketed North 
America and Scandinavia (Fig. 3a),  reaching 
heights of over 3 km at their maximum 
 extent around 21,000 years ago. One can 

fi nd geologic records of ice age climate in 
deep ocean sediments, lake sediments and 
ice cores drilled from Greenland and 
 Antarctica (Fig. 4). The records are often 
discontinuous, tricky to interpret and 
fraught with dating uncertainties, so we 
turn to climate models to fi ll the gaps.  
Studying such periods helps deepen our 
understanding of the wide range of climate 
conditions Earth can experience.  

To simulate the last ice age, the model is 
given estimated forcing inputs for the past 
instead of the future – in this case, reduced 
concentrations of atmospheric greenhouse 
gases and aerosols, the appropriate solar 
irradiance, altered continental coastlines 
to account for lower sea levels, and our best 
guess for the extent and height of the ice 
sheets.  Figure 3b shows an example of 
 output from this type of simulation 
 performed using NorESM’s atmospheric 
component. Compared to today, the model 
simulates a weaker and southward-shifted 
North  Atlantic storm track during the ice 
age (Li and Battisti, 2008). Since it is this 
storm track that coastal Norway owes much 
of its rainfall to, the result suggests that 
Bergen might have been considerably less 
rainy back then (though also considerably 
 colder)!  The altered storm track is likely 
related to the presence of the North  American 
ice sheet and the internal dynamics of 
 atmospheric jet streams (Pausata et al., 
2009; Li and Wettstein, 2012).

STRUCTURE OF THE SOLID EARTH
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the underlying mantle (Fig. 5a).  Regions 
where subduction occurs include the north-
western coast of North America, the east-
ern coast of Japan and the south-western 
coast of Indonesia.  Subduction zones are 
often associated with powerful megathrust 
earthquakes, explosive volcanism and 
 orogenesis (mountain building).

A great deal of knowledge about subduction 
zones comes from seismic images of these 
regions. The concept is similar to how 
 radiologists make medical scans, but 
 instead of using energy from X-rays or 
 ultrasonic waves to see into your body, 
 seismologists use energy from earthquakes 
to see into the Earth. Earthquakes are one 
of the few sources that create enough 
 energy to illuminate structures deep (hundreds 
to thousands of kilometres) inside the 
Earth. 

Seismometers that detect ground motion 
are deployed above a subduction zone of 
interest, then left in place for months to 
years, waiting for an adequate number of 
earthquakes to pass through the  subduction 
zone, sample its structure, and be  recorded 
as seismic waveforms (Fig. 5b).  Usually, 
the earthquakes are so distant and the 
ground motions so small that someone 

NorESM includes the earth system compo-
nents that are important for  simulating 
 climate, from the top of the  atmosphere to 
the ocean abyss, but stops short of the solid 
earth.  

The term “solid” is in fact misleading,  because 
this part of the Earth is anything but constant 
and unyielding. The tectonic plates of the 
lithosphere glide along at speeds of 5-10 
cm/year, the underlying mantle convects 
on time scales of millions of years, and at 
the centre of it all lies the core, where fl ow 
patterns in the outer liquid shell create a 
dynamo that is believed to generate the 
Earth’s magnetic fi eld.  The time scales of 
these motions are so long that they are 
mostly negligible if you are  interested in 
climate, but certainly not if you are inter-
ested in phenomena such as earthquakes, 
volcanoes, seafl oor spreading,  subduction 
processes and magnetic reversals.

SUBDUCTION ZONES
Subduction zones are a growing research 
focus at the Department of Earth Science 
at UiB, and they illustrate well how compu-
tational approaches can be used in solid 
earth sciences.  Subduction is a process by 
which, when two tectonic plates converge, 
one moves under the other and plunges into 

be considered the current state of the art in terms of 
subduction zone imaging, but the inverse method 
used to make it oversimplifi es the problem. It assumes 
that elastic waves travelling through the earth only 
 interact with earth structure in one way – by diffracting 
when they encounter a  sudden irregularity.  However, 
we know that the wiggles in a seismic waveform 
 derive from a much wider range of interactions. The 
waves are accelerated and slowed down, attenuated 
and  absorbed, bent and straightened, as well as focused 
and  defocused by structures of all shapes and sizes.

A new class of seismic imaging methods aims to 
 account for many of these interactions.These “Full 
Waveform Inversion” (FWI) methods  (Tromp et al., 
2008; Virieux and Operto, 2009) attempt to deduce the 
structure of the subsurface (the observations). 
Whereas the image shown in Fig. 5c was generated 
on a PC in just a few minutes, FWI methods are much 
more computationally demanding. The forward model 
must be run over and over, both to set up the frame-
work for the inversion and to help guide the search 
for the optimal solution. Researchers at UiB are 
 currently implementing and  applying FWI methods 
not only to  subduction zones, but also to petroleum 
exploration and reservoir characterization. 

FUTURE PERSPECTIVES
Over the last half-century, high performance 
 computing has proved itself as  essential a tool for the 
earth sciences as weather balloons and rock  hammers. 
 Today, scientists strive to gather more and better 
 observations, to consider physical processes in 
 increasingly realistic ways, to make fewer simplifying 
 assumptions. The ever-expanding volume of data, quality 
of data and complexity of models ensures a  continuing 
and growing demand for supercomputing in the fi eld.  
Topics such as those described here highlight some of 
the  vibrant areas of  research that will surely make use 
of the  supercomputing facilities for years to come.
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standing next to a seismometer would not 
notice any shaking.  Using a range of data 
processing and imaging techniques 
 (Bostock et al., 2001; Rondenay 2009), we 
can then decode the surface motions to 
 create images of the subduction zone 
 structure below (Fig. 5c; see also Rondenay 
et al., 2008).  To do so, we must have knowl-
edge of both the forward model (i.e., given 
a physical system with certain properties, 
what are the expected observations?) and 
its inverse (i.e., given a set of observations, 
what are the properties of the physical 
 system that produced it?). 
The vertical profi le shown in Fig. 5c could 

Figure 5. Subduction zone imaging. (a) Schematic 
diagram of a typical subduction zone (modifi ed from
Hyndman and Peacock, 2003). (b) Example of seismic 
waveform of a distant earthquake recorded by a seis-
mometer. (c) High-resolution image of the Cascadia 
subduction zone across Oregon, USA obtained by 
2-D inversion of scattered seismic waves (modifi ed 
from Rondenay et al., 2008). Colour scale represents 
perturbations in seismic velocity relative to a reference 
background velocity, with red/blue denoting slow/fast 
velocities.Figure 4. Ice core from Greenland. Source: NEEM ice core drilling project, www.neem.ku.dk (Sepp Kipfstuhl)

Cloud vortex streets off the Cape Verde Islands, Terra MODIS image 
from 5 January 2005.Photo: visibleearth.nasa.gov
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DNA sequencing technology has recently made huge leaps, making it possible to 

characterize all genetic changes in any cancer. Robust bioinformatics solutions for both safe 

data storage, as well as processing, interpretation, and sharing, are critically important 

 before this layer of patient information could be useful to the clinic. Here, we will provide 

an introduction to the fi eld of bioinformatics in personalized cancer medicine, and specifi cally 

highlight the need for computation and storage resources at a local and national level.

Cancer diseases are complex, in the sense that 
they are caused by a combination of 
genetic, environmental and lifestyle factors. 
Although the predisposition to some cancers 
are inherited – as a result of gene defects 
transmitted from a parent through the germ 
line cells – the majority of cancer types appear 
to develop through detrimental gene mutations 
in the body (or somatic) cells. The spectrum of 
such DNA variants encompas-ses single 
 nucleotide variants (SNVs, where a single unit 
in the DNA is altered), short insertions or 
 deletions (InDels, where some very few 
 continuous units are added or missing), 
 large-scale amplifi cations or deletions (copy 
number variants, CNVs, where larger stretches 
are duplicated or lost) as well as structural 
 rearrangements of DNA (translocations and 
inversions, called LSVs for short). For many 
cancer types, there exist a handful of  damaging 
gene variants of the types above that are 
shared across the majority of tumor cases, yet 
many more are recurring at much lower 
 frequencies (Garraway and Lander, 2013). 
These recurring mutations, even across 
 different tumor types, appear to cluster in 
genes associated with signalling pathways that 
regulate three core cellular processes: cell fate 
determination (e.g. whether a cell will become 
a skin cell or a blood cell), cell survival and 
 genome maintenance (making sure the DNA 
quality is maintained) (Vogelstein et al., 2013).

Importantly, a growing number of DNA variants 
display signifi cant correlations to the tumor 
phenotype, as well as drug response. An 
 example of this is the large group of patients 
with advanced skin cancer (of the malignant 
melanoma type) that carry a specifi c mutation 
in a gene called BRAF. This gene codes for a 
protein that participates in a critical signaling 
pathway. When this group of patients is treated 
with the drug vemurafenib (which is designed 
to inhibit the effect of the mutated version of 
the protein, but leaves the normal version 
 unaffected), a signifi cant increase in survival 
time is observed (Chapman et al., 2011). 
 Increased sensitivity to drug response has also 
been show for lung cancer patients who carry 
a frequent mutation in the EGFR gene (Paez et 
al., 2004). This and similar fi ndings, combined 
with a recent drop in the cost of high-throughput 
DNA sequencing, are paving the way for a new 
era in cancer medicine. In contrast to the 
 traditional regime, where clinical signs and 
histological tumor features are primary 
 indicators for diagnosis and treatment, 

 personalized cancer medicine aims to utilize 
the unique genetic makeup of each tumor for 
improvement of therapeutic strategies 
 (Garraway, 2013). A prerequisite for this is the 
development of new drugs targeted against 
frequently mutated proteins in the cancers. 
Thus, reliable discovery of genetic variation 
from deep sequencing data is inevitably an 
 essential step to realize the potential of 
 personalized medicine. 

The Norwegian Cancer Genomics Consortium 
(NCGC) is a collaborative effort between 
 research groups at Norwegian universities and 
companies from the pharmaceutical industry. 
A primary objective of NCGC is to provide a 
 national network for implementation of 
 personalized cancer medicine in Norway. The 
initial phase will perform high-throughput 
 exome sequencing, meaning sequencing the 
essential 2% of the human genome sequence 
that encodes proteins. This type of sequencing 
will be performed for more than 500 tumor 
samples across nine different tumor types. 
Based on the mutation spectra obtained from 
these samples, in conjunction with clinical 
 parameters of the same samples, NCGC aims 
to evaluate the usefulness of genomic profi ling 
for therapeutic decisions. It has quickly  become 
evident that handling the fl ood of DNA  sequence 
data is a critical factor and potential bottleneck 
for the progress of NCGC. As core members of 
the bioinformatics team of NCGC, we consider 
the following issues as the main data handling 
challenges towards an initial framework for 
personalized cancer medicine in Norway:

• Development of computationally and 
 data-intensive applications for identifi cation
  of high-confi dence DNA sequence variants
• Hardware infrastructure for storage and
  access to large amounts of sensitive DNA
  sequence data
• Suffi cient compute resources close to data
• Dissemination of standard workfl ows for
 DNA variant analysis at a national level 

In the following sections, we will describe more 
in depth the current state of bioinformatics 
analyses within NCGC and how we attempt to 
address the challenges outlined above. 

DEEP DNA SEQUENCING & SOMATIC 
VARIANT DISCOVERY
Analysis of deep DNA sequencing data is 
known to be heavily demanding with respect 
to computation and storage, due to the amount 
of information that needs to be processed 
 during the course of the analysis. In contrast 
to analysis of germline DNA variation, variant 
discovery in the body cells (termed somatic 
cells) has to deal with two central issues 
 accounting for major challenges (Mwenifumbo 
and Marra, 2013).

First, for several reasons, tumor-specific 
 mutations are prone to be present in very low 
fractions of the cells obtained during a tumor 
biopsy. In order to increase the likelihood of 
detecting such low-abundance variants, the 
"sequencing depth" of the tumor sample 
 material can be increased. In practice, this 
means extracting sequence information from 
a larger number cells for each genomic region 
of interest.

Second, there is a considerable natural DNA 
variation in the human population. As a conse-
quence, every tumor cell is destined to harbor 
a large number of inherited variants that may 
be considered normal. The vast majority of 
these variants appear to be in no relation to 
cancer development. In case of an exome 
 analysis, typically between 100 000 and 200 000 
common germline variants (also known as 
SNPs) can be found in the sample data. Ideally, 
these variants should be recognized and 
 removed from the analysis. This task can be 
relatively effectively addressed if the healthy 
tissue from the same patient is sequenced as 
well, serving as a control.
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CANCER MEDICINE
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As fi gure 1 shows, preprocessing is clearly the 
more demanding part of the analysis. The huge 
investments made in this phase, which is by 
large an effort to minimize data bias, are 
 however critically important to reduce noise in 
the subsequent variant discovery process.

The latter workfl ow stage revolves around the 
actual variant assessment. Variants observed 
in the tumor sample with suffi cient support 
(i.e. those that can be regarded mutations 
 rather than sequencing errors) are categorized 
as either somatic or germ-line, depending on 
their presence in the corresponding control 
sample. Lists of potentially interesting SNVs, 
InDels, CNVs and LSVs are assembled and in 
some cases enriched with additional 
 information which might be later on used for 
custom quality fi ltering.

All analysis tasks are being performed on a 
dedicated server with 504 GB RAM and 
64 AMD Opteron cores running at 2300 MHz. 
CPU-wise, this would allow us to process in 
parallel a whole batch of ideal samples 
 produced every second week: 22 patient data-
sets would fully employ 44 cores during the 
individual sample preprocessing stage and a 
minimum of 22 cores during the mutation 
 calling stage (however, continuous use of 
44 cores is possible and even easily ensured, 
since processes responsible for detection 
of distinct variant types are largely independ-
ent of each other and therefore allow further 
parallelization). 

Our current goal is to have the majority (> 80 
%) of investigated genomic positions covered by 
DNA sequences ("reads") from at least 
40-50 different control sample molecules, and 
no less than 100 different tumor sample molecules. 
To make our calculations easy, let us consider 
a minimum-sized pair of samples fulfi lling 
these conditions (“an ideal sample-pair”). For 
each patient, this would translate to a total 
starting set of about 276 million sequence read 
fragments of 100 base pairs each that need to 
be analyzed. Table 1 shows what this means in 
terms of storage requirements for a single 
 patient analysis and for  analysis of the output 
of a HiSeq sequencer machine run. 

For an illustration of the computational 
demands, we will describe our two-stage 
 bioinformatics workfl ow for reliable somatic 
variant discovery currently in operation at 
NCGC. The initial, preprocessing stage is 
 performed separately for each sample and 
consists of four main blocks:

1. Read mapping. Individual alignment of each 
 input read to human genome reference, i.e.
 determining each read's most likely 
 genomic location of origin.
2. Filtering. Exclusion of reads whose 
 genomic location could not be determined.
3. Re-alignment. Resolving of inconsistencies
 between reads mapped to the same region 
 while taking advantage of the available  
 context information (all reads being mapped).
4. Re-calibration. Refinement of quality
 measures associated with sequence reads.

Differences in DNA sample properties and  other 
complicating factors easily lead to uneven 
dataset sizes, even for samples sequenced 
 together under the same conditions. The ideal 
sample-pair is therefore rarely observed. To 
ensure suffi cient sequence coverage for all 
samples, fewer samples can be sequenced at 
a time. As a consequence of this practice, 
 individual sample datasets tend to be bigger 
than the ideal size, which in turn leads to longer 
processing times and higher storage require-
ments. On the other hand, memory require-
ments in these cases remain nearly constant 
due to the design of programs intended 
 especially for processing of deep sequencing 
data. Figure 2 illustrates typical memory 
 requirements during the individual steps of a 
single sample-pair analysis. It also points at 
the usefulness of dealing with sample datasets 
of uneven sizes: different samples pass 
through various stages of the processing work-
fl ow at different time points, effectively balancing 
memory demands during parallel processing 
of samples.

The output of the somatic variant discovery 
workfl ow is essentially a raw list of chromo-
somal coordinates with tumor-specifi c DNA 
variation, either in the form of SNVs, InDels, 
CNVs or LSVs. The fi nal challenge is to trans-
form these raw lists into a prioritized list of 
mutations, genes, and pathways that may 
 contribute to oncogenesis, tumor maintenance 
and response to therapy. This prioritization is 
particularly important due to the fact that 
 cancer genomes often accumulate a large 

number of more or less functionally neutral 
DNA variants that have little impact on the 
 cancer phenotype (i.e. ‘passenger’ variants). 

Our current workfl ow for functional annotation 
of cancer genomes relies on a number of 
 publicly available databases with respect to 
gene and protein function, known cancer   
 variants and cancer-related genes, drug-gene 
interactions, and computational tools for 
 prediction of variant effect (Liu et al., 2013; 
Wang et al., 2010; Griffi th et al., 2013; Forbes 
et al., 2011). The annotation process in its cur-
rent form is not very demanding with respect 
to computation and storage resources, 
 especially since we do not need to run it on a 
per-sample basis, but rather once on a multi-
sample variant fi le whose resulting annotations 
can be distributed towards each sample. We 
do, however, face other signifi cant challenges 
with respect to functional annotation. 

First, we need to develop approaches to 
 summarize and present the different 
 dimensions of variant annotation in a manner 
that makes them meaningful and interpretable 
by cancer doctors (oncologists). Our current 
scope of variant annotations is in fact some-
what limited for judgment of clinical effect, 
mainly due to a lack of structured knowledge 
resources with respect to clinically oriented 
molecular annotations. We envisage that new 
databases will develop in this area, where the 
type of effect (disease risk predictor, drug 

response predictor etc.) and the strength of 
evidence can be retrieved for given variants 
(Van Allen et al., 2013). Second, we must 
 ensure that annotations are consistently 
 performed with up-to-date databases that 
 refl ect the evolving scientifi c knowledge of 
 cancer genomics and cancer DNA variation. 
This is particularly challenging when the 
 annotation workfl ow and its accompanying 
 databases are required to run in a secure 
 setting with no connection to the Internet. 
 Finally, we realize that our ability to assess the 
impact of non-coding DNA variants, i.e. 
 variants outside the 2 % of genome that 
 contains genes, is very limited. Current tumor 
sequencing projects focus primarily on 
 detection of protein-coding variants, yet it 
seems natural to believe that the remaining 
98% of cancer genomes may contain regula-
tory variants with signifi cant impact on the 
 tumor phenotype. As sequencing costs 
 continue to decrease, it is likely that full 
 genome sequencing, rather than exome 
 sequencing, will soon become the standard. In 
such a scenario, we not only face a greater 
 demand for storage of sequence data, but also 
a pressing need for novel bioinformatics 
 methods that can predict the impact of 
 regulatory variation on genome function. 

HANDLING OF SENSITIVE SEQUENCE DATA
DNA sequencing data is considered sensitive 
health data in Norway, due to the fact that DNA 
is a potential source of identifi cation. This 

Figure 1. Approximate processing times for an ideal tumor-control sample pair (i.e. a tumor sample of 188 million 
read fragments and a matching normal sample of 88 million read fragments) run on an AMD Opteron core with 
frequency 2300 MHz. For the preprocessing stage, only times spent on the tumor sample are displayed (preproc-
essing of the control sample runs is parallel and is always fi nished earlier, due to lower sample size). Processes 
grouped within in the "Other" blocks include additional tasks performed during the workfl ow, such as analysis 
progress monitoring, quality control and format conversions.

Figure 2. Approximate peak memory usage by analysis block. Memory used during the mapping step is shared by 
all instances of the mapping software and does not signifi cantly increase due to parallelization. The large memory 
consumption noticeable for the fi ltering step serves as an example of how standard UNIX commands may perform 
when compared to software specialized for NGS data. However, the displayed peak value is valid for only a short 
period within the analysis and, in practice, the concurrent processes do not proceed through this fi ltering step at the 
same time (mainly due to variable, non-ideal sample sizes). Average memory consumption is therefore, at any point 
during a real-life batch processing, under the theoretical maximum

implies that no personal human DNA sequence 
subject to research should be exposed to the 
Internet only protected by username and pass-
word. Further, data from one research project 
with sensitive DNA sequence data cannot with-
out further approval from a regional ethical 
committee (REK) interfere with data from 
 another project of similar kind. Considering 
these facts in context with the massive amount 
of deep sequencing data generated by the 
NCGC, we recognized the requirement for a 
whole new infrastructure solution for DNA 
 sequence data, handling both storage and 
 security. The system requirements basically 
describe a userfriendly, robust, scalable 
 IT-infrastructure for storage and analysis tai-
lored to meet the sensitivity issues. In order to 
address this challenge, we have entered a 
 collaboration with the project “Services for 
Sensitive Data” (TSD) at the University Center 
for IT (USIT) at the University of Oslo. The 
 system being built at USIT is designed to offer 
large storage capabilities and sufficient 
 computational power for researchers dealing 
with sensitive data. The TSD system is built to 
guarantee complete data separation between 
projects, as required by law, and one can only 
access the system through two-factor authen-
tication. TSD has been developed based on user 
specifi ed requirements and has so far been 
funded by USIT, NorStore, The Norwegian 
 Genetics Analysis Platform (UiO/OUS), the 
 Institute of Psychology (UiO) and the Depart-
ment of Nutrition (UiO).  

ANALYSIS WORKFLOWS USING THE GALAXY 
PLATFORM
An overall aim of NCGC is that standard 
 software workflows for discovery and 
 annotation of tumor DNA variation can be 
 accessed at a national level. To achieve this, 
we are colla borating with the Norwegian Elixir 
node developing the Norwegian eInfrastructure 
for Life Sciences (NELS). The Elixir project is a 
strategic instrument to develop the scientifi c 
integration of Europe within bioinformatics, 
where work is ongoing for Norway to become 
a full formal member later this fall. The 
 Norwegian node consists of active groups 
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Figure 1. Figure 2.
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At UiO the main volume of sensitive research 
data is health-related or video recordings 
from different settings within educational or 
social sciences. 

In 2009 the extensive use of MR-scanners at 
the Dept. of Psychology and DNA-sequencers 
at the Oslo University Hospital (OUS) resulted 
in an initiative by USIT to meet the demands 
by setting up a small pilot with two-factor 
 authentication. The setup was useful for the 
research groups but far from suffi cient to 
 answer the requirements among the users. 
An initiative to secure funding for a version 
2.0 was started and early support from 
 NorStore was crucial in this respect.

SERVICES FOR SENSITIVE DATA 2.0
In January 2011 the Services for Sensitive 
Data 2.0 (TSD) was established as a project at 
USIT to provide a secure system with 
 two-factor authentication, scalable storage, 
a high performance computing resource, data 
collecting service, data sharing possibilities, 
and absolute separation of data from  different 
research projects. The new soon-to-be-in-
production TSD system will initially offer a 
large amount of storage (> 400TB), a small 
high performance computing cluster, a secure 
data collection service, virtual project 
 machines for general purposes, a mechanism 
for sharing of data and a function for secure 
import/export of data. 

The main design principle of the system is of 
course security, data integrity and data 
 confidentiality, while at the same time 
 maintaining user friendliness and “usability”. 
To ensure a usable and useful system for 
 end-users, with acceptable security and data 
integrity according to the entities approving 
access to and use of sensitive data (the 
 Regional Ethical Committee, Oslo University 
Hospital, NFHI etc.), USIT established a 
 reference group with a broad range of 
 stakeholders setting the premises.

PROJECT FUNDING
The project has been funded by several 
 sources at UiO, the Norwegian Genetic 
 Analysis Platform and NorStore. TSD is meant 
to be available for all Norwegian Universities 
and University Colleges. This includes the 
Oslo University Hospital who, of course, has 
shown great interest. 

The service will be a pay-for-use service, with 
a basic yearly fee for a standard project with 
1TB storage. There will be additional charges 
for use of the HPC resource, databases and 
extra amounts of storage. The exact cost-
structure have not been fi nalized yet. Through 
NorStore (and StoreBioInfo) one can apply for 
free storage of sensitive data within TSD, 
 projects with such grants will only pay the 
 administrative fee for TSD and not for the 
 actual storage. Presently NorStore adminis-

trates half of the available TSD storage. 

The TSD system is estimated to be in produc-
tion before Christmas 2013, and has secured 
funding for 3 permanent positions for main-
tenance (job postings out soon). In addition, 
we will hopefully hire 1-3 more persons in 
one-year temporary positions for further 
 development of services such as video (multi-
media data) support, meta data searches and 
a patient journal system.

HOW TO APPLY 
Before considering to use TSD, you should 
fi rst determine whether your data is sensitive 
or not. Start by reading the “Personopplys-
ningsloven” §2.8 and/or “Helseforskningsloven”, 
or contact your local support staf in charge of 
the information privacy. If you are still unsure, 
contact TSD at TSD-drift@usit.uio.no or 
 NorStore at sigma@uninett.no.

NorStore offers the TSD service as part of the 
national e-infrastructure service and prospec-
tive applicants can submit proposals during 
the general calls. Please see the news section 
on www.norstore.no for more info. The TSD 
website has additional information about the 
service at: www.uio.no/tjenester/it/ forskning/
sensitiv

As health and social research entered the digital age, the University Centre for IT (USIT) at UiO 

experienced a steady increase of researchers approaching USIT with storage and computational needs 

for sensitive data. Sensitive data is in this context defined by the “Personopplysningsloven” §2.8, and 

include data which identifies a person and contains information such as health, sexual relations, 

union-membership, race religion and criminal records.

SERVICES FOR 
SENSITIVE DATA

A U T H O R 
Gard Thomassen
USIT

working together from the universities of 
 Bergen, Oslo, Trondheim, Tromsø, and Ås. The 
Norwegian node is hard at work developing 
robust solutions for storage and analysis of 
DNA sequencing that take advantage of the 
available national storage and high perfomance 
computing (HPC) resources available for life 
science. This includes user logins through the 
single sign on Feide solution presently being 
employed for academic institutions, and access 
to analysis pipelines and tools for frequently 
encountered questions within biomedicine.

In the context of Elixir and NELS, NCGC will 
contribute competence and workfl ows with 
 respect to the identifi cation and annotation of 
somatic DNA variation. Importantly, these 
workfl ows and tools will be provided in an 
environment that is user-friendly to the 
 biologist, permitting a point-and-click type of 
user interface. This environment builds largely 
upon Galaxy, a robust web-based framework 
for analysis of genomic data (Giardine et al., 
2005). As described by Vazov and co-workers 
(META nr. 1/2013, pages 26-28), Galaxy strongly 
supports reproducibility and transparency 
within computational research, in the sense 
that all analyses can be easily repeated and 
where intermediate results and para-meter 
settings are tracked in user histories. Impor-
tantly, Galaxy facilitates the creation of complex 
computational workfl ows as the one outlined 
above, where individual steps are defi ned as 
stand-alone tools which can be linked together. 
This modular architecture is of great benefi t to 
the rapidly evolving fi eld of DNA variation anal-
ysis of next-generation sequencing data, where 
algorithms and tools can be easily replaced, 

permitting benchmarking and comparison of 
different workfl ow versions. 

CONCLUDING REMARKS
We believe that together with the national 
HPC resources, we are well positioned to 
achieve our ambitions of developing solutions 
towards personalized cancer medicine.

In terms of computing and storage require-
ments, we predict that these will increase 
 substantially in the near feature. First of all, by 
means of exome DNA sequencing, we are 
currently focusing our analysis towards tumor-
specific DNA variation that alters normal 
protein function. Recent whole-genome 
 ana-lyses of cancer genomes do however 
 indicate that non-coding variants may also be 
of importance to tumor development (Huang 
et al., 2013). Considering that the exome 
 constitutes 2% of a whole genome, it is evident 
that both the storage fi gures (Table 1) and 
estimated processing times (Figure 1) will 
increase several-fold when full-genome 
analysis becomes the practice. Furthermore, 
the ability to identify tumor variants 
represented in very low fractions will require 
greater sequencing depth (i.e. ultradeep DNA 
sequencing), adding further needs for storage. 
Finally, we consider a parallel analysis of gene 
expression as a future necessity during any 
analysis of tumor-specifi c DNA variation. Such 
an analysis, somewhat similar in nature to an 
exome sequencing analysis, will provide a 
 critical layer of support for the identified 
 variants, highlighting those that will have an 
effect in the tumor cells.
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Storage requirements 1 ideal sample pair Biweekly HiSeq sequencer output 
  ~ 22 ideal sample pairs

Input FASTQ fi les  68 GB 1.46 TB
Generated analysis data  56 GB 1.20 TB
Data in total 124 GB 2.66 TB
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OCEANS OF EMOTIONS: 

A NEW PERSPECTIVE 
ON ANIMAL BEHAVIOUR

Our own species has over the past few generations gradually expanded its 

infl uence until we now impact almost all ecosystems, and also most of the 

major populations on Earth. This impact has given us a strong responsibility 

to understand and monitor ecological dynamics. However, we do not have 

the capacity to be present everywhere anytime, and population modelling 

has therefore over the last decade increased in importance as a tool for 

understanding human impacts on the environment. 

TROUBLE FOR THE RATIONAL AGENT
In most models of animal populations, 
 behaviour is either ignored or poorly repre-
sented, due to a missing general methodology 
for modelling animal decision making and 
behaviour. Theories for animal behaviour 
have been developed for simplifi ed scenarios, 
such as “what is optimal if behaviour 
 depends on the age of the organism”, or “if 
it depends on what the others do”, or “if it 
depends on the physiology (e.g. fat reserves) 
of the animal”. Also, it has helped a lot to 
assume that the environment does not 
change between generations, or that we 
know how it will change in the near future. 

There is no way to calculate the best behav-
iour for organisms which shift between 
 being constrained by physiology or by 
 conspecifi cs, or are so simultaneously. And 
it is not getting easier if the organisms also 
live in environments where future condi-
tions are hard to forecast. Indeed, studying 
populations of individuals with behaviour is 
a considerable problem that we have lacked 
unifying mathematical tools for.

Ever since biologists started using mathe-
matical models, animal behaviour has been 
studied as a means of maximizing evolutionary 
fitness, through survival and offspring 

the higher cognitive functions that complicate 
the situation in other vertebrates and 
 particularly in humans. We therefore 
 address whether the emotion system can 
act as a general set of multipurpose rules 
in a fi sh model, where all rational calcula-
tions of future consequences are replaced 
by a simplifi ed model of the emotion system 
in fi sh (Figure 2). This is, however, not to say 
that we have abandoned rationality for 
 emotionality. Rather, we have moved the 
rational agent one level down: We do not 
assume that each individual performs 
 rationality calculations, but we assume that 
the process of evolution gradually arrives 
at a well-balanced emotion system, which 
in the end serves the same purpose: 
 individuals will tend to behave so that they 
maximize their chances of becoming 
 parents and grand-parents.

ADAM AND EVE 
AND THE MEANING OF LIFE
As an illustration, contrast the positions of 
hedonic philosophy put forward by  Socrates’ 
student Aristippus with the Old Testament 
story of Adam and Eve. While the objective 
for mankind according to Genesis was to 
“multiply and fill the Earth”, the Greek 
 philosopher proposed that we should 
 maximize pleasure in life, and never forsake 
an  opportunity at hand for a possible later 
 opportunity. In modern biological jargon, 
we would say that the Genesis objective is 
ultimate: it relates to the deepest or longest-
term goals (fi ll the Earth). Aristippus’ goal 
is proximate, as it relates to the here-and-
now response to opportunity. In our model 
of the decisions of the fi sh, we have taken a 
proximate hedonic perspective: that each 
fi sh shall avoid hunger and danger in the 
short term. Each fi sh has no memory of past 
event or plan for the future, and makes its 

state, and to use this to determine physio-
logical and behavioural outcomes. For 
 instance, if you see a bear during a hike in 
a forest, you will likely respond physiologi-
cally by increasing heart beat and by strongly 
focussing your attention, while your behav-
ioural response may be to hide or fl ee, 
 depending on the situation. 

According to the survival circuit concept 
(LeDoux 2012), emotions are processes with 
a fi tness-related survival function. The fi rst 
half of the survival circuit is the emotional 
appraisal (Figure 2). It starts with sensory 
input, considers motivational impact related 
to age or developmental stage, and may 
 potentially yield all-brain or even all-body 
activation into a global organismic state. 
The second half of the survival circuit is the 
emotional response, consisting of physio-
logical responses and instrumental behaviour. 
Another way to put it is that the physiological 
activation enables the organism to focus its 
sensory attention, brain activity and poten-
tially also bodily functions such as heart 
beat and muscle tension towards the present 
situation. The instrumental behaviour will 
try to satisfy the priorities of the global 
 organismic state. 

Fish are a convenient group for studying 
adaptive principles of the emotion system 
since they display both variation and 
 consistency in behaviour but lack some of 

production. Hence, biologists have asked 
“How shall the bird behave during the  winter 
day to avoid starving to death during the 
cold and long winter night?” or “How shall 
the fi sh move about so that it may return to 
the spawning areas alive and ready to 
spawn?” However, animals do not perform 
such calculations. How can organisms end 
up making evolutionarily sensible decisions 
without calculating the consequences 
 (Figure 1)? And can their way of not doing 
these calculations guide us into more 
 appropriate modelling methodologies? We 
think there is good empirical evidence to 
assume that animals use their emotion 
 system for these calculations.

ENTER THE EMOTIONAL AGENT
While the emotion system is best studied 
and understood in humans, it is much older. 
The emotion system evolved from a system 
of “survival circuits” (LeDoux 2012), as old 
as life itself. Thus, while the word ‘emotional’ 
has a negative connotation in everyday 
 language, the emotion system and the ancient 
system of survival circuits have a vital role 
as integrators of information and arbitra-
tors of confl icting behavioural options.

In fi sh and their descendants – amphibians, 
reptiles, birds and mammals – the role of 
the emotion system is to integrate information 
obtained by the sensory system with the 
animal’s motivation and its physiological 

Figure 1. Should I stay or should I go? A challenge for the curious cod! For this and many other challenges cod and most other animals rely on the emotion system. Photo: Jarl Giske
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Figure 2. The emotion system’s translation of sensory 
stimuli into behavioural responses in our model (Giske 
et al. 2013). Each type of sensory stimulus contributes 
to emotional appraisal through neuronal response, 
developmental modulation, and competition among 
hunger and fear. The strength of each neuronal 
response depends on two genes and can therefore 
evolve. Internal signals related to development are also 
genetic and may amplify the strength of inputs to hunger 
or fear. The emotional response starts with the stronger 
neurobiological state determining the global organis-
mic state. The physiological response to this emotional 
appraisal includes attention restriction. In the process-
ing of relevant behaviour, the emotion system thus re-
evaluates a subset of its sensory information.
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WHEN FISH LIVE OUT THEIR EMOTIONS
So what did we fi nd? We found that even 
without long-term goals, the fi sh were able 
to live as if survival and reproduction were 
their goals. There are clear similarities 
 between fi sh behaviour in our model and 
classical models of evolutionarily optimal 
decisions. We thus found that the emotion 
system can prioritize among competing 
 demands in modelled organisms, as it does 
in natural organisms, and that the most 
 important single factor for this to work is a 
mechanism of focussed attention. This is 
also just where modelling based on 
 emotions differ from optimization models, 
since the latter generally will provide the 
‘agent’ with all information available, while 
the emotion system fi lters out less relevant 
information.

We also found some interesting differences 
which we actually had not expected to see: 
we found personality types emerging in the 
evolving population. Maybe you already 
have concluded (from observing friends and 
colleagues?) that there is some connection 
between emotions and personalities, and 
that we had no reason to be surprised? 
However, consider the overly simplistic 
scheme of the emotion system in Figure 2, 
where the fi sh can have one of only two 
emotions and does not have many 
 behavioural options available. Our surprise 
is that even in this very simplifi ed scheme, 
populations tend to become divided into 
 distinct personality types. For one thing, we 
see males taking more chances than 
 females. This can be understood from the 
reproduction routine we have forced upon 
them, where each surviving female 
 compares the size of the three fi rst males 
she encounters in the fi nal time step, and 
mates with the larger. But we also see 
 sex-independent differences (Figure 3): 
Some individuals will, when hungry, ignore 
the presence of competitors, and search for 
the densest prey concentrations. Others 
will be uncomfortable when food competi-
tion is intense, and will prefer to feed in 
places with few other fi sh, even if prey 
 density too is much lower there. Hence, we 

fi nd that there is spatial structure in the 
population with regard to personality types. 

One benefit of this approach is that a 
 consideration of emotions in fi sh and other 
organisms takes us one step closer to how 
animals live and behave. Another is that 
 focus on the mechanisms involved in 
 behaviour facilitates dialogue between 
 empiricists and theoreticians and across 
disciplines that study behaviour from 
 various perspectives, such as genetics, 
physiology, psychology, neuroscience, and 
evolution. Finally, it opens for more  realistic 
models of variations in behaviour among 
individuals in natural populations, both in 
the sea and on land, to the benefit of 
 researchers in conservation biology and 
environmental studies.
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behaviour simply to diminish its presently 
most discomforting emotion of fear or 
 hunger. However, as those individuals who 
are most successful in avoiding fear and 
hunger actually also end up as parents, it 
is their genes that will be passed on, and 
the population will be genetically changed 
from generation to generation until all 
genes code for ways to cope with hunger 
and fear. Hence, by following Aristippus’ 
hedonic principle, our modelled fi sh also 
came to follow the ultimate commandment 
given to fi sh, according to Genesis:  “multiply 
and stock the oceans”.

EVOLUTION IN AN INDIVIDUAL-
BASED MODEL
Technically, we let in our model a  population 
of fish with fear and hunger live in a 
 simulated ocean environment where some 
die young while others manage to survive 
and reproduce. For this we have developed 
an individual-based model of the  population, 
with rich description of the environment. 
We then use a genetic algorithm to follow 
the population over a high number of 
 generations, where offspring inherit genetic 
dispositions related to these emotions, such 
as how seeing more food increases hunger 
or how more light increases fear because 
they then become visible to their predators 
at a longer distance. They have two genes 
for each of the nine neuronal response 
 functions in Figure 2, four for the develop-
mental modulation and one gene which 
 determines gender. Gradually, we observe 
the genes which were randomly created by 
us and given to the individuals in the fi rst 
generation becoming replaced by such 
genes that give a fi sh appropriate emotions 
for its growth and survival, through blind 
mutations and natural selection in the 
 computer. This modelling has taken place 
at the Parallab facilities in Bergen, with 
technical support from Uni Computing 
through a grant from Notur, and has so far 
given us 10 terabytes of data on simulated 
evolution in fi sh populations under a range 
of environmental conditions, with emphasis 
on adaptation of the genome, the emotion 
system, behaviour, and life history.

Figure 3 A) The fi sh population performs typical diel 
vertical migration (shown as the orange band) as also 
seen in classical optimization models, where  individuals 
avoid the surface layer during daytime due to  increased 
predation risk in illuminated waters. A few strayers, 
shown in green, have mutations or genes that make 
them behave otherwise. B) Most individuals are  hungry 
(the scale shows proportion hungry, with green  implying 
that all individuals are hungry while red areas are 
 dominated by frightened individuals). Those who are 
afraid are generally found in the safest (deepest) parts 
of the vertically migrating population. Hence,  being 
afraid is not only a question of the danger level, but 
also of the personality type. C and D) Individuals who 
try to avoid competitors when they are hungry (C) are 
found in the deep and shallow outskirts of the popula-
tion, where there is both less food and low competition, 
while  individuals with a personality type that ignores 
 competitors when hungry (D) are located where food 
concentration is highest and competition stiffest.
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ADVANCED 
COMPUTER 
SIMULATIONS 
HELPS 
UNDERSTAND 
THE ACTIVE 
SOLAR 
ATMOSPHERE

What happens in the solar atmosphere has so far been an enigma.  

The solar atmosphere is an extremely complex place, where many forces 

fight for domination and it is the place where the large explosions that at 

times are launched towards the earth are initiated.

The newly launched NASA satellite IRIS was 
funded on the basis that also data from 
highly advanced 3D computer simulations 
were created and the data released. The 
simulations have been run on NOTUR equip-
ment by researchers at the Institute for 
 Theoretical Astrophysics, University of 
Oslo, and are vital to understand the 
 dynamics of the solar atmosphere. 

We all recognize the sun as being the star 
that provides the energy for all life on earth. 
The Earth is warmed by the intense light 
emanating from the sun, but exactly how the 
light is produced by the sun is a very  complex 
problem and the details of what happens to 

the light on its way through the solar atmos-
phere is a problem to which we so far do not 
have a solution. 

THE SOLAR SPECTRUM
When splitting the light from the sun up in 
its constituent colors — its spectrum, it 
turns out that the different colors are 
 produced at different heights of the solar 
atmosphere. Most of the light is produced 
at what is called the solar photosphere, but 
the layers above the photosphere produce 
other colors, especially individual spectral 
lines which corresponds to a transition of 
an electron between to energy levels in a 
particular atom that can completely remove 

flows back down into the sun through 
 narrow channels between the rising hot 
parcels. The solar corona is dominated by 
the solar magnetic field which is so strong 
that the electrically conducting gas is 
 completely controlled by the magnetic field. 
Modeling the interface region is  complicated 
due to the change of the dominating forces 
from the thermal and radiation dominated 
solar photosphere to the magnetically 
 dominated solar corona. 

A particular layer has so far been observed 
less than most other layers, mainly because 
the observations from this layer has been 
confusing and it has been difficult to create 
a model that would reproduce the observa-
tions. This “interface region” is very impor-
tant to understand, because the solar wind 
and the outer atmosphere cannot be fully 
understood without a good model. The 
 interface region is sandwiched between the 
visible surface and the very hot solar 
 corona, where the temperature reaches 
several million degrees. The visible surface 
of the sun is dominated by large hot parcels 
of gas rising from the interior of the sun 
which cools on the surface before the gas 

the particular color from the solar 
 spectrum, or enhance the color to produce 
a particular strong intensity. These changes 
to the solar light make it possible to study 
different layers of the solar atmosphere. 
Understanding exactly why the solar 
 spectrum looks the way it does, requires a 
model of the solar atmosphere, which turns 
out to be very hard to produce. Getting that 
model correct will enable us to understand 
how the solar atmosphere balances the 
many physical forces that is at play. The 
model will also make it possible to explain 
how the solar wind is produced and how the 
large eruptions happen that provide us with 
the aurora. 

A U T H O R 
Boris Gudiksen
Associate Professor

Institute of Theoretical 

Astrophysics, UiO

The "Interface Region and Imaging Explorer"(IRIS) is going through final tests of the electrical and optical systems at NASA before being launched. 
The two large solar panels sits on either side of the main telescope, the optical instruments and the electronics that control the satelite at the far 
end. The IRIS sattelite is now in space and ready to help investigate the solar interface region. Photo: LM photo
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through the European PRACE network, 
where time on some of the largest European 
supercomputers are available through a 
selection process that takes both the 
 potential scientific results as well as the 
numerical efficiency into account, when 
 approving applications for computing time. 
35 projects from all types of science were 
awarded time on 6 supercomputer facilities 
throughout Europe, and the simulation of 
the solar interface region was awarded 34.5 
million CPU core hours. They will be used 
to run very high resolution simulations of 
the solar interface region. 

BOTH NOTUR AND PRACE
Numerical models of the interface region 
was one of the cornerstones in the NASA 
scientific satellite mission IRIS, which was 
launched this summer, where the Institute 
for Theoretical astrophysics have supplied 
the numerical models the observations 
from the IRIS satellite will be compared 
with, to understand the processes  happening 
in the interface region. The Institute for 
Theoretical Astrophysics are at the 
 forefront in creating large numerical 
 simulations of the interface region, and the 
models have been run with the help of 
 NOTUR HPC facilities, and lately also 

Figure 1
One of the first raw observations with the IRIS 

satellite looking directly down on the sun, showing 

an area roughly 100000 km on a side. The image 

shows the solar interface region and both intense 

dots of material being shot out into the solar 

corona, as well as long snaking rivers of gas 

caught in the magnetic field can be identified in 

this observation of the solar interface region.

Figure 2
A snapshot of one of the numerical simulations 

of the solar atmosphere, spanning a region from 

2000 km below the solar photosphere to 14000 km 

above, including the interface region. The image 

shows the heating taking place in the interface 

region and the blue and red lines show the 

magnetic field lines reaching from the solar 

photosphere to the solar corona.

The 24 ton Pegasus XL rocket is being assembled and joined with the IRIS sattelite in preparation for being mounted under a specially made 
Lockheed L1011 'Stargazer' airplane that will carry it to a height of 12000 m. At that height the 'Stargazer' drops the Pegasus XL, which ignites and 
carries the IRIS satellite to low earth orbit at a height of roughly 7000 km. IRIS was launched on the 27 of June, 2013. Photo: Viggo Hansteen/ITA.
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THE PERFORMANCE ANALYSIS GROUP
Performance analysis (PA) was established in 2010, and is the oldest 
subject group in Notur. An important task is to oversee and improve 
utilization of the HPC resources at the job level. Equally important is 
to help projects capable of utilizing the PRACE Tier-0 systems through 
the PRACE application process. The group also looks for PRACE 
 candidates as part of the routine effi ciency monitoring activity. To 
 successfully apply for a PRACE allocation, jobs must run effi ciently on 
5000 cores or above. A command appusage is provided by PA as part 
of the monitoring effort. It displays which executables are running, 
within what categories, on the compute nodes. 

The purpose is to give an overview of the usage profi le of the machine 
for a given period of time. Appusage is available to every user on Abel, 
Hexagon and VIlje, and will be operational on Stallo by the end of this 
year. The command is in active development and new features will be 
included next year. Run appusage -h for usage information. If you need 
help in improving runtime effi ciency, or see a shortage in available 
computing resources and your software or runs can scale over 1000s 
of cores, or just simply have any question to the PA group, contact the 
group via Notur support.

THE FILE STORAGE GROUP
The Metacenter has experienced an increasing number of requests 
for extended storage resources or (shared) project storage areas in 
connection to Notur (and NorStore) projects with allocations on the 
national HPC systems. The ideal e-infrastructure is one tuned to the 
requirements of the user-community and agile enough to be able to 
adapt to new technology and surfacing needs in the community. 

The current situation is as follows; i) each national HPC system has a 
varying amount of storage associated with it, ii) Notur projects cannot 
apply for and are not allocated explicit storage resources (project 
 storage) along with CPU allocations, and iii) NorStore does not offer 

storage resources integrated with the national HPC systems, but do 
offer project storage. The Metacenter has therefore launched an 
 initiative to consider the possibilities of adapting a more data-centric 
national e-infrastructure. An important goal in this respect is to achieve 
a better integration of the the NorStore project storage service with 
the Notur compute-services, such that this storage can be accessed 
seamlessly from the HPC systems.

Please contact UNINETT Sigma by email to sigma@uninett.no for 
 comments or questions on fi le storage and usage across the Notur 
and NorStore e-infrastructures.

THE TECHNOLOGY WATCH PROJECT
In addition to monitoring current usage and load across the e-infra-
structure, an important part of the activity is to survey HPC technology 
for future expansion or renewal. This is the main objective of the 
 Technology Watch project. Today, several of the larger HPC facilities 
have a signifi cant installed base of accelerator technology in terms of 
GPU's or Intel MIC's. On the latest TOP500 list of June 2013, accelerated 
systems with GPU's and MIC's occupy the top two positions. Large 
sites also use considerable software engineering manpower in preparing 
key applications for accelerated computing. Current reports indicates 
a performance gain of 2-3 times in execution time, and an expense of 
5-6 man-months of software engineering. Limited core to accelerator 
memory bandwidth and the need to manage different memory spaces are 
the most important obstacles to performance on current heterogeneous 
supercomputing systems. However, there is little doubt in that accelerated 
computing is the realm of future supercomputing, and that current 
shortcomings will be addressed by future advances in technology.

The Notur e-infrastructure is characterized by a rather large amount 
of applications, paired with a scarce software engineering capability. 
Furthermore, the larger applications span the entire range of 
 commercial, open source and self developed codes. Taking the above 
into account, the Technology Watch project attempt to survey or 
 investigate on important applications to the infrastructure, and  suggest 
a cost effi cient expansion path to the Notur board.

As part of the effort, the Abel machine in Oslo is equipped with 
16 nodes with Nvidia K20x GPU's and 4 nodes with two Intel Xeon Phi 
5110P's each. The accelerator nodes are also available to the Notur 
community.

Please contact UNINETT Sigma by email to sigma@uninett.no for 
 comments or questions on future Notur computing technology or for 
information on access to the Notur accelerator nodes.

The main and overall purpose of Notur is to serve Norwegian research by 

providing a competitive national e-infrastructure for computational science 

for Universities and Colleges in Norway. Our main objectives are to create 

and operate a cost effi cient infrastructure, being an important tool for 

Norwegian researchers to stay competitive in international scientifi c 

production.

The distributed operating sites run under a 
common umbrella, the Metacenter, which 
organize Notur services and resources. 
A part of the Metacenter is the technical 
working groups, servicing specifi c needs 
within Notur and NorStore. The working 
groups are often staffed with one person 
from each site, unless other staffi ng is more 
convenient to respond to a specifi c task.

If you have any questions, comments, or 
seek assistance on a task related to a working 
group, please do not hesitate to contact us 
by email to Notur support on support@notur.no.

THE COMMON PRODUCTION ENVIRONMENT GROUP
Common Production Environment (CPE) was established in 2012 to 
address differences in the user environments between the Notur 
 systems. Its main objective is to lower the hurdle users face when 
 migrating between systems. In this regard, the Notur effort resembles 
the DEISA/PRACE effort on creating and maintaining a common 
 production environment across PRACE systems. The Notur resources 
are substantially more homogeneous, though. The modules environ-
ment is used across Notur to make application software available to 
users. 

To complement application modules, a new module notur is made 
available by the CPE group to provide a standardized environment to 
developers, enabling the recommended tools on each system.

Please visit the CPE web page on http://docs.notur.no/metacenter/cpe 
for further detail on the group's current and future work to unify the 
Notur production environment. Suggestions and feedback from our 
users is always welcomed. Please send comments and questions on 
the Notur production environment to Notur support.

A U T H O R 
Jørn Amundsen

Notur Project Manager, 
UNINETT Sigma AS

The Stallo compute cluster at the University of Tromsø 
was included in Notur in 2008, and can be used for 
sequential (single-threaded) as well as parallel ap-
plications. In the period December 2013 to February 
2014 the Stallo system will be extended with 500 new 
HP servers with the latest INTEL processor technology. 
This extension will increase the computational peak 
performance of the system from 100 to 300 Terafl ops. 
Photo: Thilo Bubek.
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DATA 
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THE SMART GRID

A U T H O R S
Boye A. Høverstad

Post doctoral fellow
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Information Science, NTNU

Axel Tidemann
Post doctoral fellow

Dept. of Computer and 
Information Science, NTNU

Broadly speaking, the electrical grid is 
 divided into the transmission and distribu-
tion levels. The transmission level carries 
high-voltage electricity over long  distances, 
and is fairly well instrumented and subject 
to automated real-time control. The distri-
bution level receives electricity from the 
transmission grid and delivers it to end 
 users. Compared to the transmission level, 
this part of the grid is not monitored to the 
same extent, and the control abilities of the 
system operators are limited. This is the 
reason why you have to call the power 
 company and tell them whenever some-
thing is wrong (e.g. you lose power) – they 
simply don’t know. Furthermore, the 
 distribution operators face several chal-
lenges in the years to come: there will be 
an increase in distributed generation (e.g. 

WHAT IS THE SMART GRID?
The technology of the electrical infra -
structure, a crucial part of any developed 
society, has remained largely unchanged 
for the last 100 years or so. Although the 
networks have been scaled up in accordance 
with the increase in consumption of electrical 
power, the principles for controlling power 
fl ow and management have not seen the 
same development as for instance the 
 computer and telecom industries. This is 
expected to change with the introduction of 
the smart grid; an evolution of today's 
 electricity grid into a more dynamic system 
where real-time monitoring, control and 
communication between intelligent devices 
at all levels of electricity production, 
 distribution and consumption enables 
 optimal use of both existing infrastructure 
and energy from renewable sources.

ABSTRACT
The next decade will see a complete trans-
formation of the way we use, produce and 
relate to electricity: roof-mounted solar 
 panels, electric cars and smart devices that 
pre-heat (or cool) your house when power is 
cheap are just some examples of the expected 
changes. The electrical grid infrastructure 
must undergo dramatic changes to support 
this development, with the rollout of smart 
meters with two-way communication capa-
bilities as one of the most visible fi rst steps. 
As part of the Next Generation Control 
 Centres for Smart Grids research project, we 
are looking for ways to take advantage of AMI 
data beyond simple metering and billing.
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roof mounted solar panels, wind turbines, small-scale hydro-electric power 
plants), a change in consumption patterns (e.g. charging of electrical cars, 
tankless water heaters, heat pumps), in addition to an increase in general 
demand. On top of all this, modern electric and electronic equipment is more 
dependent on power quality than the incandescent bulbs of yore. 

As building new infrastructure is very expensive, it is desirable to address 
these challenges by optimizing the existing grid capabilities. This is envisioned 
to happen by transforming the grid into a smart grid, where digital  technology 
enables a more effi cient use of existing infrastructure (Lightner and  Widergren, 
2010). As part of implementing the smart grid, smart meters are being 
 deployed to end users. These record and transmit power consumption at 
 regular intervals (typically every hour or 15 minutes), and can also receive 
information (e.g. price and control signals). The rollout of smart meters will 
become an important part of an advanced metering infrastructure (AMI), and 
it is essential that their capabilities and the potential of this new  infrastructure 
is exploited to full extent.

Figure 1. Sample time series of power load data at end user, 
distribution substation, and transmission level.
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created from the best individuals by genetic 
crossover (combining parents' genes) and 
mutation (randomly altering a gene). In problems 
where the parameter space is too large to be 
searched exhaustively, and the structure of 
the problem is too complex to be solved in 
polynomial time, EAs have been shown to fi nd 
good approximative solutions (Eiben and 
Smith, 2003).

We have used NOTUR resources to run 
 extensive simulations, mainly on the vilje 
 supercomputer. The EA search is computa-
tionally expensive but easily parallelized, 
since each individual in the population can be 
evaluated independently. This was done  using 
MPI. Depending on the complexity of the 
 forecasting algorithm and the size of the 
 population in the EA, each fi tness evaluation 
was parallelized over a number of cores on 
the same node using OpenMP. 

The choice of dataset is an important factor 
for the parameterization of a model; if you 
change the dataset, the model parameters 
that yield optimal performance are likely to 
change as well. In order to investigate how 
forecasting methods originally applied at the 
transmission level would scale down to the 
distribution grid, we optimized load forecasters 
on different levels of data granularity: end 
user, distribution substation level (~150 end 
users) and transmission. The signal charac-
teristics for each of these levels vary greatly 
(Figure 1).

forecasting, but predictions were only made 
one hour into the future, instead of 24 hours 
(Benaouda et al., 2006). CBR is a method for 
reusing past experiences (cases) to solve new 
problems (Aamodt and Plaza, 1994). CBR 
does not have an explicit model, and it is 
therefore well suited in domains that are 
 diffi cult to model mathematically. Cases are 
stored in a database, indexed by features. 
When the system is used to solve a new prob-
lem, the system tries to fi nd a similar case 
by matching features. The most similar case 
is then reused. For the current domain, the 
CBR system searches for similar load pro-
fi les in order to predict the next 24 hours.

LOAD FORECASTING AND DATA 
CLEANSING
Load forecasting is performed on several 
time-scales, depending on their intended 
use. Long- and medium-term forecasting (10 
to 50 years ahead) is required for capacity 
planning and maintenance scheduling. The 
importance of short-term forecasting (up to 
a week ahead) increased after deregulation 
of the power market, allowing competition 
between the buying and selling parties. 
Short-term load forecasting is important for 
power producers and vendors, as well as for 
planned outages to ensure grid stability, and 
gains even more importance as the grid is 
transformed to a smart grid. Short-term load 
forecasting is routinely performed on the 
transmission level, but is to a lesser extent 
employed at the distribution level. This is 
 particularly relevant in Norway, where we 
have numerous small distribution system 
operators (compared to the rest of Europe), 
coupled with a rapidly increasing penetration 
of both small-scale hydro-electric power and 
electric vehicles (EVs).

In our recent work, we have focused on 
 24-hour load forecasting, with cleansing as 
an integral part of this process. In order to 
compare different forecasting methods, we 
have developed a framework for parameter 
optimization. When using any given method, 
you normally have to set some parameters 
(also dubbed “magic numbers”). Setting 
these parameters often depend on experi-
ence and intuition; when faced with different 
methods and datasets this becomes a hurdle 
for unbiased comparison. We have a hands-off 
approach: our system performs an explora-
tive search in the parameter space of each 
model. This search is performed using an 
evolutionary algorithm.

An evolutionary algorithm (EA) works by trying 
out many different solutions to a problem. In 
the initial population, all the different solu-
tions are generated randomly. The solutions 
that have the lowest prediction error (which 
in the EA terminology are known as the indi-
viduals that are most fi t) are passed on to the 
next generation, where new offspring are 

 number of randomly connected nodes in the 
hidden layer, where only the links to the 
 output layer are trained (Jaeger and Haas, 
2004). The wavelet transform is a multireso-
lution technique that allows a prediction 
model to represent structure in the load data 
at different time scales, e.g. looking for daily, 
weekly and seasonal patterns. We employ 
the redundant Haar transform, which yields 
continuous signals at each scale of the trans-
form. By using a selection of the values found 
in each scale, linear regression can be used 
to make a predictor based on the wavelet 
transform (Renaud et al., 2005). The same 
approach has been employed for load 

DISTRIBUTION SYSTEM OPERATION
The project Next Generation Control Centres 
for Smart Grids is a long-term effort to 
i nvestigate how the distribution grid control 
centres can be modernized, and better suited 
to meet the challenges discussed above. 
More specifi cally, our group is interested in 
how applications that make use of sensor 
data can contribute to efficient grid 
operation.

Effi cient and robust operation of the power 
grid mandates situation awareness. This 
 implies awareness of both the current state 
of the system, and the expected situation in 
the imminent future. Operators in the distri-
bution control room monitor the grid in order 
to avoid voltage band violations, ensure safe 
operation during planned outages (typically 
due to maintenance or construction work), 
and effi cient handling and restoration of 
 power in the event of unexpected disruptions. 
Moreover, it is desirable to avoid prolonged 
overloading of equipment, as this will lead to 
increased failure rates.

With the planned increase in instrumenta-
tion, more data fl ows into the control centre. 
However, the nature of the distribution grid 
prevents it from being instrumented to the 
same extent as the transmission grid; its 
 topology is vastly more complex, and it is not 
economically feasible to install sensors and 
remote control units at each substation. The 
installation of smart meters will not provide 
the same data fi delity and control possibilities. 
But the AMI data will clearly enable a more 
automated surveillance of the distribution 
grid, and our goal is to make use of this data 
to fi ll some of the gap that is due to missing 
instrumentation. As part of this work, we 
have used NOTUR resources to develop a 
platform that performs load forecasting and 
data cleansing at the level of distribution 
 substations, based on AMI data. Currently, 
we are investigating how this can be extended 
to the end users. This will enable state 
 estimation and situation awareness at the 
distribution level, without requiring the same 
level of instrumentation as on the transmis-
sion grid. 

Four different forecasting models were 
 evaluated: an autoregressive (AR) model, an 
echo-state network (ESN), a wavelet-based 
predictor, and fi nally a case-based reasoning 
approach (CBR). These are all data-driven 
models that take advantage of covariates 
such as weather data, in addition to the load 
time series. Moreover, they must all be 
 described with a set of parameters that need 
to be found by the GA.

The AR model is a linear predictor in which 
each prediction is a weighted sum of previous 
observations. An ESN is a recurrent neural 
network that is characterized by a large 

Figure 3. Histogram of distances from observed data to expected "true data", when cleansing either raw data (left) 
or preprocessed data where cycles are subtracted (right). The distribution takes on a Gaussian shape after preprocessing.



2928

    

AMI DATA ANALYSIS AND STATE ESTIMATION
As mentioned earlier, with more instrumentation of the distribution grid, it 
 becomes possible to get a better grasp of the grid status. In particular, knowl-
edge of the instantaneous voltage and current at each endpoint of the grid would 
enable the grid operators to perform distribution system state estimation. This 
is in principle the same state estimation that is routinely performed on the 
transmission level, however the data required to solve the equations are  lacking. 
More specifi cally, using the AMI data directly is insuffi cient because the 
 frequency of measurements is too low for real-time use. This problem is 
 exacerbated by the fact that modern loads such as EVs and tankless water 
heaters draw high currents from the grid over relatively short time intervals, 
thus making the system more complex.

In short, there is a lack of observability both of the present and the expected 
future at the end user level. As shown in the previous section, our results 
 indicate that traditional load forecasting algorithms are relatively successful 
at forecasting the load for the coming 24 hours down to the level of distribution 
substations, but they are practically unable to predict the highly irregular load 
time series that are observed at the level of the end user. Our current research 
deals with the possibility of refi ning this picture somewhat, by combining 
 predictions at the level of the substation with smart meter readings at each 
endpoint and a single high-frequency reading at the substation. By using a 
 variation of single channel source separation (Yilmaz et al., 2004), we will 
 attempt to identify the different loads making up the load at each endpoint. This 
may make it easier to project substation forecasts down to each end user, as 
well as  enabling long-term forecasts under different scenarios such as 
 signifi cantly higher EV penetration, or increase in distributed generation.
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Figure 2. Forecast error (mean and standard deviation) as a function of the 
number of meters accumulated in the forecasted time series.

Figure 5. Sample forecasts made by some of the forecasting models under 
study. Distribution substation data on top, transmission network data on bottom.

Figure 4. Examples of cleansed load data, using the original algorithm (top) and after 
subtracting cycles (bottom). The original algorithm has a higher tendency to cut peaks 
and fi ll troughs.

 subtracting the cycles, then evolving the 
parameters for cleansing, before the cycles 
were added back and tomorrow’s load was 
forecasted. The effect of subtracting the 
cycles is that the remaining noise on the 
time series tends to have a normal distri-
bution, and thus in line with the theoretical 
foundation of the cleansing approach 
(Figure 3). Figure 4 exemplifi es the differ-
ence between the two approaches. The 
original algorithm has a higher tendency to 
cut peaks and fi ll troughs, which is unde-
sirable for the subsequent use in 
forecasting.

A natural extension to this work is to 
 perform the forecasting itself after 
 subtracting the cycles. Again, we used the 
evolutionary framework to compare this 
approach to forecasting algorithms that 
have been designed specifi cally to deal with 
the double seasonality (i.e. daily and weekly 
cycles) present in load time series (manu-
script in preparation). The results show a 
great improvement in forecasting accuracy 
when applying this simple transform. 
 Example forecasts are shown in Figure 5.

After observing that the load at a distribu-
tion substation can be forecasted fairly ac-
curately, while end user loads are much 
harder, we wanted to investigate the rela-
tionship between number of aggregated 
meters and prediction error. We thus 
 created different load time series by 
 summing the consumption from 1 to 150 
randomly selected meters and evolved 
 predictors for each of these. The result is 
shown in Figure 2. When the time series 
consists of a sum of less than about 20 
 meters, prediction error and deviation rise 
sharply. However, fairly accurate predic-
tions can be made with as few as 30–40 
meters.

It is evident from Figure 1 that a power load 
time series follows a very characteristic 
cycle: in the morning and afternoon the 
consumption is high. This is known as the 
peak hours. On the other hand, compara-
tively little power is used at nighttime. The 
à priori knowledge of these cycles is some-
thing we wanted to exploit. As a fi rst step, 
we extended an existing approach to load 
cleansing (Chen et al., 2010) by first 

In order to investigate and compare the 
performance of the different prediction 
models, 30 evolutionary runs with different 
random seeds were performed for each 
dataset-model combination, and the best 
model was chosen by evaluation on a test 
set. As expected, predictability changes in 
proportion to the number of meters aggre-
gated. The transmission level time series 
is fairly regular, and the predictions are 
correspondingly accurate. The time series 
at the distribution substation level is less 
regular than at the transmission level, but 
all the models still produce fairly accurate 
predictions. However, at the single-meter 
level, there are large variations between 
data sets. Some are moderately regular 
and predictable, whereas others are very 
irregular and diffi cult to predict. As the 
 prediction error increases, differences in 
how the models fail become apparent. In 
particular, we observe that the CBR model 
degrades less gracefully than the other 
models, and that the autoregressive model 
converges toward the daily mean.
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THE NORSTORE 
RESEARCH DATA ARCHIVE

MOTIVATION
Nowdays almost any piece of academic 
 research relies on results in digital data. 
During the course of the research the data 
is managed by the researchers.  However, 
once the research has concluded the data 
is often maintained on a voluntary basis 
even though the researchers recognise a 
need to ensure the data is kept for the 
long-term. 

The NorStore team, through a long period 
of interaction with Norwegian (wholly or 
party) funded academic research projects 
from a variety of disciplines, have recog-
nised a need to provide a national long-term 
data archive for datasets that have resulted 
in publications or are considered to be of 
 lasting value, but for which there exists no 
long-term storage expertise or facilities. 
 NorStore has also identified a need to 
 provide national long-term storage for 
 datasets produced by internationally funded 
projects, but for which there is strong 
 national interest. 

NorStore intends (unless there are reasons 
for a more restricted licence) to assign a 
very liberal license of use to the datasets 
[1]. This will provide a low treshold for 
 access, maximising the reuse of published 
datasets within a research community. Easy 
access to published datasets will also make 
cross-discipline investigations feasible 
opening up new avenues of research and 
development.

SYSTEM
The NorStore archive is based on the Open 
Archival Information System [2] which 
 provides a template for constructing archive 
systems. In addition a set of requirements 
provided by the Data Seal of Approval (DSA 
[3]) help to defi ne how the system should 
behave in order to ensure data remains 
 accessible in the long-term.

The archive makes use of the integrated 
Rule Oriented Data System (iRODS [4]) for 
the data management. This middleware 
provides a virtual fi le-system that  insulates 
users from changes to the  physical compo-
nents of the system. Policies based on the 
DSA and implemented in iRODS  ensure the 
long-term data management (currently 
three copies of the dataset are kept: two in 
Oslo on tape and disk and one disk copy in 
Tromsø). 

Metadata information that is necessary to 
discover datasets of interest is stored in a 
relational database and is based on the 
 Dublin Core metadata standard [5] with 
 extensions. The archive provides two inter-
faces: a web-based user interface and a 
command-line user interface (see Figure 
1). The first deployment of the archive 
 provides the web-based interface which 
 allows researchers to deposit datasets 
(currently restricted to a total size of 5GB) 
through a web browser. The command-line 
interface will allow researchers to deposit 
datasets of arbitrary size provided the 
 dataset resides on the NorStore project 
area. Both interfaces are developed ensure 
data remains accessible in the long-term.

DEPOSIT PROCESS

The deposit process starts with the identifi cation of a dataset for 
archival. This may be determined by community policy (for  example 
all datasets produced by project X should be archived 3 years after 
creation). The researcher then needs to provide a set of metadata 
for the dataset (for example, the title, a description of the dataset). 
Part of the metadata is the defi nition of a Rights Holder (an entity 
that holds rights such as copyright over the dataset) and a Data 
Manager (an entity with domain expertise that is responsible for 
ensuring the dataset is understandable and usable). Once the 
 metadata are completed the dataset can be uploaded and additional 
metadata added. When the dataset has been submitted for  archiving, 
the metadata provicion is verifi ed and approval to  archive the 
 dataset is sought. When the dataset has been approved, the  dataset 
is published. 

SUMMARY
The NorStore Research Data Archive aims to provide a much-
needed service to researchers that takes on the task of  managing 
the long-term storage and access of published datasets. By 
 assigning liberal access rights to the data the archive aims to 
encourage new and innovative uses of existing data that will 
 maximise the usefulness of research data.
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processor cores. Providing such large 
memory systems in a reliable and afford-
able way will be a great benefi t to research 
communities such as life science.

SYSTEM DESIGN AND ARCHITECTURE
The prototype consists of 72 IBM 3755 
4-way nodes each with two AMD 12-core 
Opteron 6174 Magny-Cours processors,  
64 GiB of memory and one NumaConnect 
card. The NumaConnect card contains the 
NUMAChip, tag and cache memory and 
transceivers for the communication  
(Fig. 4). It  supports 6 external SCI serial 
links whit 3.2 GiB/s bandwidth resulting in 
an aggregate 19.2 GiB/s bandwidth between 
NumaConnect cards. (Figure 1)

Supporting three channels enables the 
construction of 3D bidirectional topologies 
such as 3-4-6 tori. Figure 2 (left) shows a 
2D torus with three and six nodes in the two 
dimensions. Extending this 18 node torus 
into the third dimension with four layers 
builds a 72-node 3D torus (Fig. 2, right).

OVERALL MISSION
In July 2 010,  the PR ACE’s f i r s t 
 implementation phase (1IP) started to 
 evaluate novel approaches to HPC system 
design. Through joint work with industrial 
par tners, several prototypes were 
 constructed to provide recommendations 
for future developments. Nearing the end 
of the project’s 2nd extension partners from 
LRZ (Germany), KTH (Sweden), BSC (Spain), 
PSNC (Poland), CaSTorC (Cyprus) and UNINETT 
Sigma/UiO (Norway) had their fi nal meeting 
in September 2013 at University of Oslo. The 
meeting covered six prototypes addressing 
different aspects of HPC systems: the com-
pute node architecture, the I/O architecture 
as well as cooling and energy recovery. This 
article briefl y presents all the prototypes 
that were evaluated, and provides details 
on the shared memory system constructed 
at University of Oslo.

NUMERICAL CACHE-COHERENT INTER-
CONNECT FOR EXASCALE CLUSTERS 
(NUMA-CIC)
Shared memory systems allow for easy 
 access to multi-core programming, and aid 
automatic parallelization of codes by com-
pilers and libraries. NUMA-CIC's purpose 
is to build a large-scale shared memory 
prototype using the technology of 
 Numascale AS, Norway. The technology 
 offers seamless scaling from small multi-
core workstations to large systems with 
TeraBytes of memory and thousands of 
processor cores. At University of Oslo, we 
evaluated different system confi gurations 
with up to 4,7 TiB shared memory and 1728 

BENCHMARKS
We used different benchmarks (STREAM, 
Hydro, FFT) to assess the performance of 
prototype system. The benchmarks used 
up to 1728 threads, one per core, 
distributed over the 72 nodes. Tools such 
as numactl are used to launch the multi-
threaded job in an effi cient way, and allow 
for specifi c NUMA scheduling or memory 
placement policies. As an example we show 
results for the STREAM benchmark

The STREAM benchmark includes four  simple 
element-by-element vector operations 
– copy, scale, sum and triad. Each part 
of the vector is handled by the assigned 
processor. STREAM is a good memory 
 system benchmark for applications domi-
nated by regular memory accesses. It 
clearly demonstrates the two extremes in 
memory allocation. One where all memory 
is allocated local to the processor and 
hence all access is to memory in the 
vicinity of the processor while the other is 

where memory is allocated in a round 
robin way along all memory banks in the 
complete system, making almost all 
 memory access to remote memory. Any 
real applications will fi t between these two 
extremes. Figure 3 shows results for a 
 system with 4.6 TiB memory and 280 cores 
(one per memory controller), please note 
the logarithmic scale.

OTHER PROTOTYPES
The other prototypes were constructed to 
develop an understanding of how node 
 architectures affect energy effi ciency of 
HPC applications, to assess the scalability 
of I/O systems and evaluate the benefi ts of 
direct warm/hot water cooling.

The node architecture prototypes studied 
mobile CPUs (ARM), embedded CPUs (DSP), 
integrated x86 and streaming cores (APU), 
traditional accelerated nodes of x86 CPUs 
with GPUs, and clusters connecting mobile 
CPUs (ARM) via Gigabit Ethernet and GPU 

accelerated nodes with QDR Infi niBand. 
 Additionally, FPGAs were used to acceler-
ate functions for matrix computations.

The scalability of I/O systems was evalu-
ated by two prototypes. One system inves-
tigated the use of fl ash memory for perfor-
mance enhancement. The management of 
large fi le systems dominated by small fi les 
were studied in the other prototype built of 
massive arrays of idle disks for backup and 
archival.

One prototype was constructed to assess 
the benefi ts of a holistic approach to the use 
of direct warm/hot water cooling. Todays 
nodes consume about 300 W and 1000 W 
for non-accelerated and GPU-accelerated 
nodes, respectively. The use of air as cooling 
medium may not be the most economical, 
and with increasing power and heat density 
not even technical feasible.
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Figure 1. NumaConnect card.

Figure 4. Architecture of NumaConnect card.

Figure 2. Network topologies - 2D (left) and 3D (right). 
Drawings by Einar Rustad, Numascale AS, Norway.

Figure 3. Results for benchmark STREAM.
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All projects that are granted access on the Notur or NorStore 
facilities are required to provide a list of any publications 
 resulting from the use of these resources. The reported 
 publications are presented to the Research Council of Norway 
(RCN) and are used by the Resource Allocation Committee 
prior to allocating resources. 

Such reporting for Notur and NorStore projects must now be 
performed through the use of the CRIStin publication  registry. 
The majority of projects receive partial funding from the 
 Research Council and are therefore already required to report 
their publications in this way. The allocation of Notur or 
 NorStore resources, primarily funded by RCN, should 
 therefore be considered an alternate funding body and 
 consequently added to the list of funding sources for all 
 relevant publications.

The registration of Notur and NorStore resources are linked 
to the project number(s) of the allocation(s). The project code 
format is on the form NNxxxxK and NSxxxxK for Notur and 
NorStore, respectively. The registration can normally be 
 provided at the same time as the RCN funding source is 
registered.

It is the duty of each project responsible to ensure that  relevant 
publications are reported to the CRIStin system and tagged 
with the correct funding source (Notur/NorStore).

More information: www.cristin.no

A total of 214 responses was received when the Notur and 
Norstore User Survey 2013 was carried out in October 2013. 
The survey was carried out among all research projects that 
make use of the national High Performance Computing and 
Storage facilites provided by the Notur and NorStore projects. 
The aim of the survey was to determine overall user satis-
faction with the provided resources and service by the two 
projects, but also an important opportunity for users and 
 project managers to infl uence current and future services 
provided to you in Notur and NorStore. The results of this 
 survey will be used to improve the operations and support 
mechanisms of the Notur and NorStore projects, and guide 
the further planning of e-infrastructure services in Norway.

An electronic report inluding the key fi ndings will be available 
on www.notur.no. Reports with results of the  surveys from 
previous years can also be found here.

The current allocations by the Research Council of Norway on the 
High-Performance Computing facilities of the Notur project will 
expire 31 March 2014. Projects who want to continue using the 
facilities after this date, must apply to this call. Applicants that 
already applied for access for the period 2014.1 in a previous call 
need not apply. In combination with Notur call 2014.1, it is also 
possible to apply for storage allocations on the national 
 infrastructure for scientifi c data (NorStore). 

For more information: www.notur.no and www.norstore.no

For this Notur call, it is possible to apply for advanced user  support 
(AUS). AUS applications are prioritized by the Research  Allocation 
Committee and limited by available budget.

UNINETT Sigma encourages potential applicants to coordinate 
their proposal with their local IT-departments (at UiT, NTNU, UiB/
Uni Research as or UiO) such that the feasibility of the proposal 
can be verifi ed at an early stage. For general (Notur) advanced 
user support applications it is a requirement that support is 
 executed by members of the Metacenter (employees at the 
 university IT-department). Although this can be considered for 
the NorStore discipline specifi c advanced user support positions 
also, it is not a requirement.

Application and reporting forms, objectives, application proce-
dures and evaluation criteria can be found on the advanced user 
support pages of Notur: www.notur.no/support/advanced

The application deadline for both Notur and NorStore is 
1 December 2013.

CRISTIN PUBLICATION REGISTRY

NOTUR AND NORSTORE 
USER SURVEY 2013

NOTUR AND NORSTORE: 
CALL FOR APPLICATIONS 2014.1

NOTUR AND NORSTORE: 
EXTRAORDINARY CALL FOR ADVANCED 
USER SUPPORT

The next call for Notur and NorStore applications for computer time and storage capacity 

is scheduled to be published in December 2013 for projects starting 1 April 2014.  

On behalf of the Resource Allocation Committee UNINETT Sigma announce an extraordinary 

call for advanced user  support to Notur and NorStore. 
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